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1

Introduction
Ce rapport comprend le livrable D1.3 et le livrable D2.2 initialement prévus et
dont la fusion a été acceptée par l’ANR.
La première partie présente les résultats des attaques mathématiques et le rapport D1.3. Dans cette partie, nous décrivons deux articles. Le premier article a été
accepté à FSE 2012 et fait parti des trois meilleurs papiers de cette conférence.
Il décrit la meilleure attaque actuelle contre la fonction de hachage Grøstl [9].
Le second article présente plusieurs attaques pratiques contre la fonction ARMADILLO [11]. Cette fonction a une conception très innovante dans sa structure
et permet de réaliser de nombreuses fonctions cryptographiques comme des schémas de chiffrement par flot ou des fonctions de hachage. De nombreuses attaques
ont été publiées contre les versions précédentes de cette fonction.
La deuxième partie est dédiée à l’analyse de la sécurité physique de certaines
fonctions finalistes au concours SHA-3. Elle est divisée en trois sous-sections. La
première sous-section est composée d’un article sur l’analyse de la sécurité contre
les attaques par canaux cachés des candidats Grøstl et Skein. Ce travail, publié au
workshop TrustED 2012 [7], présente des contre-mesures au niveau logiciel pour
protéger ces algorithmes contre les attaques par canaux cachés du premier ordre. La
deuxième partie comprend un article sur l’analyse de la sécurité contre les attaques
par canaux cachés des implémentations materielles protégées par un schéma en
trois partages (three-share implementations). Ce travail a été publié au workshop
Hardware and Architectural Support for Security and Privacy-HASP 2012 [1]. Enfin, dans la deuxième sous-section nous étudions certains aspects de la sécurité
physique du nouveau standard SHA-3.

Improved Rebound Attack on the Finalist Grøstl
Jérémy Jean1,?,?? , María Naya-Plasencia2,? , and Thomas Peyrin3,? ? ?
École Normale Supérieure, France
University of Versailles, France
Nanyang Technological University, Singapore
1

2

3

Abstract. Grøstl is one of the five finalist hash functions of the SHA-3 competition. For entering
this final phase, the designers have tweaked the submitted versions. This tweak renders inapplicable
the best known distinguishers on the compression function presented by Peyrin [18] that exploited
the internal permutation properties. Since the beginning of the final round, very few analysis have
been published on Grøstl. Currently, the best known rebound-based results on the permutation
and the compression function for the 256-bit version work up to 8 rounds, and up to 7 rounds for
the 512-bit version. In this paper, we present new rebound distinguishers that work on a higher
number of rounds for the permutations of both 256 and 512-bit versions of this finalist, that is 9
and 10 respectively. Our distinguishers make use of an algorithm that we propose for solving three
fully active states in the middle of the differential characteristic, while the Super-Sbox technique
only handles two.
Keywords: Hash Function, Cryptanalysis, SHA-3, Grøstl, Rebound Attack.

1

Introduction

Hash functions are one of the main families in symmetric cryptography. They are functions that, given
an input of variable length, produce an output of a fixed size. They have many important applications,
like integrity check of executables, authentication, digital signatures.
Since 2005, several new attacks on hash functions have appeared. In particular, the hash standards
MD5 and SHA-1 were cryptanalysed by Wang et al. [21, 22]. Due to the resemblance of the standard
SHA-2 with SHA-1, the confidence in the former has also been somewhat undermined. This is why the
American National Institute of Standards and Technology (NIST) decided to launch in 2008 a competition for finding a new hash standard, SHA-3. This competition received 64 hash function submissions
and accepted 51 to enter the first round. Now, three years and two rounds later, only 5 hash functions
remain in the final phase of the competition.
Amongst these finalists, there is only one AES-based function, though many were proposed. This
hash function is Grøstl [2], and is at the origin of the introduction of a new cryptanalysis technique
that has been widely deployed, improved and applied to a large number of SHA-3 candidates, hash
functions and other types of constructions. This new technique, called rebound attack, was introduced
by Mendel et al. [11] and has become one of the most important tools used to analyze the security
margin of many SHA-3 candidates as well as their building blocks. As for Grøstl itself, it has been
applied and improved in several occasions [3, 12, 13, 15, 18]. Grøstl is undoubtedly one of the SHA-3
candidates that have received the largest amount of cryptanalysis. When entering the final round, a
tweak of the function was proposed, which prevents the application of the attacks from [18]; we denote
Grøstl-0 the original submission of the algorithm and Grøstl its tweaked version. Apart from the
?

??
???
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rebound results, the other main analysis communicated on Grøstl was at the presentation of [1] where
a higher order property on 10 rounds of Grøstl-256 permutation with a complexity of 2509 was shown.
In Table 1, we report a summary of the best known results on both 256 and 512-bit tweaked versions
of Grøstl, including the ones that we will present in the following.
In this paper, we propose new results regarding both versions of the finalist Grøstl. First, on
Grøstl-256, we provide the best known rebound distinguishers on 9 rounds of the permutation. From
these results, we show how to make some nontrivial observations on the the compression function,
providing the best known analysis on the compression function exploiting the properties of the internal
permutations. For Grøstl-512, we considerably increase the number of analyzed rounds, from 7 to
10, providing the best analysis known on the permutation. Both results are obtained using rebound-like
attack techniques and an algorithm that we introduce that allows to solve three fully active rounds in the
middle of the differential characteristic with a much lower cost than a generic algorithm. Additionnally,
we provide in Appendix A the direct application of our new techniques to the AES-based hash function
PHOTON.
These results do not threaten the security of Grøstl, but we believe they will have an important
role in better understanding Grøstl, and AES-based functions in general. In particular, we believe
that our work will help determining the bounds and limits of rebound-like attacks in these types of
constructions.
Target

Subtarget

Grøstl-256 Permutation

Grøstl-512 Permutation

Rounds

Time

Memory

Ideal

Reference

8 (dist.)

2

8 (dist.)

248

28

296

[19]

9 (dist.)

2368

264

2384

Section 3

10 (zero-sum)

2509

−

2512

[1]

8 (dist.)

2280

264

2448

Section 4

9 (dist.)

328

64

2384

Section 4

2

112

2

2

64

2

384

[3]

10 (dist.)
2
2
2
Section 4
Table 1: Best known analysis on the finalist Grøstl. By best analysis, we mean the ones on the highest number
of rounds.
392

2
2.1

64

448

Generalities
Description of Grøstl

The hash function Grøstl-0 has been submitted to the SHA-3 competition under two different versions: Grøstl-0-256, which outputs a 256-bit digest and Grøstl-0-512 with a 512-bit fingerprint.
For the final round of the competition, the candidate have been tweaked to Grøstl, with corresponding
versions Grøstl-256 and Grøstl-512.
The Grøstl hash function handles arbitrary long messages by diving them into blocks after some
padding and uses them to update iteratively an internal state (initialized to a predefined IV) with
a compression function. This function is itself built upon two different permutations, namely P and
Q. Each of those two permutations updates a large internal state using the well-understood wide-trail
strategy of the AES. As an AES-like Substitution-Permutation Network, Grøstl enjoys a strong diffusion
in each of the two permutations and by its wide-pipe design, the size of the internal states is ensured to
be at least twice as large as the final digest.
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The compression function f256 of Grøstl-256 uses two permutations P256 and Q256 , which are
similar to the two permutations P512 and Q512 used in the compression function f512 of Grøstl-512.
More precisely, for a chaining value h and a message block m, the compression functions (Figure 1)
produce the output (⊕ denotes the XOR operation):

or:

h

P

m

Q

f256 (h, m) = P256 (h ⊕ m) ⊕ Q256 (m) ⊕ h,

f512 (h, m) = P512 (h ⊕ m) ⊕ Q512 (m) ⊕ h.

h0

Figure 1: The compression function of Grøstl hash function using the two permutations P and Q.

The internal states are viewed as byte matrices of size 8 × 8 for the 256-bit version and 8 × 16 for the
512-bit one. The permutations strictly follow the design of the AES and are constructed as Nr iterations
of the composition of four basic transformations:
def

R := MixBytes ◦ ShiftBytes ◦ SubBytes ◦ AddRoundConstant.
All the linear operations are performed in the same finite field GF (28 ) as in the AES, defined via the
irreducible polynomial x8 + x4 + x3 + x + 1 over GF (2). The AddRoundConstant (AC) operation
adds a predefined round-dependent constant, which significantly differs between P and Q to prevent the
internal differential attack [18] taking advantage of the similarities in P and Q. The SubBytes (SB)
layer is the non-linear layer of the round function R and applies the same SBox as in the AES to all the
bytes of the internal state. The ShiftBytes (Sh) transformation shifts bytes in row i by τP [i] positions
to the left for permutation P and τQ [i] positions for permutation Q. We note that τ also differs from P to
Q to emphasize the asymmetry between the two permutations. Finally, the MixBytes (Mb) operation
applies a maximum-distance separable (MDS) circulant constant matrix M independently to all the
columns of the state. In Grøstl-256, Nr = 10, τP = [0, 1, 2, 3, 4, 5, 6, 7] and τQ = [1, 3, 5, 7, 0, 2, 4, 6],
whereas for Grøstl-512, Nr = 14 and τP = [0, 1, 2, 3, 4, 5, 6, 11] and τQ = [1, 3, 5, 11, 0, 2, 4, 6].
Once all the message blocks of the padded input message have been processed by the compression
function, a final output transformation is applied to the last chaining value h to produce the final n-bit
hash value h0 = truncn (P (h) ⊕ h), where truncn only keeps the last n bits.
2.2

Distinguishers

In this article, we will describe algorithms that find input pairs (X, X 0 ) for the permutation P (or the
permutation Q), such that the input difference ∆IN = X ⊕ X 0 belongs to a subset of size IN and the
output difference ∆OU T = P (X) ⊕ P (X 0 ) belongs to a subset of size OU T . The best known generic
algorithm (this problem is different than the one studied in [8] where linear subspaces are considered)
in order to solve this problem, known as limited-birthday problem, has been given in [3] and later a
very close lower bound has been proven in [16]. For a randomly chosen n-bit permutation π, the generic
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p
p
algorithm can find such a pair with complexity max{min{ 2n /IN , 2n /OU T }, 2n /(IN ·OU T )}. If one
is able to describe an algorithm requiring less computation power, then we consider that a distinguisher
exists on the permutation π.
In the case of Grøstl, it is also interesting to look at not only the internal permutations P and Q,
but also the compression function f itself. For that matter, we will generate compression function input
values (h, m) such that ∆IN = m ⊕ h belongs to a subset of size IN , and such that ∆IN ⊕ ∆OU T =
f (h, m) ⊕ f (m, h) ⊕ h ⊕ m belongs to a subset of size OU T . Then, one can remark that:
f (h, m) ⊕ f (m, h) = P256 (h ⊕ m) ⊕ Q256 (m) ⊕ P256 (m ⊕ h) ⊕ Q256 (h) ⊕ h ⊕ m,
f (h, m) ⊕ f (m, h) = Q256 (m) ⊕ Q256 (h) ⊕ h ⊕ m.

Hence, it follows that:
f (h, m) ⊕ f (m, h) ⊕ h ⊕ m = Q256 (m) ⊕ Q256 (h).
Since the permutation
supposed to have no structural flaw, the best known generic algorithm
p Q is p
requires max{min{ 2n /IN , 2n /OU T }, 2n /(IN · OU T )} operations (the situation is exactly the same
as the permutation distinguisher with permutation Q) to find a pair (h, m) of inputs such that h⊕m ∈ IN
and f (h, m) ⊕ f (m, h) ⊕ h ⊕ m ∈ OU T . Note that both IN and OU T are specific to our attacks.
We emphasize that even if trivial distinguishers are already known for the Grøstl compression
function (for example fixed-points), no distinguisher is known for the internal permutations. Moreover,
our observations on the compression function use the differential properties of the internal permutations.

3

Distinguishers for reduced Grøstl-256 permutations

In this section, we describe a distinguisher for the permutation P256 of the Grøstl-256 compression
function reduced to 9 rounds. We emphasize that in the latest version of the Grøstl submission [20],
the permutation Q256 has different coefficients in the ShiftRows transformation, but the technique we
describe in the following applies to Q256 as well.
3.1

The truncated differential characteristic

In the following, we will consider truncated differential characteristics, originally introduced by Knudsen [7] for block cipher analysis. With this technique, already proven to be efficient for AES-based hash
functions cryptanalysis [5, 6, 10, 17], the attacker only checks if there is a difference in a byte (active
byte, denoted by a black square in the Figures) or not (inactive byte, denoted by an empty square in
the Figures) without caring about the actual value of the difference.
The truncated differential characteristic we use has the sequence of active bytes
R

R

R

R

R

R

R

R

R

1
2
3
4
5
6
7
8
9
8 −→
1 −→
8 −→
64 −→
64 −→
64 −→
8 −→
1 −→
8 −→
64,

where the size in the input and output differences subsets are both IN = OU T = 28×8 = 264 , since
there are eight active bytes in each extreme state of the truncated characteristic. The actual truncated
characteristic is reported in Appendix B.
Note that we have three fully active internal states in the middle of the differential characteristic,
thus impossible to handle with the classical rebound or SuperSBox techniques.
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3.2

Finding a conforming pair

The method to find a pair of inputs conforming to this truncated differential characteristic is similar to
the rebound technique: we first find many solutions for the middle rounds (round 3 to round 6) and then
we filter them out during the outwards probabilistic transitions through the MixBytes layers (round
2 and round 7). We denote x → y a non-null truncated differential transition mapping x active bytes
to y active bytes in a column through a MixBytes (or MixBytes−1 ) layer, and the MDS property
ensures x + y ≥ 9. Its differential probability is determined by the number (8 − y) of inactive bytes on
the output: 2−8(8−y) if the MDS property is verified, 0 otherwise.
Therefore, since in our case we have two transitions 8 → 1 (see Figure 2), the outbound phase has a
2
success probability of 2−8×7 = 2−112 and is straightforward to handle once we found enough solutions
for the inbound phase.
In order to find solutions for the middle rounds (see Figure 2), we propose an algorithm inspired by
the ones in [14, 15]: As in [3, 8], instead of dealing with the classical 8-bit SubBytes SBoxes, one can
consider 64-bit SBoxes (named SuperSBoxes) each composed of two AES SBox layers surrounding one
MixBytes and one AddRoundConstant function1 . Indeed, the ShiftBytes can be taken out from
the SuperSBoxes since it commutes with SubBytes.
We start by choosing the input difference δIN after the first SubBytes layer in state S1 and
the output difference δOU T after the last MixBytes layer in state S12 in a way that the truncated
characteristic holds in S0 and S12. Note that since we have 8 active bytes in S1 and S12, there are
as many as 22×64 = 2128 different ways of choosing (δIN , δOU T ). We continue by constructing the 8
forward SuperSBox independently by considering the 264 possible input values for each of them in
state S3: differences in S1 can be directly propagated to S3 since MixBytes is linear. This generates 8
independent lists, each of size 264 and composed by paired values. Doing the same for the 8 backwards
SuperSBoxes from state S12, we again get 8 independent lists of 264 elements each, and we end up
in state S8 where the 8 forward and the 8 backward lists overlap. In the sequel, we denote Li the ith
forward SuperSBox list and L0i the ith backward one, for 1 ≤ i ≤ 8.

In terms of freedom degrees in state S8, we want to merge 16 lists of 264 elements each for a merging
condition on 2×512 = 1024 bits (512 for values and 512 for differences): we then expect 216×64 2−1024 = 1
solution as a result of the merging process. We detail a method in order to find this solution in time
2256 and memory 264 (see Figure 3).

Step 1. We start by considering every possible combination of elements in each of the four lists L01 , L02 ,
L03 and L04 . There are 2256 possibilities.
Step 2. This fully constraints 2 × 4 bytes in each of the 8 lists Li , 1 ≤ i ≤ 8 (i.e. the first 4 columns of
the internal state). For each of them, we then expect 264 2−8×8 = 1 element to match the randomized
bytes. These elements can be found with one operation by sorting the lists Li beforehand. At this
point, note that the second half of the state S8 has been fully determined by the choice in L1 , . . . , L8 .
Step 3. We now need to ensure that the 4 last lists L05 , L06 , L07 and L08 contain the elements imposed:
those lists being of size 264 each, this happens with probability 264 2−8×(2×8) = 2−64 independently
on each list. Again, these elements can be found with one operation by sorting the lists L0i beforehand.
All in all, trying all the 2256 elements in (L01 , L02 , L03 , L04 ), we expect to find 2256 2−64×4 = 1 solution
that will verify the 1024 bits of condition and we can find this solution with only a few operations.
Hence, from random differences (δIN , δOU T ), we find a pair of internal states of the permutation that
conforms to the middle rounds in time 2256 and memory 264 . To pass the probabilistic transitions of
the outbound phase, we need to repeat the merging 2112 times by picking another couple of differences
(δIN , δOU T ). In total, we find a pair of inputs to the permutation that conforms to the truncated
differential characteristic in time complexity 2368 and memory complexity 264 .
1

These SuperSBoxes are 64-bit large in the case of Grøstl, but only 4 × 8 = 32 bits for the AES.
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S0

S1
SB

S3

S2
Sh

Mb

S5

S4
SB

Sh

SB

S9

S8
Sh

S9
Mb

S10
SB

S6
Mb

S7

S6

S3

S11
Sh

S12
Mb

Figure 2: Inbound phase for the 9-round distinguisher attack on the Grøstl permutation P256 . The four rounds
represented are the rounds 3 to 6 from the whole truncated differential characteristic. A gray byte indicates an
active byte; hatched and coloured bytes emphasize one SuperSBox: there are seven similar others.
L01L02L03L04
1
1
1
1
1
1
1
1

1
1
1
1
1
1
1
1

1
1
1
1
1
1
1
1

1
1
1
1
1
1
1
1

L1L2L3L4L5L6L7L8
2
2
2
2
2
2
2
2

(a) Step 1.

2
2
2
2
2
2
2
2

2
2
2
2
2
2
2
2

L05L06L07L08
?
?
?
?
?
?
?
?

2
2
2
2
2
2
2
2

(b) Step 2.

?
?
?
?
?
?
?
?

?
?
?
?
?
?
?
?

?
?
?
?
?
?
?
?

(c) Step 3.

Figure 3: Steps to merge the 16 lists. Grey cells denote bytes fully constrained by a choice of elements in
L01 , . . . , L04 during the first step.

3.3

Comparison with ideal case

In the ideal case, obtaining a pair whose input and output differences lie in a subset of size IN =
OU T = 264 for a 512-bit permutation requires 2384 computations: we can directly conclude that this
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leads to a distinguishing attack on the 9-round reduced version of the Grøstl-256 permutation with
2368 computations and 264 memory. Similarly, as explained in Section 2.2, this result also induces a
nontrivial observation on the 9-round reduced version of the Grøstl-256 compression function with
identical complexity.
Finally, one can also derive slightly cheaper distinguishers by aiming less rounds: instead of using
the 9-round truncated characteristic from Appendix B, it is possible to remove either round 2 or 8 and
spare one 8 → 1 truncated differential transition. Overall, the generic complexity remains the same and
this gives a distinguishing attack on the 8-round reduced version of the Grøstl-256 permutation with
2312 computations and 264 memory. Unfortunately, this is worse than previously known results.

Distinguishers for reduced Grøstl-512 permutations

4

The 512-bit version of the Grøstl hash function uses a non-square 8 × 16 matrix as 1024-bit internal
state, which therefore presents a lack of optimal diffusion: a single difference generates a fully active
state after three rounds where a square-state would need only two. This enables us to add an extra
round to the generalization of the regular 9-round characteristic of AES-like permutation (Section 3) to
reach 10 rounds.
4.1

The truncated differential characteristic

To distinguish its permutation P512 2 reduced to 10 rounds, we use the truncated differential characteristic with the sequence of active bytes
R

R

R

R

R

R

R

R

R

R

1
2
3
4
5
6
7
8
9
10
64 −→
8 −→
1 −→
8 −→
64 −→
128 −→
64 −→
8 −→
1 −→
8 −→
64.

where the size of the input differences subset is IN = 2512 and the size of the output differences subset
is OU T = 264 .
The actual truncated characteristic is appended in Appendix C. Again, we split the characteristic
into two parts: the inbound phase involving a merging of lists in the four middle rounds (round 4 to round
7), and an outbound phase that behaves as a probabilistic filter ensuring both 8 −→ 1 transitions in the
outward directions. Again, passing those two transitions with random values occurs with probability
2−112 .
4.2

Finding a conforming pair

In the following, we present an algorithm to solve the middle rounds in time 2280 and memory 264 . In
total, we will need to repeat this process 2112 times to get a pair of internal states that conforms to the
whole truncated differential characteristic, which would then cost 2280+112 = 2392 in time and 264 in
memory. The strategy of this algorithm (see Figure 4) is similar to the ones presented in [14,15] and the
one from the previous section: we start by fixing the difference to a random value δIN in S1 and δOU T
0
0
in S12 and linearly deduce the difference δIN
in S3 and δOU
T in S10. Then, we construct the 32 lists
corresponding to the 32 SuperSBoxes: the 16 forward SuperSBoxes have an input difference fixed
0
to δIN
and cover states S3 to S8, whereas the 16 backward SuperSBoxes spread over states S10 to
0
S6 with an output difference fixed to δOU
T . In the sequel, we denote Li the 16 forward SuperSBoxes
0
and Li the backward ones, 1 ≤ i ≤ 16.
The 32 lists overlap in S8, where we merge them on 2048 bits3 to find 264×32 2−2048 = 1 solution,
since each list is of size 264 . The naive way to find the solution would cost 21024 in time by considering
2
3

It would work exactly the same way for the other permutation Q512 .
The 2048 bits come from 1024 bits of values and 1024 bits of differences.
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S0

S1

SB

S3

S2

Sh

Sh

S7

S6

SB

S9

S6

Mb

S8

Sh

S10

SB

Mb

S5

S4

SB

S3

S9

Mb

S11

Sh

S12

Mb

Figure 4: Inbound phase for the 10-round distinguisher attack on the Grøstl-512 permutation P512 . The four
rounds represented are the rounds 4 to 7 from the whole truncated differential characteristic C. A gray byte
indicates an active byte; hatched and coloured bytes emphasize the SuperSBoxes.

each element of the Cartesian product of the 16 lists Li to check whether it satisfies the output 1024
bit difference condition. We describe now the algorithm that achieves the same goal in time 2280 .
First, we observe that due to the geometry of the non-square state, any list Li intersects with only
half of the L0i . For instance, the first list L1 associated to the first column of state S7 intersects with lists
L01 , L06 , L011 , L012 , L013 , L014 , L015 and L016 . We represent this property with a 16 × 16 array on Figure 5:
the 16 columns correspond to the 16 lists L0i and the lines to the Li , 1 ≤ i ≤ 16. The cell (i, j) is white
if and only if Li has a non-null intersection with the list L0j , otherwise it is gray.
Then, we note that the MixBytes transition between the states S8 and S9 constraints the differences
in the lists L0i : in the first column of S9 for example, only three bytes are active, so that the same column
in S8 can only have 23×8 different differences, which means that knowing three out of the eight differences
in an element of L01 is enough to deduce the other five. For a column-vector of differences lying in a
n-dimensional subspace, we can divide the 264 elements of the associated lists in 28n disjointed sets of
264−8n values each. So, whenever we know the n independent differences, the only freedom that remains
lie in the values. The bottom line of Figure 5 reports the subspace dimensions for each L0i .
Using a guess-and-determine approach, we derive a way to use the previous facts to find the solution
to the merge problem in time 2280 . As stated before, we expect only one solution; that is, we want to
find a single element in each of the 32 lists. We start by guessing the values and the differences of the
elements associated to the lists L02 , L03 , L04 and L05 . For this, we will try all the possible combinations of
their elements, there are 24×64 = 2256 in total. For each one of the 2256 tries, all the checked cells X now
have known value and difference. From here, 8 bytes are known in each of the four lists L5 , L6 , L7 and
L8 : this imposes a 64-bit constraint on those lists, which filter out a single element in each. Thereby,
we determined the value and difference in the other 16 bytes marked by X in Figure 5. In lists L01 and
L016 , we have reached the maximum number of independent differences (three and two, respectively), so
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L0i
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1
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7
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9
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14
15
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X
XX
XXXX
X
XXX
XXXXX
X
XX
XXXXXX
X
X
XXXXXXX
X
XXXXXXX
X
XXX
XX
X
X

X

X

X

3 4 3 4 5 6 8 6 5 4 3 4 3 2 2 2
Number of different differences in each L0i

Figure 5: A X means we know both value and difference for that byte, a
difference for that byte and white bytes are not constrained yet.

means that we only determined the

we can determine the differences for the other bytes of those columns: we mark them by . In L4 , the
8 constraints (three X and two ) filter out one element; then, we deduce the correct element in L4
and mark it by X. We can now determine the differences in L015 since the corresponding subspace has
a dimension equals to two.
At this point, no more byte can be determined based on the information propagated so far. We
continue by guessing the elements remaining in L06 . Since there are already six byte-constraints on that
list (three X), only 216 elements conform to the conditions. The time complexity until now is thus
2256+16 = 2272 .
Guessing the list L06 implies a 64-bit constraint of the list L9 so that we get a single element out
of it and determine four yet-unknown other bytes. This enables to learn the independent differences in
L014 and therefore, we filter an element from L3 (two X and four ). At this stage, the list L01 is already
fully constrained on its differences, so that we are left with a set of 264−3×8 = 240 values constrained on
five bytes (five X). Hence, we are able to determine all the unset values in L01 (Figure 6a).
Again, the lack of constraints prevent us to determine more bytes. We continue by guessing the 28
elements left in L1 (two X and three ), which makes the time complexity increase to 2280 . The list L1
being totally known, we derive the vector of differences in L013 , which adds an extra byte-constraint on
L2 where only one element was left, and so fully determines it. From here, L07 becomes fully determined
as well (four X) and so is L16 . In the latter, the differences being known, we were left with a set of
264−2×8 = 248 values, which are now constrained on six bytes (six X).
We describe in Figure 6b the knowledge propagated so far, with time complexity 2280 and probability
1. We observe that L10 is overdetermined (four X and one ) by one byte. This means that we get the
correct value with probability 2−8 , whereas L11 is filtered with probability 1. Similarly, the element of
L08 happens to be correctly defined with probability 2−16 ; as for L09 and L015 , with probability 1. We
continue in L011 by learning the full vector of differences, which constraints L12 on 11 bytes (five X
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(a) End of the second guess.
Figure 6: A X means we know both value and difference for that byte, a
difference for that byte and white bytes are not constrained yet.

(b) Near the end.
means that we only determined the

and one ) so that we get a valid element with probability 2−24 . Finishing the guess and determine
technique is done by filtering L010 and L12 with probability 1, L16 with probability 2−40 and L13 , L14
and L15 with probability 2−64 each.
In total, for each guess, we successfully merge the 32 lists with probability
2−8−16−24−40−64−64−64 = 2−280 ,
but the whole procedure is repeated 264×4+16+8 = 2280 times, so we expect to find the one existing
solution. All in all, we described a way to do the merge with time complexity 2280 and memory complexity
264 . The final complexity to find a valid candidate for the whole characteristic is then 2392 computations
and 264 memory.
4.3

Comparison with ideal case

In the ideal case, obtaining a pair whose input difference lies in a subset of size IN = 2512 and whose
output difference lies in a subset of size OU T = 264 for a 1024-bit permutation requires 2448 computations. We can directly conclude that this leads to a distinguishing attack on the 10-round reduced version
of the Grøstl-512 permutation with 2392 computations and 264 memory. Similarly, as explained in
Section 2.2, this results also induces a nontrivial observation on the 10-round reduced version of the
Grøstl-512 compression function with identical complexity.
One can also derive slightly cheaper distinguishers by aiming less rounds while keeping the same
generic complexity: instead of using the 10-round truncated characteristic from Appendix C, it is possible
to remove either round 3 or 9 and spare one 8 → 1 truncated differential transition. Overall, this gives
a distinguishing attack on the 9-round reduced version of the Grøstl-512 permutation with 2336
computations and 264 memory. By removing both rounds 3 and 9, we achieve 8 rounds with 2280
computations.
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One can further gain another small factor for the 9-round case by using a 8 → 2 truncated differential
transition instead of 8 → 1, for a final complexity of 2328 computations and 264 memory. Indeed, the
generic complexity drops to 2384 because we would now have OU T = 2128 .

5

Conclusion

In this paper, we have provided new and improved cryptanalysis results on the building blocks of
both 256 and 512-bit versions of the finalist Grøstl. This is done by using a rebound-like approach
as well as an algorithm that allows us to pass three fully active states in the middle of the differential
characteristic with lower complexity than a general probabilistic approach. To the best of our knowledge,
all previously known methods only manage to control two fully active states in the middle of the
differential characteristic.
On Grøstl-256, we could provide the best known rebound distinguishers on 9 rounds of the
permutation. For Grøstl-512, we have considerably increased the number of analyzed rounds, from
7 to 10, providing the best analysis known the permutation.
These results do not threaten the security of Grøstl, but we believe they will have an important
role in better understanding AES-based functions in general. In particular, we believe that our work will
help determining the bounds and limits of rebound-like attacks in these types of constructions. Future
works could include the study of more AES-like functions in regards to this new cryptanalysis method.
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A

Distinguishers for other AES-like permutations

Using the same cryptanalysis technique, it is possible to study other AES-like schemes using permutations
similar to the Grøstl ones. For example, the recent lightweigth hash function family PHOTON [4] is
based on five different versions of AES-like permutations. We denote s the size of the cells (s = 8 for
AES) and c the size of the square matrix representing the internal state (c = 4 for AES), the five versions
(s, c) for PHOTON are then (4, 5), (4, 6), (4, 7), (4, 8) and (8, 6) for increasing versions. All versions are
defined to apply 12 rounds of an AES-like process, where the subkey additions are replaced by constant
additions. Since the internal state is always square, by trivially adapting the method from Section 3 to
the specific parameters of PHOTON, one can hope to obtain distinguishers for 9 rounds of the PHOTON
internal permutations. However, we are able to do so only for the parameters (4, 8) used in PHOTON224/32/32 (see Table 2 with the comparison to previously known results). Indeed, the size c of the
matrix plays an important role in the gap between the complexity of our algorithm and the generic one.
The bigger is the matrix, the better will be the gap between the algorithm complexity and the generic
one.
Target

Subtarget Rounds

PHOTON-224/32/32 Permutation

8 (dist.)

Time

Memory

Ideal

Ref.

28

24

210

[4]

9 (dist.)
2
2
2
Section A
Table 2: Distinguishers on PHOTON internal permutation when applying the method from Section 3.
184

32

192

The same effect applies on AES in the known-key model, for which distinguishers on only 8 rounds
are known as of today [3]. When attacking 9 rounds with the method from Section 3, the middle rounds
will cost about 264 operations per solution, while the two 4 → 1 truncated differential transitions during
the outbound will be verified with probability (2−24 )2 = 2−48 . Overall, one solution for the whole
characteristic is found with 2112 computation and 232 memory, but the generic algorithm can find such
a pair with only 264 .
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9-round Grøstl-256 permutation truncated characteristic
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Figure 7: The 9-round truncated differential characteristic used to distinguish the permutation P of
Grøstl-256 from an ideal permutation.
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10-round Grøstl-512 permutation truncated characteristic
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Figure 8: The 10-round truncated differential characteristic used to distinguish the permutation P of
Grøstl-512 from an ideal permutation.
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Abstract. The ARMADILLO2 primitive is a very innovative hardware-oriented multi-purpose design
published at CHES 2010 and based on data-dependent bit transpositions. In this paper, we first
show a very unpleasant property of the internal permutation that allows for example to obtain a
cheap distinguisher on ARMADILLO2 when instantiated as a stream-cipher. Then, we exploit the very
weak diffusion properties of the internal permutation when the attacker can control the Hamming
weight of the input values, leading to a practical free-start collision attack on the ARMADILLO2
compression function. Moreover, we describe a new attack so-called local-linearization that seems
to be very efficient on data-dependent bit transpositions designs and we obtain a practical semifree-start collision attack on the ARMADILLO2 hash function. Finally, we provide a related-key
recovery attack when ARMADILLO2 is instantiated as a stream cipher. All collision attacks have been
verified experimentally, they require negligible memory and a very small number of computations
(less than one second on an average computer), even for the high security versions of the scheme.

Key words: ARMADILLO2, hash function, stream-cipher, MAC, cryptanalysis, collision

1

Introduction

Hash functions are among the most important and widely spread primitives in cryptography. Informally
a hash function H is a function that takes an arbitrarily long message as input and outputs a fixedlength hash value of size n bits. The classical security requirements for such a function are collision
resistance and (second)-preimage resistance. Namely, it should be impossible for an adversary to find a
collision (two different messages that lead to the same hash value) in less than 2n/2 hash computations,
or a (second)-preimage (a message hashing to a given challenge) in less than 2n hash computations. In
general, a hash function H is built from an iterative use of a n-bit output compression function h in
a Merkle-Damgård-like operating mode [6, 4]. The compression function takes a chaining variable CV
(fixed to an initial value IV at the beginning) and a message block M as inputs and in order to allow
security proofs on the operating mode, one requires the same security properties as a hash function,
namely collision and (second)-preimage resistance. However, the compression function allows several
flavors of security properties depending on how well the attacker can control the chaining variable:
• free-start collision: the attacker fully controls the chaining variable, i.e. both its value and difference
• semi-free-start collision: the attacker control partially the chaining variable, i.e. only its value, and
the difference is null
• collision: the attacker does not control the chaining variable, the value is defined by the IV and the
difference is null
?

??
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For all three flavors, it should be impossible for an adversary to find a collision in less than 2n/2
compression function computations. Note that free-start collision is required as necessary assumption
regarding the compression function in the Merkle-Damgård-like security proofs. Moreover, a semi-freestart collision means there exists initial values IV for which it is possible to find collisions for the
hash function. Therefore, both these two notions are very important and should be verified for a secure
compression function.
ARMADILLO2 [2] is a very novel primitive dedicated to hardware, defining a FIL-MAC, a stream cipher
and a hash function. Originally, two versions were proposed, ARMADILLO and ARMADILLO2, the later being
the recommended one. A key recovery attack on ARMADILLO was rapidly published by a subset of the
designers [9]. ARMADILLO2 remained unbroken until Abdelraheem et al. [1] found a meet-in-the-middle
technique that allows to invert the ARMADILLO2 main function. This cryptanalysis eventually led to a
key recovery attack on the FIL-MAC and the stream cipher, and a (second)-preimage attack on the hash
function. However, while being the first weakness published on ARMADILLO2, this work is an improved
meet-in-the-middle technique, therefore requiring a lot of computations and memory, often close to the
generic complexity. For example, the preimage attack on the 256-bit output hash function requires either
2208 computations and 2205 memory or 2249 computations and 245 memory. With its data-dependent bit
transpositions and original compression function construction, ARMADILLO2 is clearly not following the
classical design trends for symmetric-key primitives (for example RC5 [7] and RC6 [8] use data-dependent
rotations, while IDEA [5] use data-dependent multiplication). As a consequence, it would be interesting
to look at this proposal without necessarily relying on known cryptanalysis techniques.
Our contributions. In this paper, we first observe the very unpleasant property that the parity
bit is preserved through all ARMADILLO2 internal permutations. This allows us for example to derive
a very cheap distinguisher for the stream-cipher. Then, we analyze the differential diffusion of the
permutations and we provide practical free-start collision attacks for all versions of the compression
function of ARMADILLO2. We extend our results by introducing a new technique, the local linearization,
that seems very efficient against data-dependent bit transpositions. This method led us to practical semifree-start collision attacks for all versions of ARMADILLO2. All attacks require very few computations (at
most 210.2 operations for 256-bit output version) and negligible memory. Moreover, our implementations
validate our techniques and we provide collision examples. Finally, we provide a related-key recovery
attack when ARMADILLO2 is instantiated as a stream cipher.

2

The ARMADILLO2 function

We let X[i] denote the i-th bit of a word X. Let C be an initial vector of size c and U be a message block
of size m. The size of the register (C||U ) is k = c + m, where || denotes the concatenation operation.
The internal ARMADILLO2 function transforms the vector (C, U ) into (Vc , Vt ) as described in Figure 1,
(Vc , Vt ) = ARMADILLO2(C, U ). The internal ARMADILLO2 function relies on a parameterized permutation
on k bits Q, instantiated by QU and QX , where U is a m-bit parameter and X is a k-bit parameter.
Let σ0 and σ1 be two fixed bitwise permutations of size k. In [2], the permutations are not specifically
defined but some criteria they should fulfill is given. We denote by cst a constant of size k defined by
alternating 0’s and 1’s, i.e. : cst = 1010 · · · 10. Using these notations, we can specify Q which is used
twice in the internal ARMADILLO2 function. Let A be the a-bit parameter and B be the k-bit input of
Q, the parameterized permutation QA can be divided into a = |A| simple steps. The i-th step of QA
(reading A from its least significant bit to its most significant one) is defined by:
• an elementary bitwise permutation: B ← σA[i] (B), that is if the i-bit of A is 0 we apply σ0 to B,
otherwise we apply σ1 .
• a constant addition (bitwise XOR) of cst: B ← B ⊕ cst.
The internal ARMADILLO2 function first computes X = QU (C||U ), then Y = QX (C||U ), and finally
outputs (Vc , Vt ) = Y ⊕ X.
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Fig. 1. The internal function of ARMADILLO2. The thick line at the side of a register represents the least significant
bit.

Using this internal primitive, ARMADILLO2 builds a FIL-MAC, a stream-cipher and a hash function:
• Stream-cipher: the secret key is inserted in the C register and the output sequence is obtained
by taking the k bits of the output (Vc , Vt ) after one iteration. The keystream is composed of k-bit
frames indexed by U (which is a public value).
• Hash function: it uses a strengthened Merkle-Damgård construction, where Vc represents the
output of the compression function (i.e. the next chaining value or the hash digest), U is the incoming
message block and C is the incoming chaining variable.
• FIL-MAC: the secret key is inserted in the C register and the challenge, considered known by the
attacker, is inserted in the U register. The response to the challenge is the m-bit output Vt .
Five different sets of register sizes (k, c, m) are provided, namely (128, 80, 48), (192, 128, 64), (240, 160, 80),
(288, 192, 96) and (384, 256, 128).

3

First tools

We denote HAM(X) the Hamming weight of the word X. We recall from [1] that for two random k-bit
words A and B of Hamming weight a and b respectively, the probability that HAM(A ∧ B) = i (where ∧
stands for the bitwise AND function) is given by the formula




a k−a
b k−b
Pand (k, a, b, i) =

i

b−i

k
b

=

i

a−i

k
a

.

Moreover, we would like to deduce from it the probability that HAM(A ⊕ B) = i (where ⊕ stands for
the bitwise XOR function) for two randomly chosen k-bit words A and B of Hamming weight a and b
respectively. We remark that HAM(A ⊕ B) = a + b − 2 · HAM(A ∧ B) and therefore the probability that
HAM(A ⊕ B) = i is given by the formula
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Pxor (k, a, b, i) =


P
0

and (k, a, b,

a+b−i
)
2

19

for (a + b − i) even
for (a + b − i) odd

Since they have not been specified in the original ARMADILLO2 document, in the following we assume
that σ0 and σ1 are randomly chosen bit permutations.

4

Parity preservation

La−1
We call the parity bit of an a-bit word A the bit value i=0 A[i]. Regardless of the parameter A of the
internal permutation QA , we have that the parity of the input is always maintained through
the permutation. This can be easily verified by remarking that QA is composed of several identical
rounds, all satisfying this property. Indeed, one round is composed of a bit permutation (which fully
maintains the Hamming weight) and an XOR of the internal state with the constant cst = 1010...10.
This constant being always the same during the whole ARMADILLO2 computation and its parity being
even, the parity of the internal state remains the same after application of the XOR. Note that even
if this constant was changed during the rounds, the attacker would only have to compute the parity
of the XOR of all constants to be able to tell if the parity bit will be maintained or negated. This
property is moreover maintained whatever number of rounds is applied in the permutations, thus the
attack proposed in this section is independent of the number of rounds.
Distinguisher for the stream cipher mode. We can exploit the previous property to build a cheap
distinguisher on ARMADILLO2 when used as a stream-cipher. In the attack model, the whole output of
the function is assumed to be known as it is a frame of the keystream. This output is generated by
a XOR of internal states X and Y . Since permutations QU and QX will maintain the parity, their
respective outputs X and Y will both have the same parity as (C||U ). As a consequence, the output
of the function X ⊕ Y always has an even parity. For a random sequence, this will only happen with
probability 1/2, as for ARMADILLO2 this happens with probability 1. In other words, the entropy of the
ARMADILLO2 function output is reduced by one bit.

5

Controlled diffusion: practical free-start collision attack

In this section, we show how an attacker can control the bit difference diffusion in ARMADILLO2 function by
using the available inputs. This leads to a very cheap free-start collision attack against the compression
function.
5.1

General description

Assume that we insert a single bit difference in C, that is HAM(∆C) = 1, and no difference in U that is
∆U = 0. We can use c distinct ∆C, one for each active bit position. The attack is depicted in Figure 2.
Difference propagation in QU . Since we have no difference in U , the permutation QU always
remains the same. We only have to study the propagation of the bit difference in C through QU . Note
that one round of the internal permutation QU provides no difference diffusion since it is only composed
of a bit permutation and a constant addition. Therefore, the single bit difference in C will be just
transfered to some random bit position in X at the end of QU and we have HAM(∆X) = 1. We would
like the single bit difference in X to be positioned in bit 0, i.e. ∆X = 00...01 (this will later allow
us to use the freedom degrees efficiently). For a randomly chosen value of U and C, this happens with
probability
1
PX = .
k
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Fig. 2. A schematic view of the free-start collision attack on ARMADILLO2. The thick line at the side of a register
represents the least significant bit and black circles stand for bit differences. The dashed box indicates the first
round of QX , which contains a difference on its corresponding parameter input bit.

Difference propagation in QX . Since we have a single difference on the first bit of X (corresponding
to the first step of QX ), the permutation QX remains the same except for the first step where we switch
from bit permutation σ0 to σ1 or from σ1 to σ0 . We denote by Pstep (in, out) the probability that in
active bits are mapped to out active bits through a step of data-dependent permutation with a difference
(i.e. σ0 and σ1 are swapped). Assume for the moment that after this first step, only b bits are active
in the internal state. This happens with probability Pstep (1, b). Since the next rounds of the internal
permutation QX provide no difference diffusion, we end up in Y with b active bits randomly distributed.
We need to ensure that all the b active bits remaining in Y will go to the m-bit Vt part of the k-bit
output, so that all differences will be truncated and we eventually obtain a collision on the output of
the compression function. For b ≤ m, this happens with probability
Pout (b) = Pand (k, m, b, b) =



b
b

k−b
m−b

k
m



=

i=b−1
Y
i=0

m−i
.
k−i

During the feed-forward after QX the single active bit of X is already on the Vt part of the output.
Overall the probability of obtaining a compression function collision for randomly chosen U and C values
is:
Pcollision = PX ·

i=m
X
i=1

Pstep (1, i) · Pout (i).

the sum stopping at m because when i > m, we trivially have Pout (i) = 0. At this point our problem is
that in order for the probability Pout (i) to be high enough, we need the number i of active bits to be
small. On the other side, if i is small, Pstep (1, i) will be very low (we do not explain how to compute
Pstep (1, i) here as we will study a slightly more detailed problem in the next section). However, in

Appeared in A. Canteaut (Ed.): FSE 2012, LNCS 7549, pp. 146–162.
c Springer-Verlag Berlin Heidelberg 2012

D1.3 / D2.2 — Final Results on Cryptanalysis of NIST Hash Candidates

21

this scenario we only considered an attacker that randomly chooses the value of U and C and the bit
difference position in C, but we can do much better by using the available degrees of freedom efficiently.
5.2

Using the freedom degrees

First, note that the event related to the probability PX only depends on the position of the bit difference
in C and on the value of U . We can therefore attack QU in a first phase (by fixing the position of the
bit difference in C and the value of U ), and then independently attack QX by choosing the value of C.
Handling QU . We will see later that we would like C and U values to have an extremely low
or extremely high Hamming weight. Therefore, we fix ∆X = 00...01 and test with the two values
U = 00..00 and U = 11..11 how the bit difference will propagate through Q−1
U (note that we are
dealing with the inverse of QU , thus attacking backwards from ∆X). For each try, we have a probability
Pand (k, c, 1, 1) = c/k that the single bit difference is mapped to the C part of the input. Since for
all ARMADILLO2 versions we have 2c/k > 1, we expect at least one of the two U candidates to satisfy
∆X = 00...01, HAM(∆C) = 1 and HAM(∆U ) = 0. Overall, this phase costs us only 2 operations. We
assume without loss of generality that the selected candidate has value U = 00..00.
Handling QX . At the present time, everything is fixed except the value of C and we have ∆X =
00...01 and U = 00..00. We now describe a simple criteria in order to choose the values of C such that
the first round probability Pstep (1, i) in QX is high, even for small i. As an example, let’s assume that
C = 0, that is HAM(C||U ) = 0. In that case, we trivially have that Pstep (1, 1) = 1 (and Pstep (1, i) = 0 for
all other i) since changing the bit positions of the word 00..00 (switching from σ0 to σ1 or from σ1 to
σ0 ) will not have any effect at all and the single bit difference in C will just be placed to some random bit
1
+ 2·127
position. Similarly, with a single one-bit in C, that is HAM(C||U ) = 1, we have that Pstep (1, 1) = 128
1282
127·126
and Pstep (1, 3) = 1282 (and Pstep (i) = 0 for all other i). More generally, we have to compute the
probability Pstep (1, b, hw) which corresponds to the probability Pstep (1, b) knowing that the input word
hamming weight is hw. This can be modeled as follows: choose two random k-bit words x and y both
with Hamming weight hw (they represent σ0 (C||U ) and σ1 (C||U )) and compute z = x ⊕ y ⊕ 1 (the 1
represents the single bit difference in C). Then Pstep (1, b, hw) is the probability that HAM(z) = b (note
that HAM(z) is always odd thus we have Pstep (1, 2i, hw) = 0 for all i) and we have:
Pstep (1, b, hw) =

hw
c − hw
· Pxor (k, hw, hw − 1, b) +
· Pxor (k, hw, hw + 1, b).
c
c

The complexity for handling QX is finally
Comp = Pi=m
i=1

5.3

Complexity results

1
Pstep (1, i, hw) · Pout (i)

.


c
The number C of candidate values we can generate with Hamming weight hw is hw
and in order to
have a good chance to find a collision after QX with this amount, we need to ensure that


c
hw



≥ 1/

i=m
X
i=1

Pstep (1, i, hw) · Pout (i).

One can check that in order to minimize the complexity Comp, the dominant factor of the sum
is when i is small. Then, for i small, Pstep (1, i, hw) is higher when hw is close to 0 or close to k,
in other words the input should have very low or very high Hamming weight. Since we previously
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chose U = 00..00 our goal is to find for each ARMADILLO2 versions the smallest hw value hwmin that
ensures enough C candidate values to handle the collision probability in QX (but the same reasoning is
possible with U = 11..11 and the biggest hw value hwmax ). Overall, the full attack runs in 2 + Comp
operations (i.e. compression function calls) and negligible memory in order to find a free-start collision
for the ARMADILLO2 compression function. We depict in Table 1 our results relative to all proposed
versions of ARMADILLO2. This attack has been implemented and verified in practice for k = 128 and we
give free-start collision examples in the Appendix.
Table 1. Summary of results for free-start collision attack on the different size variants of the ARMADILLO2
compression function. The number of C candidates must always be enough so as to handle the collision probability
in QX .
scheme parameters
k

6

c

m

generic
complexity

attack parameters
hwmin

40

1

nber of C

collision

attack

candidates

prob. in QX

complexity

2

6.3

2

−4.1

27.5

128

80

48

2

192

128

64

264

1

27

2−4.6

27.8

240

160

80

280

1

27.3

2−4.7

28.1

288

192

96

296

1

27.6

2−4.7

28.3

384

256

128

2128

1

28

2−4.8

28.7

Local linearization: practical semi-free-start collision attack

In this section, we show how one can obtain a semi-free-start collision attack (no difference on the input
chaining variable) with a very low computational complexity for the ARMADILLO2 compression function.
6.1

General description

The previous method only allows to add differences on the capacity part of the input, thus leading to
free-start collision attacks. One can directly extend this technique to allow only differences in the message
part of the input, but this only leads to semi-free-start collisions for randomly chosen bit permutations
σ0 and σ1 with a not-so-high probability of success.
We would like to derive a semi-free-start collision attack that will output a result with very high
probability. In order to achieve this goal we propose a new technique for data-dependent bit transposition
ciphers, so-called local linearization: by guessing some part of the input we are able to render a few
rounds of the internal permutation linear. Indeed, by knowing the g first bits of U we completely
determine the permutations applied during the first g rounds of QU . Therefore, for those g rounds the
primitive QU only consists of known bit permutations and known constant additions. With this method
we neutralize for the first g rounds the only non-linearity source: the fact that we don’t know which bit
permutation σ0 or σ1 is applied each round.
On a high-level view, our semi-free-start collision attack will force a collision on the X value at the
output of QU thanks to the local linearization technique. This collision on X will ensure that the QX
permutation will be the same for both inputs. Therefore, the difference Hamming weight on the input
of QX will remain the same in the output. We then hope that those bit differences will be mapped in
the truncated part of the output in order to eventually obtain the semi-free-start collision (no difference
is feed-forwarded from X since we forced a collision on it). The attack is depicted in Figure 3.
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Fig. 3. A schematic view of the semi-free-start collision attack on ARMADILLO2. The thick line at the side of a
register represents the least significant bit and black circles stand for bit differences. The dashed box indicates
the linearized part.

During a first phase, the input will be divided into two parts: the fixed and the unfixed part. The
fixed part z ∈ {0, 1}g is composed of the g first bits of U and we choose random values for those g bits
(so as to know the g first choices of σ0 or σ1 ). The unfixed part w ∈ {0, 1}k−g is composed of the rest
of the input bits and we will be set to a value later. We force the input difference to be contained in the
fixed part and we denote it ∆z ∈ {0, 1}g (since we are looking for semi-free-start collisions we obviously
have g ≤ m, otherwise we would have a difference in the input chaining variable C). Let I1 = (C1 ||U1 )
(resp. I2 = (C2 ||U2 )) be the k-bit value of the first input (resp. second output), we have:
I1 = (x||z) and I2 = (x||z ⊕ ∆z).
and our goal is to have the collision X = QU1 (I1 ) = QU2 (I2 ).
Assume for the moment that this collision on X happens. Then the same permutation QX will
be used for both inputs I1 and I2 on the right side of Figure 1. As a consequence, no additional bit
difference will be introduced during the computation of QX , but the bit difference positions will be
randomly moved. In order to obtain a semi-free-start collision on the output of the function, we need
the b = HAM(∆z) active bits of the input to be mapped in the truncated part of the output through QX .
As already explained in Section 5, this happens with probability
Pout (b) = Pand (k, m, b, b) =

i=b−1
Y
i=0

6.2

m−i
.
k−i

Colliding on X

We need now to evaluate the probability of getting a collision on X. Note that for any round, if there is
no difference on the bit choosing the permutation to apply σ0 or σ1 , the bit differences at the input of
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this round will only have their position changed and cannot be erased. Therefore, if we want to obtain
a collision on X, we need to obtain it at latest just after the last round of QU for which a difference is
inserted on the side (in U ). We consider from now on that the input difference ∆z contains at least one
active bit on its MSB, thus this last round is the g-th one.
We know the value of the g first bit of U , therefore we know exactly the permutation applied to I1
and I2 for the g first rounds of QU . For a collision after g rounds of QU , we want that
σU1 [g−1] (· · · (σU1 [1] (σU1 [0] (I1 ) ⊕ cst) ⊕ cst) · · · )

= σU2 [g−1] (· · · (σU2 [1] (σU2 [0] (I2 ) ⊕ cst) ⊕ cst) · · · )
and since all operations are linear, this can be rewritten as
ρ(I1 ) ⊕ A = ρ0 (I2 ) ⊕ B = ρ0 (I1 ⊕ ∆z) ⊕ B = ρ0 (I1 ) ⊕ ρ0 (∆z) ⊕ B
where
ρ = σU1 [g−1] ◦ · · · σU1 [1] ◦ σU1 [0]
0

ρ = σU2 [g−1] ◦ · · · σU2 [1] ◦ σU2 [0]

A = σU1 [g−1] (· · · (σU1 [1] (cst) ⊕ cst) · · · )

B = σU2 [g−1] (· · · (σU2 [1] (cst) ⊕ cst) · · · ).

Finally, we end up with the equation
ρ(I1 ) ⊕ ρ0 (I1 ) = A ⊕ B ⊕ ρ0 (∆z)

(1)

Since we know the value of the g first bit of U , we can compute the value of A and B. Moreover,
assuming that we already chose a ∆z, then the collision condition (1) can be rephrased as
I1 ⊕ τ (I1 ) = C
where C = ρ−1 (A ⊕ B ⊕ ρ0 (∆z)) and τ = ρ−1 ◦ ρ0 .
In order to study this system S of k bit equations, we model τ as a random bit permutation and C
as a random k-bit word. Note that since this equation system is linear finding the potential solutions
requires only a few operations, but we would like to know how many such systems we need to generate
before finding a solution, i.e. a collision on X. Thus, our goal is now to deduce the probability that this
system has at least one solution and what is the average number of expected solutions.
The structure of this equation system is very particular and the number of independent groups of
bit equations is exactly the number of cycles of the bit permutation τ . More precisely, let CYCLE(τ )
represent the number of cycles of the permutation τ and let Si denote the set of bits belonging to the
i-th cycle of τ .
Theorem 1. The equation system S : I1 ⊕ τ (I1 ) = C admits a solution if and only if for every cycle
set Si of τ the parity of the sum of the corresponding C bit is null, that is
M
C[p] = 0.
p∈Si

If this system is solvable, then the number of solutions that can be generated is exactly equal to 2CYCLE(τ ) .
The idea of the theorem is that when we want to find a solution for the system, we can start by
fixing one bit a0 to a random value. This bit is involved into two binary equations from S. All equations
having only two terms, one of the two equations directly links bit a0 with say bit a1 , and we can deduce
the value of a1 . The bit a1 is in turn linked with bit a2 through his second equation and we directly
deduce the value of a2 . This chain of dependency will eventually cycle (the new bit deduced will be a0
again) and will be validated if and only if the sum of the C bits of the equations visited is null (otherwise
we encounter a inconsistency). This check is then performed for all cycles.
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Proof. Since τ is a bit permutation, the equation system S can be represented as a collection of cycles,
each cycle depicting the direct cyclical dependencies between some set of bits: if bit x and bit y are
linked by one of the k equations, then they belong to the same cycle. The vertex weight between two
members x and y of the cycle is the value C[x].
If we fix the bit value of a member of a cycle Si , then this determines entirely all the other bits
of that cycle (according to the vertices values). Then, if the XOR of all the vertex weights is different
from zero, we have a direct contradiction. A solution can only exist if all cycles present no internal
contradiction.
Each cycle can have either zero or two solutions (the two solutions being their mutual complement).
If every cycle has no contradiction, then there exists exactly 2CYCLE(τ ) distinct combinations of cycle
solutions, each one leading to a distinct solution for the whole equation system S.
t
u
From Theorem 1, we directly deduce that the probability that the system admits a solution is equal
to 2−CYCLE(τ ) . The expected number of cycles for a randomly chosen permutation on k elements is
log(k). Therefore, we have to try at least 2log(k) different equation systems before finding one admitting
a solution. When one system admits a solution, we directly get 2log(k) solutions for free. Overall, the
cost for finding one solution of the system is 1 on average (the average cost is the meaningful one here
since we will have to find several inputs colliding on X during the whole attack).
6.3

Complexity results

We now look for a solution such that the original guess of the g first bits of the input was right (with
probability 2−g ) and such that the b bit differences in QX are mapped to the truncated part of the
output (with probability Pout (b)). Overall, the total complexity of the semi-free-start collision attack is
−1
2g · Pout
(b) with b ≤ g. Minimizing g and b will minimize the overall complexity, but we need to ensure
that we can go through enough equation systems in order to have a good chance to find a collision
eventually. More precisely, we need
 
g
−1
1/2 · 2g ·
≥ 2g · Pout
(b)
b
which can be rewritten as

 
g
−1
≥ 2 · Pout
(b).
b

We depict in Table 2 our results relative to all proposed versions of ARMADILLO2. This attack has been
implemented and verified in practice for k = 128 and we give semi-free-start collision examples in the
Appendix.

7

Related-key recovery in stream cipher mode

In this section we will present a related key attack that will allow us to recover all key bits in practical
time when using ARMADILLO2 in the stream cipher mode. We will first present the main idea of this
attack, and afterwards, we will give a more detailed analysis of the probabilities and complexities.
7.1

Using Related-keys for Recovering the Key

First of all, we consider a pair of related keys (K1 , K2 ) that have one only bit of difference, that is
HAM(K1 ⊕ K2 ) = HAM(∆K ) = 1. Our analysis will work for any bit difference position d amongst all the
bits of the key. Note that we expect a pair of keys valid for performing the related-key attack to appear
after using about (2k /k)1/2 keys.
Let us consider a value of U for generating k bits of key-stream with each of both keys K1 and K2 .
We use the index i for the intermediate states generated from the key Ki . We first make the following
observations, important in order to understand the whole attack procedure:
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Table 2. Summary of results for semi-free-start collision attack on the different size variants of the ARMADILLO2
compression function.
scheme parameters
k

c

m

128

80

48

192

128

240

generic

attack parameters
time

g

b

Pout (b)

240

6

2

2−2.9

28.9

64

264

7

2

2−3.2

210.2

160

80

280

7

2

2−3.2

210.2

288

192

96

296

7

2

2−3.2

210.2

384

256

128

2128

7

2

2−3.2

210.2

complexity

complexity

• Since no difference is inserted in the U part (it is a public value) and since HAM(∆K ) = 1, we have
HAM(X1 ⊕ X2 ) = 1. Let e be the bit position of this difference in X.
• The first (e − 1) intermediate states of QX will also have a difference of Hamming weight 1.
We assume that the attacker can choose the values of U . In this case, we can make the bit difference
in the key to go from position d to any wanted position e in X through QU . We expect 2m /k distinct
values of U that make the bit difference go from position d to e for e ∈ [0, k − 1]. We denote by Ue each
one of these k subgroups of U values.
The output of the function (Vc , Vt ) = X ⊕ Y is known to the attacker, but concerning X he only
knows the m bits of the U part (since U is known, he can deduce directly where the bits coming from U
and C will be eventually located in X). Thus, he can recover m bits from the outputs of QX , Y1 and Y2 .
If he could compute backward from Y1 and Y2 until the beginning of the e-th step of QX , the colliding
positions of the bits known from Y1 and from Y2 will have the same values with maybe the exception of
one, which would be the original single bit difference before the step e.
Our attack basically consists in choosing several values for U from Ue , for decreasing e values (starting
from e = k − 1), that will gradually increase the number of key bits appearing in X after position e.
Each time we will guess the value of the new key bits appearing and discard the guesses that will not
lead to collisions on the bit values in the colliding positions just before step e when computing backward
from Y1 and Y2 in QX . The complexity of this attack depends on the bit permutations σ0 and σ1 , but
in the next subsection we give a complexity analysis assuming that these permutations are randomly
chosen.
7.2

Generic Complexity Estimation

We start at e = k − 1. First, we choose the value of i (denoted imax ), that maximizes the probability
Pand (k, m, m, i) that we denote pmax . For instance, if we consider the smallest version of ARMADILLO2,
where k = 128, c = 80 and m = 48, then we have imax = 18 and the probability of obtaining 18 positions
of known bits that collide is equal to pmax = 2−2.72 .
Amongst the values from Uk−1 , we choose pmax −1 random ones. Each of them is introduced in the
ARMADILLO2 function parametrized with the keys K1 and K2 . For each of the pmax −1 pairs of values,
we guess the bit at position k − 1 of X1 and of X2 (for example 1 and 0 respectively since there is a
difference on this bit position) and we end up with 2 · pmax −1 pairs. Then, we can undo the last round
of QX for the known bits from Y1 and Y2 . We consider that a guess passes the test if it verifies the
conditions on the number of colliding values on the colliding bit positions. For one of these 2 · pmax −1
−1
pairs (in our example (Q−1
1 (Y1 ), Q0 (Y2 ))), the number of colliding bit positions will be imax . When
this is the case, if the guess on the bit of X1 and X2 was incorrect, we have a probability of 2−imax +1
to pass the test, while we will pass it with probability one if the guess was correct. Finally, we have
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determined one bit of each key K1 and K2 with a complexity of 2 · pmax −1 , which in our example would
be 23.72 .
We can continue the process by considering e = k − 2 and pmax −1 values from Uk−2 that have a key
bit at position k − 1. Following the same method as before, we will recover one key bit, i.e. the one at
position k − 1 in X when we have 18 colliding bits before the step k − 1 of QX . Let us remark here that
in practice we do not have to wait for having a collision on 18 bits, but most of the time collisions on
a different number of bits will also be enough for determining if a guess passes the test or not. We can
repeat this step in order to obtain the biggest possible number of key bits and determining each bit will
add at most a complexity of pmax −1 .
The next steps depend on the number of bits that we have already determined. All in all, we
conjecture that when both bit permutations behave like random ones, the complexity will not exceed
2 · c · pmax −1 .

Conclusion
We have presented some new and practical analysis of ARMADILLO2. Notably a free-start and semi-freestart collision attacks for the full ARMADILLO2 hash functions. Extending this work to real collisions (i.e.
with a predefined IV) might be possible but it is not very appealing because it is likely that several
message blocks are required (all versions have c > m) and therefore the task of the cryptanalyst would be
quite complex to handle. ARMADILLO2 should not be used in any security application since our attacks
have a very low complexity. This work and the local-linearization method is a first step in order to
evaluate the security of data-dependent bit transpositions cryptographic designs.
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and Serge Vaudenay. ARMADILLO: A Multi-purpose Cryptographic Primitive Dedicated to Hardware.
In Stefan Mangard and François-Xavier Standaert, editors, CHES, volume 6225 of LNCS, pages 398–412.
Springer, 2010.
3. Gilles Brassard, editor. Advances in Cryptology - CRYPTO ’89, 9th Annual International Cryptology Conference, Santa Barbara, California, USA, August 20-24, 1989, Proceedings, volume 435 of LNCS. Springer,
1990.
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Implementation of the collision attacks for k = 128

We implemented all attacks for k = 128 and they require less than a second and negligible memory on an
average computer (Intel Core2 Duo CPU @ 2.13 GHz) in order to find a collision. Since no specific σ0 and
σ1 bit transpositions are defined for ARMADILLO2, we run the attack for many randomly chosen instances
so as to ensure the soundness of our reasoning. We give here examples of (semi)-free-start collisions for
ARMADILLO2 with a σ0 and σ1 bit transpositions instance that fulfill the criteria required in [2] for k = 128.
+ Pσ1 + Pσ128
), then
Namely, we denote λ the second largest eigenvalue of the matrix M = 14 (Pσ0 + Pσ128
0
1
for the σ0 and σ1 instance found we have λ = 0.87. This means that there exists a distinguisher with
advantage λ256 = 2−51.4 , while our attacks have much better advantage.

Free-start collision for ARMADILLO2 with k = 128, c = 80, m = 48:
ARMADILLO2(ffffffffffffffffbfff, ffffffffffff) =
ARMADILLO2(fffffdffffffffffbfff, ffffffffffff) =
dfb0d8f2b763ce97f785

Semi-free-start collision for ARMADILLO2 with k = 128, c = 80, m = 48:
ARMADILLO2(6bc8c848de5ff533cd6f, 0850b04b82e2) =
ARMADILLO2(6bc8c848de5ff533cd6f, 0850b04b82f0) =
26827e3d614d2fc75d64

Bit transpositions σ0 and σ1 used:
σ0 = 62, 98, 14, 114, 36, 77, 55, 3, 28, 88, 29, 122, 57, 90, 66, 52, 44, 22, 95, 118, 69, 86,
35, 56, 58, 82, 18, 97, 78, 21, 85, 101, 19, 65, 10, 6, 116, 121, 70, 99, 61, 102, 4, 91,
39, 119, 79, 16, 84, 50, 113, 45, 93, 104, 73, 112, 8, 5, 51, 9, 105, 46, 64, 94, 41, 54,
127, 67, 106, 23, 63, 49, 123, 15, 60, 81, 96, 72, 110, 37, 30, 89, 7, 92, 2, 68, 40, 32,
53, 11, 71, 26, 103, 59, 109, 111, 38, 74, 20, 48, 24, 43, 126, 117, 13, 124, 31, 33,
100, 125, 87, 27, 83, 128, 12, 42, 80, 107, 108, 17, 25, 120, 76, 75, 115, 47, 1, 34

σ1 = 10, 60, 111, 78, 38, 57, 110, 75, 104, 56, 88, 79, 23, 99, 16, 22, 128, 94, 120, 24, 64,
3, 6, 55, 42, 51, 43, 82, 114, 89, 26, 35, 61, 73, 77, 36, 28, 21, 105, 15, 67, 70, 113,
65, 39, 80, 122, 31, 101, 100, 107, 124, 18, 46, 85, 19, 49, 14, 12, 71, 86, 68, 102, 91,
58, 95, 1, 53, 83, 125, 66, 98, 81, 44, 48, 59, 27, 9, 119, 40, 45, 74, 92, 112, 93,
69, 5, 108, 106, 115, 90, 13, 84, 126, 7, 109, 54, 127, 33, 121, 62, 87, 30, 29, 63, 2,
97, 116, 4, 47, 11, 8, 34, 96, 118, 72, 52, 103, 37, 25, 123, 50, 76, 17, 20, 41, 117, 32
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Physical analysis of the security of the SHA-3 finalists

This part of the document concerns the analysis of the physical security of
some of the finalists of the SHA-3 contest. More precisely, we will investigate
the security of three out of the five finalists against a class of attacks, called the
side-channel attacks. The side-channel attacks are attacks applied on a physical
implementation of a cryptographic algorithm and are based on information gained
from some “physical” leakages observed while the algorithm is executed on a concrete device. The information exploited during such attacks is mostly related to the
time of execution of some operations, the power consumption of the device or to
the electromagnetic radiation leaked.
This part is divided into three subsections. The first subsection presents an
analysis of the resistance against side-channel attacks of the finalists Grøstl and
Skein. This work, due to Christina Boura, Sylvain Lévêque and David Vigilant
proposes for both algorithms some concrete countermeasures in software level. It
was presented at the workshop TrustED 2012, part of the 2012 IEEE Symposium
on Security and Privacy Workshops [7].
In the second subsection, another article, treating the security of three-share
hardware implementations against differential power attacks and mutual information analysis, is presented. This analysis, due to Guido Bertoni, Joan Daemen,
Nicolas Debande, Thanh-Ha Le, Michäel Peeters and Gilles Van Assche was presented at the Workshop on Hardware and Architectural Support for Security and
Privacy (HASP), 2012 [1]. This work is of high importance, since such hardware
implementations are very adapted to protect algorithms such as K ECCAK, whose
non-linear part is composed of quadratic Boolean functions.
The third subsection deals with the security of the winner algorithm K ECCAK
against side-channel attacks. We will start by presenting some countermeasures in
both software and hardware level given by the authors of the algorithm in a note
published in 2009. Then, we will see an overview of all the articles published until
now on the physical security of K ECCAK and we will deploy the different attack
strategies pointed out in these first works. Finally we will discuss on the application
of K ECCAK as a MAC.
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Abstract—In this work, a detailed study of two finalists
of the SHA-3 competition from the side-channel analysis
point of view is provided. For both functions when used
as a MAC, this paper presents detected strategies for
performing a power analysis. Besides the classical HMAC
mode, two additionally proposed constructions, the envelope MAC for Grøstl and the Skein-MAC for Skein are
analyzed. Consequently, examples of software countermeasures thwarting first-order DPA or CPA are given.
For the validation of our choices, HMAC-Grøstl, HMACSkein as well as the countermeasures were implemented
on a 32-bit ARM-based smart card, and power analysis
attacks were mounted in practice on both unprotected
and protected implementations. Finally, the performance
difference between both versions is discussed.
Keywords-side-channel, HMAC, SHA-3, countermeasures

I. I NTRODUCTION
Hash functions are often called the “swiss army
knives” of cryptography. Their use in password protection, in data integrity checks or in digital signatures demonstrates the necessity of the existence of
hash functions with good security properties. In 2004,
Wang et al. [14] presented a number of devastating
collision attacks for many widely used functions, such
as MD5 and SHA-1. In response to these attacks, NIST
launched in 2007 a public competition aiming at defining a new hash function standard. This competition,
called the SHA-3 contest, should come to an end with
the announce of the winner in the second semester of
2012. Currently, only five candidates remain: BLAKE,
Grøstl, JH, K ECCAK and Skein.
One of the most important applications of a hash
algorithm are the message integrity and authentication,
i.e. the recipient of a message can verify that the

received message is identical to the one sent and at
the same time can authenticate its author. In this case,
the two parties agree on a secret key K , and this key
is then used in the hash computation together with the
message, to produce the message authentication code
(MAC). Many hash-based MAC constructions have
been proposed [13], [1]. The HMAC construction [1] is
probably the most popular among them. Consequently,
their use in MAC constructions makes them a target
for side-channel attacks [12].
Regarding the SHA-3 competition, NIST required
that all the submitted functions possess a secure
HMAC or other-MAC mode. In parallel, it was precised that side-channel issues would be taken into
consideration for the final decision. For all these
reasons, analyzing the resistance against side-channel
attacks [10], [3] of the remaining candidates becomes
an important matter [7]. In this direction, Benoı̂t and
Peyrin presented in [2] an analysis of the resistance
against side-channel attacks in a MAC setting of six
2-round candidates. In their work, a theoretical analysis
exhibits the best selection functions for each candidate.
Then, these functions were implemented on an FPGA
in order to measure the electromagnetic leakage. In
a more recent work [16], the resistance of four out
of five 3rd round SHA-3 candidates against sidechannel attacks was analyzed, and target operations
were equally proposed.
This paper presents an analysis of the side-channel
resistance of two SHA-3 finalists, Grøstl [6] and
Skein [5]. Both functions have been implemented on a
smart card and their HMAC modes have been attacked
by CPA. In parallel, a first serious analysis for the
possible countermeasures on both functions against
first-order DPA and CPA attacks is presented. After
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recalling two basic MAC modes in Section II and
reminding the basic principles of a correlation power
analysis in Section III, the principal results on Grøstl
and Skein are presented in Sections IV and V.
The attack setting: Grøstl-256, Skein-512-256,
as also their respective HMAC were implemented on a
32-bit ARM architecture smart card. In both cases, the
reference implementation proposed by the designers
was employed. We used the same number of power
curves for both algorithms, for non-secure as also for
secure implementations. The aim of this paper is not
to minimize the number of curves needed for every
attack, but to provide a comparison between the secure
and plain versions using the same reference model.
In addition, the number of curves needed depends on
the smart card used and can be completely different
for some other architecture. For our experiments with
the chosen architecture, the number of waveforms
has been fixed to 5000. Then, CPA is provided to
analyze our results. This type of power analysis has
been proven to give in general better results when
we aim to recover the secret value word by word,
and not in a bitwise manner. Countermeasures against
first-order statistical power analysis are proposed. A
more complete security analysis, for example against
second-order DPA or fault attacks, would need more
investigation and overcomes the scope of the present
work.
II. HMAC AND ENVELOPE MAC
A Message Authentication Code (MAC) based on a
hash function is frequently used to check the authenticity and the integrity of a message sent over an insecure
channel.
One of the most popular MAC constructions is
HMAC, presented by Bellare et al. in [1].
A HMAC based on the hash function H is defined
as follows:
HMAC-H(K, M ) =
H((K ⊕ opad)||H((K ⊕ ipad)||M )).

Here, ipad and opad are two constants having the
size of a message block, while K is the key K padded
with 0’s until reaching the block size. Longer keys are
first hashed with H .
It is easy to see from Figure 1, that the first block
for each call to h is a constant value that depends

K ⊕ ipad M1
Ki
CV0in
h
h

Mk
h

Hin

K ⊕ opad
Ko
CV0out
h

h

Hout

Figure 1: The HMAC construction.
only on K . In some implementations though, to gain
in performance, the values
Ki = h(K ⊕ ipad) and Ko = h(K ⊕ opad)

are precomputed and stored on the device.
Our attack will attempt to recover the values of Ko
and Ki . The knowledge of these two quantities permits
to fully complete the two hash computations whatever
the message M and the value of Hin . The MAC is then
considered as forged. The techniques of recovering Ko
and Ki are similar, for this reason this paper will only
focus on attacking Ki .
A MAC construction, that had been originally proposed by Tsudik [13] much earlier than the HMAC
scheme and repaired later by Yasuda [15] after an
attack on the original scheme, is the so-called envelope
MAC. It was designed to combine both the secret prefix
construction, i.e. MACK (M ) = H(K||M ) and the secret suffix construction, i.e. MACK (M ) = H(M ||K).
The repaired version of envelope MAC is simply
MACK (M ) = H(K||M ||K),
where K and M are the padded secret key K and the
padded message M respectively. In this way, the key
and the message blocks are treated separately.
K
CV0in

h

Ki

M1

Mk

K

h

h

h

Figure 2: The envelope MAC construction
Envelope MAC has been proposed as the dedicated
MAC construction for Grøstl [6].
In the HMAC construction, the guess of the values
Ki and Ko was enough to forge the MAC. But for
a successful attack of the envelope MAC, one has to
imperatively recover the secret key K . However, in
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the DPA-CPA scenario, the amount of the effort for an
efficient attack, is equal to the effort needed for forging
a HMAC, as again the attack must be set up in two
steps. First, the value of Ki must be recovered and
then the insertion of the key to the last compression
function must be targeted by processing many different
messages M .
III. C ORRELATION P OWER A NALYSIS
Side-channel attacks are a class of physical attacks
against cryptographic implementations, where one tries
to exploit the information leaked from a device executing a cryptographic algorithm. Many different leakages
can be measured, however the power consumption of
a device is one of the most frequently employed. It
can be easily observed via an oscilloscope and used to
make deductions about the secret information that is
manipulated.
An important class of power analysis attacks is
the statistical power analysis. It was first introduced
by Kocher et al. [10], in the form of differential
power analysis (DPA) and later the correlation power
analysis (CPA) improved the above technique [3]. They
both rely on a leakage model, several of them were
proposed. The Hamming weight model, introduced in
[11], [10] is probably the most classical among them.
It involves an affine relationship between the Hamming weight of the manipulated data and the power
consumption:
Y = aHW (X) + b,

where X is the information being manipulated and
HW stands for the Hamming weight.
The first step of mounting a statistical power analysis
attack on a hash-based MAC, is to choose a target operation. This operation must be of the form f (α, k) = β,
where k is a part of the Ki or the Ko value in the case
of an HMAC and can be a part of the key K when
attacking the last compression function of an envelope
MAC. On the other hand, α is a known random value,
such as part of the message or the chaining value being
processed. The function f , frequently called selection
function, can be any operation mixing secret and public
data, such as an XOR operation, a modular addition ,
or a substitution table.
To put a CPA-type attack in place, the adversary runs
the target device N times, with N different messages
and captures for each message a power consumption

waveform. For each power curve, the attacker will try
to predict the Hamming weight of the word being manipulated at a chosen point in time, by calculating the
Pearson’s correlation coefficient. This will be done for
every possible value of k , and a CPA trace will equally
be generated. The correlation should be maximized for
the correct key guess and thus a peak should appear at
that moment of time.
IV. G RØSTL
Grøstl [6] is a family of iterated hash functions based
on a compression function f . The variant returning
256 bits is denoted by Grøstl-256. The compression
function of Grøstl-256 is iterated as follows. First,
the message m to hash is padded and cut into 512bit blocks, m1 , . . . , mt . After this, given an initial
value iv = h0 , every message block is processed
sequentially:
hi = f (hi−1 , mi ), for 1 ≤ i ≤ t.

Finally, an output transformation Ω : Ω(x) =
truncn (P (x) ⊕ x), is applied to ht , where truncn (x)
is the function discarding from x all but the n first bits.
The compression function f is built out of two large
distinct permutations P and Q:
f (h, m) = P (h ⊕ m) ⊕ Q(m) ⊕ h.

Grøstl iterated permutations P and Q are based on
the Rijndael block cipher. They are applied to a 512-bit
state represented by a square matrix of bytes A, with
8 rows and columns. In every round R, a total of four
transformations inspired from the AES are performed:
R = MixBytes ◦ ShiftBytes ◦ SubBytes ◦

AddRoundConstant.

The AddRoundConstant transformation adds a
round-dependent constant to every byte of the state
matrix A. The SubBytes transformation consists of a
nonlinear substitution applied to every byte separately.
It is identical to the AES SubBytes transformation.
ShiftBytes cyclically shifts the bytes within a row.
The MixBytes operation transforms every column of
the state matrix independently in a linear way. The
number of rounds is set to 10 for Grøstl-256.
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A. Side-channel analysis of Grøstl
This section provides a power analysis of Grøstl
when implemented as a MAC. HMAC is clearly the
most employed hash-based MAC, but as the designers
of Grøstl suggest the envelope MAC construction, both
of these designs have been studied. The first step in
this analysis consists in simply identifying which operations are sensitive against a statistical power attack
and must therefore be protected. We realized such
attacks on the non-secure Grøstl-HMAC for two main
reasons. The first one was to practically confirm our
theoretical assumptions by showing that some leakage
of the secret information takes place in reality. The
second one was to see at what point the secret key
could be recovered, as the success of such an attack
depends very often on the targeted architecture and
selection function.
This analysis starts by examining Grøstl-HMAC.
Our aim is to recover Ki and Ko , but the procedure
followed for this will be similar for both cases. In
order to retrieve the secret information, we have to
identify operations in the compression function, where
the secret data (proceeded through the chaining value)
and some public data, are mixed in a simple way,
i.e. by using for example an XOR operation, a modular
addition or through a substitution table.
Three such simple operations can be identified. The
first one is the XOR between hi−1 and mi . In the
HMAC setting, hi−1 will contain Ki when the first
message block is processed. The second one is the first
SubBytes operation. A similar analysis was done
for Grøstl in [2], where the authors stated that the
SubBytes operation yields better correlation properties than the XOR operation. In our approach, both
operations are targeted, in order to compare the real
difference in their efficiency. A third possible target
is the XOR between hi−1 , Q(mi ) and P (hi−1 ⊕ mi )
to compute the next chaining value hi . However, the
possibility to attack this operation depends on the way
it is implemented, and three possible ways exist:
1) a = Q(mi ) ⊕ P (hi−1 ⊕ mi ), hi = hi−1 ⊕ a.
2) a = P (hi−1 ⊕ mi ) ⊕ hi−1 , hi = Q(mi ) ⊕ a.
3) a = Q(mi ) ⊕ hi−1 , hi = P (hi−1 ⊕ mi ) ⊕ a.

The first two ways of implementing this operation do
not provide any apparent threat for the hash function,
but if an implementation uses the third approach,
then the first operation is a good target for a CPA-
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type attack, exactly as the first XOR between mi and
hi−1 . In the reference implementation provided by the
designers, this third problematic way is avoided.
After having identified the sensitive operations,
Grøstl-HMAC has been implemented on a 32-bit
ARM-based smart card. A special point is that both
sensitive operations i.e. the initial XOR and the first
Sbox layer, can be captured in the same power trace
with a good signal resolution. From an attacker’s point
of view, it means that only one set of curves is needed.
This can be seen in Figure 3, where both attack
locations can be identified.
5000 curves have been captured and then analyzed
with respect to power correlation analysis. Clear leakages can be observed for both operations and all the
key bytes could be successfully recovered. However,
as expected, the correlation peaks for the correct key
guess were clearer for the SubBytes operation than
for the XOR. The Figure 4 shows the results of a
successful CPA against the SubBytes operation. As
explained in the introduction, the scope of this analysis
is not to find the minimal number of curves needed
in order to entirely recover the key. Our approach
aims at demonstrating and highlighting operations in
Grøstl that leak secret information in practice and thus
showing that masking these operations is of major
importance.
Regarding the envelope MAC, the preliminary analysis did not give much different results from the sidechannel point of view. The only significant difference
is that in the last call of the compression function,
the roles of the secret and the public information are
interchanged. As these roles are entirely symmetric,
this does not change anything in the previous attack
scenario, except that it permits to recover the secret
key. Depending on the application, the attack though
can be really devastating.
In the sequel countermeasures for Grøstl are proposed, protecting the previous demonstrated sensitive operations. These countermeasures apply for both
HMAC and envelope MAC settings.
B. Countermeasures for Grøstl
We come up with very simple countermeasures that
mask the sensitive data for all rounds of Grøstl. These
countermeasures should apply against any first-order
statistical power analysis. As mentioned before, the
critical operations are the XOR between the incoming

AddCst
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SubBytes

hi−1 ⊕ mi

Figure 3: SPA of the two attack areas in HMAC-Grøstl: message entry and SubBytes operation

Figure 4: CPA on HMAC-Grøstl SubBytes operation (four first bytes of targeted value)
message block and the chaining value, and then the
SubBytes operation.
h
R

h
m

P

m

P0

Q

Q

P0

P

R

Figure 5: Side-by-side comparison of standard and
secured Grøstl

In order to protect the XOR, a Boolean mask R
of 512 bits is generated once. This mask is XORed
to the chaining value, and the feed-forward naturally
re-injects it at the beginning of every compression
function. This mask R, called global, should be deleted
by simply re-XORing it to the state just before the final
truncation. Its propagation can be seen in Figure 5,
together with the unprotected hash computation. On
the other hand, in order to go through the Sbox layer,
the global mask must be removed at the beginning of
every permutation P . Thus, another type of protection
is needed to mask the Sbox computation and the rest
of the permutation. For this, many possible solutions
exist, coming mostly from the study of the protection
of AES against side-channels. An easy method for
masking an Sbox S , that can be seen in practice as
a table lookup operation, is to mask the table itself.
For this, an input mask u and an output mask v can be
used, and the masked Sbox S 0 is computed in terms of
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S , u and v as
S 0 (x ⊕ u) = S(x) ⊕ v.

In practice, the masks u and v are obtained at the
beginning of the algorithm. The Sbox S 0 is then
constructed and stored in RAM, together with u and
v , for the remaining computations.
The proposed countermeasures would not hold in
the case of a higher-order DPA or CPA, where the
sensitive value should be split in more than two random
parts. Here one could have also used the duplication
method [9] to protect this stage.
This new mask, called local, should be applied to the
state before the global mask is deleted. In this way, no
sensitive value appears unmasked at any moment of
the computation. Special care must also be taken for
the transformation of the mask through the MixBytes
step. In Figure 5, P 0 symbolize the permutation P in
which the above countermeasures were implemented.
We verified that the previously observed leakage
disappears when trying to attack the secured implementation, as shown in Figure 6.
V. S KEIN
Skein [5] is a hash function family based on the
tweakable block cipher Threefish. Three different internal state sizes are available: 256, 512 and 1024
bits. The key size of the block cipher is equal to the
block size and the tweak value is 128 bits for all three
versions.
This work analyzes only Skein-512-256, i.e. the version having 512 bits of internal state and outputting 256
bits of digest. Only this specific version is therefore
described.
Threefish uses only three mathematical operations:
XOR, modular addition and rotations by a constant
on 64-bit words. Its basic function, called MIX, is
described in Figure 7a.
Skein-512-256 is composed of 72 rounds of basic
operations. Every round consists of four parallel applications of the MIX function, followed by a permutation
of the eight words of the state. A subkey is injected
every four rounds. One round is shown in Figure 7b.
All the operations are done on 64-bit words and both
the internal state S and the key are composed of eight
words. Let t0 and t1 define the two words of the tweak
value and let k0 , . . . , k7 be the eight key-words. The

Figure 8: The Skein-MAC construction
first subkey is given by
s0 = (k0 , k1 , k2 , k3 , k4 , k5 + t0 , k6 + t1 , k7 ),

where the additions are made modulo 264 . The compression function of Skein is defined as
Hi = EHi−1 ,Ti (Mi ) ⊕ Mi ,

where EK,T (P ) is the Threefish cipher, Hi−1 is the
previous chaining value, Ti the tweak and Mi the
message block.
The chaining mode used is the Unique Block Iteration (UBI) chaining mode. For standard hashing, a
configuration block is processed through the compression function before hashing the message and another
call to the compression function is made after all the
message blocks have been handled. A unique 128-bit
tweak value is used for every compression function
call.
A. Skein-MAC
In the submission document [5] it is mentioned that
Skein can be naturally used in HMAC mode, but this
application is not suggested by the authors because
of the inefficiency for short messages. Alternatively,
a simple method for turning Skein into a MAC can be
seen in Figure 8.
It consists in starting with 0, processing the key, and
then the configuration block.
B. Side-channel analysis of Skein
An analysis of Skein-512-256 when implemented as
a MAC is now provided. We have looked for attacking
strategies, for both HMAC-Skein and Skein-MAC.
Exactly the same sensitive operations in both MAC
designs can be identified. For the HMAC, the attack
would consist in recovering first Ki and then Ko , while
in Skein-MAC only one secret value, which is the UBI
output of the configuration block treatment, must be

36

Projet ANR Saphir2 — Accès public

Figure 6: CPA on secure HMAC-Grøstl SubBytes operation (first four bytes of targeted value)

Plaintext
≪

Rr,i

Subkey 0
MIX MIX MIX MIX
Permute

(a) The MIX operation

(b) One round of Threefish-512

Figure 7: Elements of the Skein function
recovered to completely forge the MAC. Therefore,
in order to keep a comparison possible with HMACGrøstl, only HMAC-Skein will be analyzed. However
it must be kept in mind that the same remarks should
apply to Skein-MAC.
As also mentioned in [16], the easiest operation
to attack in terms of statistical power analysis is the
modular addition between the message and the first
subkey. In the HMAC setting, if m0 , . . . , m7 , are the
eight 64-bit words of the first message block and
K0 , . . . , K7 denote the eight words of equal length of
the first subkey, this operation is simply

has been mounted, targeting these eight additions and
trying to completely recover the secret value word by
word. As previously, 5000 curves have been analyzed.
The results of this experimentation, seen in Figure 10
were finally much more surprising than expected. If
we denote by (b0 , . . . , b7 ) the bytes of a 64-bit word
of the first subkey, only the bytes b0 , b4 , b5 , b6 and b7
could be recovered in practice. But even out of these
five bytes, the highest peak gave the right value only
for b0 , while for the others, extra effort was done to
determine the right value, among a few other wrong
peaks.

Ki  mi , for i = 0, . . . , 7.

The reason for this unexpected behavior might come
from the way a modular addition of two 64-bit values
is treated on a 32-bit architecture. This problem will

Consequently a CPA attack on the HMAC-Skein

D1.3 / D2.2 — Final Results on Cryptanalysis of NIST Hash Candidates
modular addition ki  mi

37

Figure 9: SPA of the attack area in HMAC-Skein: message entry

Figure 10: CPA on the modular addition of Skein
probably be the subject of a future work. However,
even if the key is not entirely recovered, the recorded
leakage is clearly significant enough to make the
protection of this addition necessary.
C. Countermeasures
The modular addition between the message and the
first subkey must be protected. However, the diffusion
provided by the MIX operation through a single round
is not significant enough. However masking ARXbased functions (i.e. functions based on Additions,
Rotations and XORs) requires conversions between
Boolean and arithmetic masking, which can be very
expensive. Therefore a trade-off between security and
performance should be found. We decided that protecting the first four rounds would ensure a good
diffusion of the secret, withdrawing all the possible
first-order DPA or CPA on further rounds, with a
limited performance impact.
A method for switching between Boolean and arithmetic masking should be chosen. An efficient algorithm for converting from Boolean to arithmetic
masking was proposed by Goubin in [8]. A method for
the inverse operation, i.e. converting from arithmetic to

Boolean masking was also proposed in his paper. The
number of operations for this conversion depends on
the size of the data to convert, which is in our case 64bit words. Another algorithm, for this same conversion,
was proposed in [4]. In this approach, to avoid the high
number of expensive operations, a big masking table
is implemented, thus speed is gained at the expense of
memory.
Since Skein is a quite fast candidate, keeping memory resources low while requiring more processing
time is a more interesting trade-off. For the above reasons, the Goubin’s solution [8] has been implemented
for four rounds of Skein.
As the permutation used for Skein is such that the
odd and the even indexes are not mixed together, the
same arithmetic mask Ro for the words with an odd
index, and the same arithmetic mask Re for the even
ones, can be used. It interestingly reduces the number
of calls to the random number generator, as well as the
amount of RAM required for storing the mask values.
Furthermore, as already mentioned, the most expensive conversion is the arithmetic to Boolean one. In
our implementation the performance ratio between the
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Figure 11: Comparison of standard and secured Skein (without and with the tweak)
two conversions is roughly 16. In the straightforward
approach, as the first key injection is a modular addition, it feels natural to use two arithmetic masks.
This implementation, depicted in Figure 11, requires
two arithmetic to Boolean conversions for every MIX
computation, i.e. 16 for each round. In order to avoid
this high number of arithmetic to Boolean conversions,
we propose to apply the following tweak just before
entering the first layer of MIX operations.
Let Ro be the arithmetic mask protecting the subkey
insertion of the words with odd index. Before the MIX
operation, an arithmetic to Boolean conversion is performed for the odd branch of all the MIX operations. In
this way, the left branch of every MIX operation will
be protected by an arithmetic mask, while the right
part will be protected by a Boolean one. Then, the
following operations will be performed for all the 32
MIX operations of the first four rounds.
A Boolean to arithmetic conversion will be applied
to the right branch of the MIX before the modular
addition and a Boolean to arithmetic one will be done
to the left branch before the XOR, as this can be seen
in Figure 11. With this method, only one arithmetic
to Boolean conversion is performed inside every MIX.
This means that with this optimization, 8 arithmetic to
Boolean conversions are needed before applying the
first round transformation, and 32 are needed inside
the first four rounds, rather than 64 that were needed
before. A performance gain of around 30% on the total

HMAC computation has been observed.
CPA analysis has been mounted on the protected
version and only showed a high peak that corresponds
to the null subkey, i.e. the correlation with the message.
VI. C ONCLUSION
The winner function of the SHA-3 competition will
be soon announced. This function will be without
doubt implemented on various smart cards and other
devices. A discussion about the physical resistance of
the candidates and the possible countermeasures has
started. Here, two of the finalists of this competition
were examined, and more material to this analysis was
brought.
More precisely, this paper analyzed the resistance of
Grøstl and Skein against first-order CPA. For both of
them when used as a MAC, all the possible target operations have been highlighted. In order to validate the
sensitivity of operations, HMAC-Grøstl and HMACSkein were implemented on a 32-bit ARM-based chip,
5000 power curves were collected for every operation,
and a CPA was mounted on each of them. In the
case of Grøstl, the correct key can be recovered for
both selection functions, i.e. the XOR and the Sbox
layer, even if the first one is a linear operation. On the
contrary, it was not possible to recover the entire key
for Skein.
Then countermeasures were proposed for both algorithms. For Grøstl, the proposed masking operations

39

D1.3 / D2.2 — Final Results on Cryptanalysis of NIST Hash Candidates
Algorithm

Timings

Extra RAM

Extra code

reference code

secured code

static

stack

HMAC-Grøstl

453 ms

486 ms (+7.2%)

+325 bytes

0

+688 bytes

HMAC-Skein

77.7 ms

155 ms (+100%)

0

+32 bytes

+3484 bytes

Table I: Secured code overhead for timing, RAM consumption and code size
77.7 ms

155 ms

453 ms

486 ms

Figure 12: From top to bottom, general overview of power consumption for HMAC-Skein, secured HMAC-Skein,
HMAC-Grøstl and secured HMAC-Grøstl, with respective timings
are quite efficient and entirely protect HMAC-Grøstl
(and in consequence Grøstl envelope MAC) for the
cost of an extra 7% of its initial speed. For Skein, the
situation is much more complicated, as it is necessary
to switch many times between arithmetic and Boolean
masking, which is very expensive.
The time required for the computation of each of
the HMACs before and after the application of the
countermeasures, on one block of message, can be
seen in Table I. In this table, the amount of RAM
needed to implement the security parameters is equally
mentioned, as well as the extra code size required.
Figure 12 illustrates the power consumption curves
produced by an oscilloscope during the computations
of HMAC-Grøstl and HMAC-Skein for 1-block messages, for both protected and unprotected implementations. One can observe that our performance ratio
between HMAC-Skein and the HMAC-Grøstl roughly
came to 3 from 6 after protection.
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Abstract—We analyze the security of three-share hardware
implementations against differential power analysis and advanced variants such as mutual information analysis. We present
dedicated distinguishers that allow to recover secret key bits from
any cryptographic primitive that is implemented as a sequence
of quadratic functions. Starting from the analytical treatment
of such distinguishers and information-theoretic arguments, we
derive the success probability and required number of traces
in the presence of algorithmic noise. We show that attacks on
three-share hardware implementation require a number of traces
that scales in the third power of the algorithmic noise variance.
Finally, we apply and test our model on Keccak in a keyed mode.
Keywords-power analysis; quadratic functions; secret sharing
schemes; mutual information analysis; Keccak

I. I NTRODUCTION
Protection against side channel attacks is essential for any
implementation of a cryptographic primitive that needs to
process secret keys and to which an adversary has access.
Failing to put in place sufficient countermeasures can lead to
the recovery of a secret key or otherwise secret information
that allows, e.g., to forge an authentication code or to recover
decrypted data. An important class of side channel attacks
is differential power analysis (DPA) and its variants, which
exploits dependencies between the data being processed and
the power consumption or electromagnetic radiation [1], [2].
In a hardware circuit, the implementer cannot always control
the exact sequencing of gate switching and a proper countermeasure must take glitches into account. To achieve protection
under realistic assumptions, including the presence of glitches,
Nikova et al. propose techniques based on secret sharing [3],
[4]. In their paper, the authors analyze a three-share implementation of the Noekeon block cipher [5], which provides
security against first-order DPA. However, the authors noticed
that an advanced variant of DPA, called mutual information
analysis (MIA) [6], can reveal the correct key bits if the power
consumption is not affected by noise.
In this paper, we analyze the security of three-share hardware implementations against DPA (including MIA) under the
presence of noise induced by all the bits being processed.
The analysis can be applied to any cryptographic primitive
whose round function is a Boolean vector function of algebraic
degree two, called quadratic in the sequel or is implemented as
sequence of quadratic operations. We use the Keccak function
as an example, for which the designers defined protected
This work is partially funded by the ANR Saphir 2 project

and unprotected hardware architectures that we can explicitly
compare using the techniques presented in this paper [7].
Nevertheless, the treatment actually covers a variety of primitives. First, there are those whose round function is explicitly
described in terms of quadratic functions. For instance, the
stream cipher Trivium is built as three cyclically-connected
shift registers with quadratic feedback [8]. Then, there are
primitives making use of small s-boxes. For instance, the sboxes of Present [9] or Noekeon [5] have algebraic degree
3 (cubic) and decomposable into two quadratic functions.
Applying secret sharing techniques on each quadratic function
requires less shares than on the cubic function [3], [4]. The
AES can also be protected using secret sharing, as presented
by Moradi et al. [10].
The techniques of this paper share some similarity with
those in [11]. Their Zero-Offset 2DPA distinguisher can be
applied in the case of hardware implementations using two
shares. We adapt it to three shares in Section IV-C, show
that three shares concretely provide a masking scheme that
provably offers protection for functions implemented with
quadratic operations, analytically model the attack success
probability, and compare with simulations. In our analysis and
simulations we have adopted the Hamming-Distance model
[2], applied to the registers. A conclusion of the analysis of
this paper is that a three-share implementation does provide
security against DPA and MIA. We analytically show that
in our model the number of traces needed to distinguish the
correct key bits grows with the third power of the noise variance induced by the bits being computed. This suggests that
masking with three shares on quadratic functions efficiently
provides security that scales similarly as third-order DPA
[12], [13], [14]. An analysis taking into account the power
consumption of the combinatorial logic, with its occurrence
of glitches, is future work.
The paper is organized as follows. Section II gives a model
of the power consumption in hardware both for an unprotected
and for a protected hardware implementation. Section III
proposes a general form of selection function suitable for
any quadratic function and different leakage models. Distinguishers against unprotected and protected implementations
are presented in Section IV. Finally, Section V applies the
selection function and distinguishers on the Keccak hash
function and shows simulations.
II. F ROM BITS TO POWER CONSUMPTION
In power (or electromagnetic) analysis, an attacker attempts
to retrieve key information by analyzing the power consump-
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tion (or electromagnetic radiation) of the device performing
the cryptographic primitive.
During the last decade, researchers have improved the
treatment of traces and one of these enhancement is the socalled correlation power analysis (CPA) [15]. CPA exploits
the correlation between the power consumption and processed
variables. Later, more advanced ways to measure the distance
between distributions were introduced. In particular, MIA does
not require a non-zero correlation, but can in principle exploit
any dependence of the distribution of the power consumption
on the value of variables [6].
A. Modeling leakage
A hardware circuit consumes power through the activity
of its registers, combinatorial logic, wires and auxiliary logic
such as the clock. In synchronous CMOS circuits, the datadependent part of the power consumption is dominated by
the dynamic power consumption, particularly the switching
activity of the registers and the combinatorial logic [2, Chapter
3]. In this paper we adopt the Hamming distance model limited
to registers, with the convention that a register contributes
−1 if it flips and +1 otherwise. We make abstraction of the
dynamic power consumption of the combinatorial logic, and
more in particular the effect of glitches. Investigation of the
latter requires a model that is closer to the implementation than
the Hamming distance model but the analysis of the resulting
power consumption functions is of similar nature. The same
goes for models in which the switching activity of different
elements does not have the same weight.
For a given primitive, let K be the fixed secret key under
attack and M the input message controlled by the attacker. The
activity in each register bit is given by some binary functions
di (M, K) ∈ GF(2), where di (M, K) = 1 if the bit flips and
0 otherwise. Then, the contribution of all the registers to the
power consumption is expressed as:
X
d (M,K)
P (M, K) =
(−1) i
.
(1)
i

Adopting a more complex model will result in a similar
d (M,K)
expression than Eq. (1), with terms ai (−1) i
, where i
ranges over all elements (gates, registers, . . . ) contributing to
the power consumption and the factors ai are weighing factors.

these calls to f provide no information on the native value of
the state. For the non-linear steps, one cannot avoid computations that mix elements from more than one share of the state.
However, if one can ensure that no intermediate results are
correlated to native state bits, this rules out any form of DPA
that requires a correlation between the power consumption and
native state bits, such as correlation power analysis (CPA).
In dedicated hardware, however, it is not easy to ensure the
absence of such correlations, which can arise from transient
states due to glitches in the combinatorial logic [17]. The
secret sharing scheme technique proposed in [3], [4] solves
this problem essentially by representing the state in n shares
such that any computation involves at most n − 1 shares.
C. Modeling leakage with three shares
The implementation of quadratic functions can be protected
using three shares. Each bit of the state is therefore stored as
the parity of three registers, a so-called register triplet, i.e.,
the native value 0 can be represented as 000, 011, 101 or
110, and 1 as 111, 100, 010 or 001. The value of two of the
three registers is generated randomly each time the primitive
is evaluated, hence for each measurement, and the power
consumption becomes a stochastic variable to the adversary.
Considering the power consumed by the changes in
registers, we define di (M, K) as in Section II-A, where
di (M, K) = 1 if the native value of the bit i changes and
0 otherwise. The impact on the power consumption of the
register triplets is as follows.
• di (M, K) = 0: either no register flips, contributing
+3, or 2 of the 3 registers flip, contributing −1. The
contribution is a stochastic variable that has value 3 with
probability 1/4 and −1 with probability 3/4. We denote
this variable by T0 and its distribution by T0 (t).
• di (M, K) = 1: either all 3 registers flip or 1 of the 3
registers flip. The contribution is a stochastic variable that
has value −3 with probability 1/4 and 1 with probability
3/4. We denote it by T1 and its distribution by T1 (t).
Both T0 (t) and T1 (t) have mean 0 and variance 3.
The power consumption is the sum of the stochastic variables determined by the bits of d:
X
P (M, K) =
Tdi (M,K) .
(2)
i

B. Protection with secret sharing
The secret sharing scheme technique proposed in [3], [4]
can be seen as an evolved version of the duplication method
that was introduced in [16]. These two methods consist in
representing the internal variables x of a primitive (i.e., its
state) in a number of shares a, b, c . . . The sum (typically in
GF(2)) of the shares gives the native value of the state: x =
a⊕b⊕c . . .. Performing computations or storing a single share
has a power consumption that is independent of the native
value as each share is independent of the native value.
The linear steps of the primitive can be computed on the
shares in separate computations as for a linear function f it
yields f (x) = f (a ⊕ b ⊕ c . . .) = f (a) ⊕ f (b) ⊕ f (c) . . .
Information-theoretically, the variables processed in each of

As opposed to an unprotected implementation, the total power
consumption is not a deterministic function of d, but a
stochastic variable with a probability density function that is
determined by d.
III. S ELECTION FUNCTION FOR QUADRATIC FUNCTIONS

We describe a general way to build a suitable selection
function for the implementation of a quadratic function. Let K
be the fixed secret key under attack and M the input message
controlled by the attacker. Let the activity we target be denoted
as d, gathering b binary functions di (M, K), one for each
output bit i. The function di (M, K) has the following form
in GF(2):
di (M, K) = αi (M ) + βi (K) + K T Γi M.

(3)
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Here, αi (M ) and βi (K) are any functions of M and K only,
respectively, while Γi is a binary matrix connecting the bits
of K and M in the bilinear form K T Γi M .
The function d can model the switching activity of a register
with a quadratic updating function (Hamming distance model)
but also consumption imbalance in (quadratic) combinatorial
logic (Hamming weight model).
We will consider in this paper attacks based on the consumption of a single register at a time. We do not expect
attacks addressing multiple registers to give better success
probabilities. It may result in a marginal decrease of algorithmic noise but at the same time it increases the number of
hypothesis exponentially.
The bit i we use to partition the traces at a given time is
called the focus point. Our goal is to build a selection function
for the focus point that splits measurements into two sets
M0 and M1 , whose distributions can be set apart when the
hypothesis on key bits is correct. The key point is that the
distributions of M0 and M1 differ iff the correct hypothesis is
set.
For the activity function in Eq. (3), the selection function
is defined as
si (M, K) = αi (M ) + K T Γi M.
Compared to d, we remove in s any fixed (unknown) contribution of the key. The influence of the key goes only through
K T Γi M . The hypothesis on K need to be set only within
a subset of dimension rank Γi . For instance, let Ui be an
invertible matrix such that UT
i Γi has only rank Γi non-zero
rows, and let K = Ui κ. Then, the hypothesis is only on the
bits κj of the non-zero rows of UT
i Γi .
Let the hypothesis on the key K ∗ be related to the correct
key K as K = K ∗ + . Then, si (M, K + ) = si (M, K) +
∗
T Γi M . When  ∈ ker ΓT
i , then si (M, K ) differs from
di (M, K) only by a constant (unknown) term. Otherwise,
T
if  6∈ ker ΓT
i and  Γi M is balanced over GF(2), then
∗
si (M, K ) behaves as a random variable independent from
di (M, K).
IV. D ISTINGUISHERS
We start with using the Kullback-Leibler divergence to
determine a lower bound on the number of measurements
needed to distinguish two distributions. Then, we see how to
distinguish the distributions in the cases of the unprotected
and three-share implementations.
A. Kullback-Leibler divergence as a reference
The number of samples that are needed to distinguish
between one distribution f over another g with some given
success probability is inversely proportional to the KullbackLeibler divergence D(f kg) between the two distributions [18],
with
Z
D(f kg) = f (t)(log(f (t)) − log(g(t))dt.

We model the distributions that correspond to the different
hypotheses as a two-dimensional function of t and s, with t the
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value of the power consumption and s the value of si (M, K ∗ ).
Let us denote them by f ? (t, s) for the correct hypothesis
and f  (t, s) for the incorrect hypotheses. We assume the
distributions of all incorrect hypotheses are equal. We then
have:

 ?
XZ
f (t, s)
?

?
dt.
D(f (t, s)kf (t, s)) =
f (t, s) log
f  (t, s)
s
(4)
If we assume that Pr(si (M, K) = 0|M ) = Pr(si (M, K) =
1|M ) = 12 , we can express f ? (t, s) as f ? (t, s) = 12 fs? (t) with
f0? (t) and f1? (t) the distributions of the power consumption
for s = 0 and s = 1 respectively. If we further assume for
the incorrect hypothesis that the distribution is independent
from s, we have f  (t, s) = 21 f  (t). This allows us to simplify
Eq. (4):
 ? 
Z
1
f0 (t)
D(f ? kf  ) =
f0? (t) log
2
f  (t)
 ? 
Z
f1 (t)
1
f1? (t) log
dt.
+
2
f  (t)

Additionally, if we have a symmetry condition such that
f1? (t) = f0? (−t) and f  (t) = f  (−t), we can further simplify
this into:
 ? 
Z
f0 (t)
?

?
D(f kf ) = f0 (t) log
dt.
(5)
f  (t)
B. Distinguishing for unprotected implementations

We show how to distinguish the measurements in the case
of a correct hypothesis from those in the case of an incorrect
one. For this, we assume that the power consumption follows
the model in Section II-A and in particular Eq. (1).
For a given focus point i and hypothesis K ∗ , we gather in
sets M0 and M1 the power measurements P (M, K) for which
si (M, K ∗ ) is 0 or 1, respectively.
If si (M, K ∗ ) is independent from di0 (M, K) with i0 6= i,
the distribution of the power consumption is the convolution
of distributions with peaks at −1 and +1. This leads to a
binomial distribution that is close to a normal distribution
with variance b thanks to the central limit theorem. For the
distribution within the sets M0 and M1 , we distinguish two
cases:
• For the correct hypothesis, P (M, K) knowing si (M, K)
has mean ±1 and variance b − 1. So fs? (t) ≈
N((−1)(s+δ) ;b−1) (t), where δ is fixed due to the (unknown)
difference between si and di .
• For the incorrect hypotheses, P (M, K) is independent of
si (M, K ∗ ) and f  (t) ≈ N(0;b) (t).
The distributions f ? and f  satisfy the assumptions of
Section IV-A, so Eq. (5) yields:


Z
N(1;b−1) (t)
D(f ? kf  ) = N(1;b−1) (t) log
dt.
N(0;b) (t)

If we approximate b − 1 by b, this can be solved analytically
resulting in D(f ? kf  ) = 1/2b. So the required number of
samples for a given success rate is proportional to b.
Looking at f ? and f  , it appears clearly that we can
distinguish the correct hypothesis from the incorrect one(s)
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based on the distance between the averages of the measured
power consumptions in M0 and M1 . We choose as correct
hypothesis the one that maximizes this distance (in absolute
value). This is known as difference of means (DoM), where E
denotes the expected value:
∆DoM (K ∗ ) =|E[P (M, K)|si (M, K ∗ ) = 0]
− E[P (M, K)|si (M, K ∗ ) = 1]|.
If we denote the number of traces by |M | and assume M0
and M1 have the same size, the average power consumption
over M0 and over M1 have an expected variance of 2(b −
1)/|M | and 2b/|M | for the correct and incorrect hypotheses,
respectively. The difference of the means is 2(−1)δ , and the
variance is the sum of the variances. Taking the absolute
value folds the distribution around the y-axis and discards the
unknown sign (−1)δ . This results in the following distributions
for t ≥ 0 (and 0 otherwise):
?
fDoM
(t) = N(2;4(b−1)/|M |) (t) + N(−2;4(b−1)/|M |) (t)

fDoM
(t) = 2N(0;4b/|M |) (t).

These distributions (assuming b − 1 ≈ b) are illustrated in
Figure 1.

Rt 
Rt
The expression 0 fDoM
(y)dy = 2 0 N(0;4b/|M |) (y)dy can
be expressed
in terms of the error function as follows:
p
erf(t/ 8b/|M |). If we approximate b − 1 by b, we see the
success probability is fully determined by the ratio b/|M |, and
Psuccess = Gh (b/|M |). This distinguisher requires a number
of traces proportional to b, in accordance with the scaling
determined by the Kullback-Leibler divergence.

C. Distinguishing for three-share implementations
We assume a power consumption given by Eq. (2) in Section II-C. For the correct hypothesis, the power consumption
in M0 is T0 (t) (or T1 (t)) plus the noise due to the bits i0 6= i.
Similarly, for M1 this is T1 (t) (or T0 (t)) plus the same noise.
Thanks to the central limit theorem, the added noise can be
modeled as the convolution by a normal distribution with mean
0. Each bit i0 contributes 3 to the variance resulting in a total
variance 3(b − 1), assuming independence. Hence we have:
fs? (t) = Ts+δ (t) ⊗ N(0;3(b−1)) (t)
3
1
= N(−3(−1)δ ;3(b−1)) (t) + N((−1)δ ;3(b−1)) (t), and
4
4
f  (t) = N(0;3b) (t),
with δ the (unknown) fixed difference between si and di .
We can fill this in Eq. (5) to compute the Kullback-Leibler
distance. We evaluated this expression numerically and for
large values of b it converges to 1/(9b3 ). So the required
number of traces is proportional to the 3rd power of the
register size.
T0 and T1 start to differ only from their third statistical
moment, called the coefficient of asymmetry (or skewness)
[19]. We call the distinguisher based on this the Difference
of coefficient of Asymmetry (DoA):
∆DoA (K ∗ ) =|E[P (M, K)3 |si (M, K ∗ ) = 0]

− E[P (M, K)3 |si (M, K ∗ ) = 1]|.

Fig. 1.

? (t) and f  (t) (or f ? (t) and f  (t)).
Distributions fDoM
DoM
DoA
DoA

The probability of success can now readily be computed
from these distributions. It is the probability that a variable
?
chosen according to fDoM
(x) is larger than h − 1 values

chosen according to fDoM (x), with h = 2rank Γi the number
of hypotheses considered. This is given by:
h−1
Z ∞ Z t

?
Psuccess =
fDoM
(y)dy
fDoM
(t)dt.
0

0

Let Gh be the function defined as

Gh (σ 2 ) =
h−1
Z ∞ 

t
N(−1;σ2 ) (t) + N(1;σ2 ) (t) dt.
erf √
2σ
0

Note that the DoA can also be seen as the Zero-Offset 2DPA
distinguisher of [11] adapted to the third order.
For a normal distribution N (µ; σ 2 ), its third moment is
3
µ + 3µσ 2 [20]. So, for the correct hypothesis, the power
measurements in Ms have E[P 3 ] = 6(−1)s+δ and taking
the difference gives E[∆DoA ] = 12(−1)δ . For the incorrect
hypotheses, the third moment is zero.
The variance on the skewness E[P 3 ] for |M | samples of
a normal distribution with variance σ 2 is given by 6σ 6 /|M |
[19]. So assuming b  1, we have σ 2 (∆DoA ) ≈ 24(3b)3 /|M |.
Using the central limit theorem and then taking the absolute
value, we write for t ≥ 0:
?
fDoA
(t) = N(12;24(3b)3 /|M |) (t) + N(−12;24(3b)3 /|M |) (t)

fDoA
(t) = 2N(0;24(3b)3 /|M |) (t).

Figure 1 illustrates also these distributions. Following the same
reasoning as in Section IV-B yields Psuccess = Gh (9b3 /2|M |).
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D. Information theoretic distinguishers
The mutual information of two discrete variables X and Y
is I(X; Y ) = H(X)−H(X|Y ), with H denoting the Shannon
entropy [18]. Informally, the mutual information I(X; Y ) is
the amount of information (in bits) the variables X and Y
have in common.
We can compute the mutual information between the variables P (M, K) and si (M, K ∗ ), for a given hypothesis K ∗ .
For the incorrect hypothesis, f  (t, 0) = f  (t, 1), therefore the
two variables are independent and I(P, si ) = 0. For the correct
hypothesis, f ? (t, 0) 6= f ? (t, 1) and the mutual information is
strictly positive.
This makes the mutual information a candidate distinguisher. One needs to estimate or approximate the joint distribution of P (M, K) and si (M, K ∗ ) using the measurements.
This leads to a number of variants (see also, e.g., [21]). Most
of MIA estimators are in the probability density function
(pdf) estimators family. Another family groups methods that
use statistics. In the pdf estimators family, the methods are
either non-parametric methods or parametric methods. Histogram MIA is a non-parametric method and does not need
any preliminary knowledge on the distributions. Parametric
methods assume particular distributions, e.g., the Gaussian
parametric method assumes the distributions are normal. MIA
statistics methods use either statistical tests such as computing
a distance or statistical tools such as computing statistical
moments. An example of the former is the KolmogorovSmirnov distance and an example of the latter is cumulant
MIA. There are also extensions of MIA from univariate to
multivariate distributions [22].
The method of cumulant MIA aims at estimating mutual information by using high-order cumulants. This method was described in [23], where an Edgeworth expansion [20] was used
to estimate mutual information. Applied to I(P (M, K); Z)
∗
with Z = (−1)si (M,K ) , this becomes
1
1
I(P ; Z) ≈ E[P.Z]2 + (E[P 2 .Z]2 + E[P.Z 2 ]2 )
4
12
1
+ (4(E[P 3 .Z] − 3E[P 2 ]E[P.Z])2
(6)
48
2
2
2
2
2 2
+ 6(E[P .Z ] − E[P ]E[Z ] − 2E[P.Z] )
+ 4(E[P.Z 3 ] − 3E[P.Z]E[Z 2 ])2 ).

The attacker can evaluate this expression for the different
hypotheses by computing the different terms based on the
measurements. This estimation allows to analyze the different
dependencies separately, which is not the case with other approaches. Indeed, an attacker can determine which components
of the mutual information estimation give the most useful
information.
In the case of the three-share implementation, we see that
most terms in Eq. (6) disappear. First, E[P.Z i ] = 0 for any i as
the mean of P is zero over both M1 and M0 . Then, assuming
|M0 | = |M1 |, the term E[P 2 .Z] is also zero, as the variance of
P is the same over both M0 and M1 . Finally, as Z 2 = 1, the
terms E[P 2 .Z 2 ] and E[P 2 ]E[Z 2 ] are equal and cancel each
1
E[P 3 .Z] = 16 ∆DoA .
other out. This results in I(P ; Z) ≈ 12

V. K ECCAK
Keccak is a function with variable-length input and
arbitrary-length output based on the sponge construction [24].
In this construction, a permutation f with b input/output bits
is iterated. First, the input padded and its blocks are absorbed
sequentially into the state, with a simple XOR operation. Then,
the output is squeezed from the state block by block. The
size of the blocks is denoted by r and called the bitrate. The
remaining number of bits c = b − r is called the capacity.
The simplest use case of a sponge function is to use it as a
hash function. A MAC function can be built by taking as input
the concatenation of a secret key and a message. For using it
as a stream cipher, it suffices to input the secret key and a
nonce and using the output as a key stream. More modes of
use are described in [25] and [24].
Seven permutations, denoted Keccak-f [b], are defined with
width b = 25w ranging from 25 to 1600 bits, increasing in
powers of two. The state of Keccak-f [b] is organized as a set
of 5 × 5 × w bits with (x, y, z) coordinates. Coordinates are
taken modulo 5 for x and y and modulo w for z. A row is a
set of 5 bits with given (y, z) coordinates and a column is a
set of 5 bits with given (x, z) coordinates.
The round function of Keccak-f [b] consists of the following
steps, which are only briefly summarized here. For more
details, we refer to the specifications [25].
• θ is a linear mixing layer that adds a pattern depending
solely on the parity of the columns of the state.
• ρ and π displace bits without altering their value. Jointly,
π◦ρ
their effect is denoted by (x0 , y 0 , z 0 ) −→ (x, y, z), with
0 0 0
(x , y , z ) a bit position before ρ and π and (x, y, z) its
coordinates afterward.
• χ is a degree-2 non-linear mapping that processes each
row independently. It can be seen as the application of a
translation-invariant 5-bit quadratic S-box:
a(x,y,z) ← a(x,y,z) + (a(x+1,y,z) + 1)a(x+2,y,z) .
•

ι adds a round constant.

A. The plain core
The plain core architecture instantiates the Keccak-f round
function using combinatorial logic and keeps track of the
state in a register [25]. At each clock cycle, the state value
in the register is updated by applying the round function to
it. Applying the permutation simply consists in performing
as many clock cycles as there are rounds in Keccak-f . The
absorbing of message blocks is implemented by an XOR stage
at the input of the round function logic, which takes its input
from a buffer. The round constants are handled by a simple
finite state machine.
B. The three-share core
The three-share core architecture implements the secret
sharing scheme technique presented in Section II-B to offer
protection against CPA. The designers of Keccak show that
three shares are sufficient thanks to the low degree of the
nonlinear step in the Keccak-f round function χ [7]. Their
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architecture is a rather straightforward application of the secret
sharing scheme technique to the plain core: it keeps the three
shares of the state in separate registers and instantiates the
three-share version of the Keccak-f round function in combinatorial logic. The linear layer λ is instantiated three times,
operating on each share separately. It implements the nonlinear
step χ by three separate logic blocks each implementing a
function a = χ0 (b, c) defined by:
a(x,y,z) ←b(x,y,z) + (b(x+1,y,z) + 1)b(x+2,y,z)

+ b(x+1,y,z) c(x+2,y,z) + c(x+1,y,z) b(x+2,y,z) .

Each block computes χ0 for a share taking as input the two
other shares. The message blocks are applied to a single share
at the input of the round logic and the round constants are
applied to a single share at the output of the round logic.
The three-share core is illustrated in Figure 2.

In typical cases where a sponge function is used in combination with a secret key, the input is prefixed with the key. The
input of the Keccak-f permutation under attack is K+M , with
K the state of the sponge function after absorbing the key. The
knowledge of K is sufficient to, e.g., forge MACs or produce
key streams with arbitrary nonces. This setting corresponds
with the case that the key consists of (or is padded as) exactly
one block and the attacker targets K = Keccak-f (Key||0c )
with Key ∈ GF(2)r . After retrieving K, the attacker can
recover the absorbed key by inverting Keccak-f . The second
block brings message bits and K +M is the input to Keccak-f ,
with M spanning the first r bits.
A key that is shorter than the rate would give rise to a
slightly different setting, in which the key bits and message
bits sit together in a first block Key||M ||0c , with M spanning
r−|Key| bits. We do not consider this setting in the remainder
of this section, but its analysis is very similar to the one we
present.
Both in the plain core and in the three-share core, the output
of the round function is stored in registers. The round function
of Keccak-f is quadratic, hence we can apply the definitions
of Section III and target the power consumed when storing
the result in the registers. Subsequent rounds would make the
dependencies between key and message bits more difficult to
deal with.
Let B be the output of the first round, κ = π(ρ(θ(K))) and
µ = π(ρ(θ(M ))). Then the output bit at coordinates (x, y, z)
is
B (x,y,z) = RC(x,y,z) + κ(x,y,z) + µ(x,y,z)
+ (κ(x+1,y,z) + µ(x+1,y,z) + 1)(κ(x+2,y,z) + µ(x+2,y,z) ).
The function describing the register activity is d = K + B
and the selection function is derived as in Section III:
s(x,y,z) (M, κ∗ (x+1,y,z) , κ∗ (x+2,y,z) ) =

(7)

µ(x,y,z) + µ(x+2,y,z) + µ(x+1,y,z) µ(x+2,y,z)
∗

+κ

(x+1,y,z) µ(x+2,y,z)

The three-share core

Before processing, the three shares are initialized consistent
with the zero value: two of the three shares are generated
randomly and the third is computed as their XOR.
C. The attack point
A DPA attack on a Keccak core consists in making it
run repeatedly, taking each time the same secret key K
and a chosen (or known) input block M , and recording the
power computation in a so-called trace. The traces can be
identified by the corresponding value of M and we can use
the measured power consumption P (M, K) to determine the
unknown secret value K.

+κ

(x+2,y,z) µ(x+1,y,z) .

(8)
(9)

If the hypothesis on κ (x+1,y,z) and κ (x+2,y,z) is correct, then s(x,y,z) (M, κ∗ (x+1,y,z) , κ∗ (x+2,y,z) ) differs from
d(x,y,z) (M, K) by a fixed (unknown) term. However, if
the hypothesis is incorrect, ((x+1,y,z) , (x+2,y,z) ) 6= (0, 0),
then s(x,y,z) (M, κ∗ (x+1,y,z) , κ∗ (x+2,y,z) ) is independent from
d(x,y,z) (M, K).
Regarding the independence of the activity function between different coordinates, their sum s(x1 ,y1 ,z1 ) (M, κ) +
s(x2 ,y2 ,z2 ) (M, κ) is not necessarily balanced for all pairs
(x1 , y1 , z1 ) 6= (x2 , y2 , z2 ) because M is zero in the inner part
of the state. However, we can prove the following theorem.
∗

Fig. 2.

∗

∗

π◦ρ

Theorem Let (x0i , yi0 , zi0 ) −→ (xi , yi , zi ) for i ∈ {1, 2}. Then
s(x1 ,y1 ,z1 ) (M, κ) and s(x2 ,y2 ,z2 ) (M, κ) are independent unless
(x01 , z10 ) = (x02 , z20 ) and (5yi + xi )w + zi ≥ r for i ∈ {1, 2}
(i.e., the bits come from the same column and both from the
last c bits).
Proof: Two Boolean functions are independent if their
bitwise sum is balanced, so we need to prove that the function s(x1 ,y1 ,z1 ) (M, κ) + s(x2 ,y2 ,z2 ) (M, κ) is balanced if the
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D. Experimental results for the plain core
We performed experiments for the DoM distinguisher on
Keccak variants based on all seven Keccak-f versions, namely
Keccak[r = 16 × 2` , c = 9 × 2` ]. The rate ranges from 1024
bits for Keccak-f [1600] down to 16 bits for Keccak-f [25].
The secret value to recover is as in Section V-C.
The experiment assumes that the power consumed is equal
to the number of bits that flip in the b-bit register that initially
contains the output of the previous call to Keccak-f and then
the state after the first round. For each width of Keccak-f ,
we conducted distinguishing experiments for 1000 different
secret key values and for each key value we took traces for
a large number of r-bit message blocks. The focus point in
this experiment is (0, 0, 0), which is not in the last c bits (see
Theorem V-C).
Figure 3 reports on the outcome of our experiments. It
plots the success rate, being the ratio of correctly selected
hypotheses among all keys, as a function of the number
of traces. It also plots the theoretical success probability
Gh (b/|M |), obtained in Section IV-B for Keccak-f [1600],
which the experimental results follow closely. The success
probability starts at 1/h = 14 , as the correct hypothesis could
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25
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Probability of success

conditions of Theorem V-C are satisfied. Let us trace the bits
of M to those of µ throught λ = π ◦ ρ ◦ θ. The bits of M are
balanced in the outer part of the state ((5yi0 + x0i )w + zi0 < r)
and zero in the inner part of the state. Let µ0 = θ(M ). If the
rate is not below 5w, all bits of µ0 are balanced. However,
in the outer part of the state, bits in the same column are
equal due to the fact that θ treats the bits of a column in
the same way. So the bitwise sum of two such bits will be
zero. The bit transposition π ◦ ρ just moves bits to other
positions, realizing the mapping from (x0i , yi0 , zi0 ) to (xi , yi , zi )
specified in the theorem. If (x01 , y10 , z10 ) and (x02 , y20 , z20 ) are in
different columns or not both in the outer part, the function
s(x1 ,y1 ,z1 ) (M, κ) + s(x2 ,y2 ,z2 ) (M, κ) will exhibit two balanced
terms that do not cancel out. It may be that (x1 , y1 , z1 ) is
equal to (x2 + 1, y2 , z2 ) or (x2 + 2, y2 , z2 ), possibly canceling
out terms. In that case the balanced term µ(x2 ,y2 ,z2 ) remains,
as (x2 , y2 , z2 ) can then not be equal to (x1 + 1, y1 , z1 ) or
(x1 + 2, y1 , z1 ). In a similar way, equality of (x2 , y2 , z2 )
to (x1 + 1, y1 , z1 ) or (x1 + 2, y1 , z1 ) leaves µ(x1 ,y1 ,z1 ) as a
balanced term.
For a focus point not covered by Theorem V-C, there may be
other activity bits correlated with the selection function. The
contribution of these bits will affect the DoM values for M0
and M1 , both for the correct and the incorrect key hypotheses
and hence impact the success probability.
For focus points covered by Theorem V-C, there may be
pairs of bit positions (x1 , y1 , z1 ) and (x2 , y2 , z2 ) with activity
functions that are correlated and their contributions to the
variance is not independent. It is easy to see that if the
correlation between the bits is c, their sum contributes 2(1+c)
to the variance instead of 2. Making the plausible assumption
that the sign is (near)-balanced over all non-zero correlation,
allows us to predict the total variance by b − 1 for the correct
and b for the incorrect hypotheses.

0.6

0.4
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DoM (theory) for b=1600
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0.0
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Number of traces

Fig. 3.

Success rate for the experiments on the plain core with DoM.

be any value, and then grows very close to 1 when |M | reaches
20b. It follows the scaling suggested by the Kullback-Leibler
distance, although with a different factor. This factor accounts
for the following three aspects:
1) The Kullback-Leibler distance deals with distinguishing
a distribution for one hypothesis from a distribution for
one other hypothesis. Here we want to select the correct
hypothesis from a set of four.
2) We computed the Kullback-Leibler distance for one
choice of f0? (t) while the adversary does not know
whether f0? (t) is N (1; b − 1) or N (−1; b − 1).
3) The success probability considered, i.e., close to 1, is
arbitrary.
E. Experimental results for the three-share core
We performed experiments for the DoA distinguisher on
Keccak[r = 16, c = 9], Keccak[r = 32, c = 18] and
Keccak[r = 64, c = 36]. These toy primitives already require
a high number of measurements when protected by three
shares and can give an idea of the adequacy of the model and
on the scaling. We again assume that the power consumed is
equal to the number of bits that flip in the registers, except
that the register now contains 3b bits. For each instance, we
conducted distinguishing experiments for 1000 different secret
key values and for each key value we took traces for large
numbers of message blocks. The focus point is again (0, 0, 0).
Figure 4 shows the success rate as a function of the number
of traces for Keccak[r = 16, c = 9], Keccak[r = 32, c = 18]
and Keccak[r = 64, c = 36], both for DoA and cumulant
MIA. Clearly, DoA is more efficient than cumulant MIA,
confirming the intuition behind the DoA distinguisher.
The figure also plots the theoretical success probability
Gh (9b3 /(2|M |)) that is confirmed by the experimentally obtained values for DoA. In this case too it follows the scaling
suggested by the Kullback-Leibler distance.
These simulations are for toy versions of Keccak-f . For
instances actually usable in practice, e.g., from lightweight
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Fig. 4. Success rate for the experiments on the three-share core with cumulant
MIA and DoA.

Keccak-f [200] till Keccak-f [1600] used in SHA-3, the scaling
suggests a tremendous number of traces (from billions to
hundreds of billions) needed to recover secret key bits.
VI. C ONCLUSIONS
We presented selection functions and distinguishers dedicated to protected and unprotected hardware implementations,
for any cryptographic primitive implemented as a sequence of
quadratic functions. We analyzed such implementations under
the presence of algorithmic noise, in particular in terms of
required number of traces and success probabilities.
This analysis shows that a three-share implementation does
provide security against DPA and MIA. The number of traces
needed to distinguish the correct key bits grows with the third
power of the algorithmic noise variance, i.e., induced by the
bits being computed. This suggests that masking with a secretsharing scheme on quadratic functions efficiently provides
security that scales similarly as third-order DPA. This applies
readily to the three-share architecture proposed in [7].
Our power model does not deal with glitches in the combinatorial logic. They introduce second-order effects [3], [4],
although we expect them to be of lower amplitude than the register switching activity. An extension of this work includes the
analysis of their effect on the success probability and adapting
the results of Section IV to this seems straightforward.
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3.3

Security analysis of K ECCAK against side-channel attacks

In October 2012, the National Institute of Standards and Technology (NIST)
announced the hash function K ECCAK to be the winner of the SHA-3 competition.
This function, based on the novel “sponge construction” was designed by a team of
Belgian and Italian cryptographers, namely Guido Bertoni, Joan Daemen, Michaël
Peeters and Gilles Van Assche. NIST selected the K ECCAK algorithm because of
its elegant design and its good performance on different platforms, as stated in
the official announcement [13]. In particular, K ECCAK has higher performance
on hardware implementations than any other SHA-3 candidate and than SHA-2.
Another strong advantage of this algorithm is its novel design, very different from
the functions of the MD-SHA family. In this way, any potential weaknesses found
for SHA-2 should not affect the new standard, SHA-3.
Even if the replacement of SHA-2 and the transition to SHA-3 will take place
gradually, SHA-3 will be unavoidably implemented on any sort of device, such as
smart-cards, FPGA’s, electronic passports, RFID’s and so on. For this reason, it is
very important to analyze the different ways that K ECCAK could be implemented,
to identify the sensitive operations and to see the type of countermeasures that
could be used to protect the future implementations.
We start here by presenting some countermeasures, proposed by the K ECCAK
team, in both software and hardware level. These countermeasures for K ECCAK
are included in a document published by the authors in 2009 [5] and have been the
object of a presentation in the Second SHA-3 Candidate Conference at Santa Barbara in August 2010 [4]. A more complete analysis is also presented in an updated
document published in May 2012 on implementation aspects of K ECCAK [2].
3.3.1

Countermeasures proposed by the K ECCAK team

Software countermeasures At a first time, the authors of K ECCAK deal with the
issue of efficiently protecting software implementations of the algorithm against
first-order side-channel attacks. They propose for this a two-share scheme. In general, suppose that we wish to protect the computation
z = x ∗ y,

(1)

where ∗ is some operation in a group. We associate to the unmasked variable x,
the masked variable x0 and the mask rx (respectively, we associate to y, y 0 and ry ).
Then, we can compute the parameters z 0 and rz corresponding the to the operation (1) as
z 0 = x0 ∗ y 0

rz = rx ∗ ry .
These two parameters, called the shares, can be used to entirely represent z.
The round permutation R of the internal permutation K ECCAK-f is composed
of five different operations :
R = ι ◦ χ ◦ π ◦ ρ ◦ θ,
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where all permutations, but χ are linear. Computing the linear part of the permutation on the shares is straightforward, however, this is not the case for the nonlinear part.
As we have already noticed, the only nonlinear mapping of K ECCAK-f is χ. It
is a permutation in F52 given by
yi = xi + (xi+1 + 1)xi+2 .

(2)

In [8], the authors of K ECCAK studied algorithms that can be implemented by only
bitwise XOR, cyclic shifts, bitwise NOT, AND and OR. They noted that algorithms
such that the AND (or the OR) operations are combined with an XOR,
z = x ⊕ yw,
can be masked very efficiently by using a two-share scheme. This scheme is given
by :
z 0 = x0 ⊕ y 0 w0 ⊕ y 0 rw

rz = rx ⊕ ry rw ⊕ ry w0 .
As the permutation χ is of this form, it can be masked in the same way, by
implementing the following operations
ai = ai + (ai+1 + 1)ai+2 + ai+1 bi+2
bi = bi + (bi+1 + 1)bi+2 + bi+1 ai+2 ,

(3)

and taking care of the execution order. The computation of an unmasked operation
χ on a state word (equation (2)), takes an XOR, an AND and a NOT instruction.
By computing the equations (5) the costs becomes 4 XOR, 4 AND and 2 NOT
instructions.
The only problem related to the equations (5) is that this transformation seen in
F10
2 is not a permutation. That means that some entropy is lost. Even if the authors
claim that this is impossible to exploit in practice, they propose a variant of this
method, that provides this time a permutation. They change thus the equations (5)
to the following two-share scheme :
ai = ai + (ai+1 + 1)ai+2 + ai+1 bi+2 + (bi+1 + 1)bi+2 + bi+1 ai+2
bi = bi .

(4)

Here again, evaluating the XOR operations from left to right ensures that the
intermediate variables are independent of the native variables.
By applying these masking operations, the entire inner permutation is protected
against side-channel attacks.
Hardware countermeasures In a second part, the authors are interested in hardware countermeasures to protect K ECCAK. In general, a masking with two shares
is sufficient to protect the algorithm against first order side-channel attacks in software level. However, this is not the case in hardware level, because of the presence
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Core (r = 1024)
Size KGE Frequency MHz Throughput Gbit/s
Unprotected one-cycle
48
526
22.4
One-cycle (fast)
183
500
21.3
One-cycle (compact)
127
200
8.5
Three-cycle (fast)
115
714
10.1
Three-cycle (medium)
106
500
7.1
Three-cycle (compact)
95
200
2.8
TABLE 1 – Performance and gate count of different implementations
of glitches. The occurrence of glitches may reveal some correlation between the
power consumption and native variables, as this was mentioned in [10]. Because
of this, a two share scheme is not enough to protect implementations in hardware.
More details on this subject can be found in [12]. More precisely, a two share
scheme is enough for linear functions but the number of shares for a nonlinear
mapping depends on each particular function. In general, the number of shares
needed must be such that in any computation at least one of the shares in not taken
as an input. As χ has a simple structure, a three share scheme is enough. The authors propose though the following simple three share scheme, where the shares
are denoted by a, b and c.
ai = bi + (bi+1 + 1)bi+2 + bi+1 ci+2 + ci+1 bi+2
bi = ci + (ci+1 + 1)ci+2 + bi+1 ai+2 + ai+1 ci+2

(5)

ci = ai + (ai+1 + 1)ai+2 + ai+1 bi+2 + bi+1 ai+2 .
More details, about the security analysis against side-channel attacks of such
schemes, can be found in [1].
In the sequel, some dedicated architectures are proposed. In particular, an architecture computing one round in one cycle is designed as also a three round per
cycle architecture. Some performance results about these architectures are depicted
in the following table. Details about the design of these architectures and some performance results can be found in [4] or in [2].

3.3.2

Third party side-channel analysis of K ECCAK

The only analysis of the security of K ECCAK against side-channel attacks
(apart from the K ECCAK team’s one) is an article due to Michael Zohner, Michael
Kasper and Marc Stöttinger [14]. In this work, the authors identify the sensitive operations for each of the five finalists that could be targeted in a side-channel attack
against a concrete implementation of the algorithms, used in a MAC mode. For
the case of K ECCAK the authors consider the K ECCAK-MAC, the dedicated MAC
mode for K ECCAK proposed in the submission document [3]. K ECCAK-MAC is
simply computed by hashing (k||m), where k is the secret-key and m a message.
The attack against K ECCAK-MAC is divided into two steps. The first step consists in recovering the key length. The reason for this is that when using the sponge
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construction as a MAC, the key in unpadded and thus its size is unknown to the
attacker. However, the knowledge of the key length is essential in order to know if
there are any message bits hashed together with the key during the first iteration
of the K ECCAK-f permutation. In order to do this, the first XOR with the input
during the absorbing phase is exploited. Once the key length is known, the second
step is applied. This step aims at targeting the XOR performed during the application of the linear mapping θ, that is the first out of the five operations of the round
permutation that transform the state. The other round mappings are not targeted.
For the first step, a DPA attack is performed to the first message bit over a
varying area and is repeated to the next message bits until no correlation at the
examined area is observed. The hypothesis function h1 used in this part of the
attack is the following :
h1 (mi )c = HW (mi ⊕ c),
where mi ∈ {0, 1} is the i-th bit message, processed in the first iteration and
c ∈ {0, 1}.
For the second step, the θ transformation is targeted. This mapping associates
to each bit of the state the XOR of 11 bits of the state. The hypothesis function h2
that is used in this step is the following :
h2 (Ai,j )c = HW (Ai,j ⊕ c),
where c ∈ {0, 1}64 , 0 ≤ i, j < 5 and Ai,j correspond to the lanes of the state.
The attack is repeated enough times until the whole key is recovered. In this attack,
if the key length is smaller than b/5, where b is the length of the permutation
(b = 1600 for the SHA-3 candidate), then the entire key can be recovered. This
is due to the fact that in every computation of θ some message bits are XOR-ed
together with the key bits. In the opposite case, in order to entirely recover the key,
the attack must probably be extended to the permutation χ.
3.3.3

K ECCAK used as a MAC

We will discuss in this last section the different ways to use K ECCAK in a
MAC construction. In the submission document, it is clearly noted by the authors
that K ECCAK is adapted to be used in an HMAC construction. The HMAC construction, is until nowadays the most popular hash-based MAC construction. This
construction is parametrized by an input block length and an output length. In the
submission document [3] is mentioned that if one of the four SHA-3 candidates is
used, the input block length should then be considered as the bitrate of the function (explicitly defined for any of the four candidates) and the output block length
should be taken equal to the size of the digest, that is 224, 256, 384 or 512 bits,
depending on the candidate.
An important point is that if a MAC construction assuming the existing of
an initial value (as for example the NMAC construction), is used, then special
care must be taken. In a sponge construction, the root state, that is the all-0 state,
could be used as such an initial value. However, for the security of the sponge
construction it is essential that the root state is fixed and cannot be manipulated by
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an adversary. For this reason, if some supplementary initial values are required for
the MAC construction, they should be prepended to the input.
The HMAC construction, that is clearly a heavy and complex construction, was
defined in order to prevent some problems, as the length extension attack, arriving
from the Merkle-Damgård construction. As the K ECCAK hash function is not based
on this mode, is is possible to use some other, more “elegant” constructions in order
to turn it into a MAC. A very natural construction, is proposed for any sponge
function in [6].
The idea is very simple and elegant. One has simply to prepend to the desired
message m, the secret key k and to hash the vector (k||m). Note that no padding
rule is applied to the key. In this way, only one hash computation is desired, instead
of two for the HMAC construction. In contrast, in a successfully side-channel attack against this mode, the original key is recovered, something that is not true
for the HMAC construction. This fact, could probably have some consequences
for the security of the violated device, if the same secret key is used for several
applications.
3.3.4

Conclusion

We saw in this last section that the new SHA-3 standard can be very easily
protected against side-channel attacks, both in software and hardware level. This
is in part due to the fact that only simple Boolean operations are used in its design, and no arithmetic to Boolean conversions are required for its protection. In
addition, a very elegant MAC mode can be used to turn K ECCAK into a message
authentication code. This mode does not suffer from any obvious weaknesses in
terms side-channel attacks.
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