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Introduction
Ce rapport comprend le livrable D1.2 et le livrable D2.1 initialement prévus
et dont la fusion a été accepté par l’ANR. La première partie présente le livrable
D2.1 et décrit des analyses physiques sur les candidats de la phase 2 de la compétition SHA-3 organisée par le NIST. Après un rappel des attaques physiques, des
codes d’authentification utilisant des fonctions de hachage comme HMAC, et des
différents concurrents encore en lice pour la compétition, le rapport présente des
analyses physiques contre les candidats Skein et Grøstl.
La seconde partie présente les résultats des attaques mathématiques et le rapport D1.2. Dans cette partie, nous décrivons 3 articles. Le premier article a été accepté à Asiacrypt 2011 sur la fonction de hachage JH42, le second a été accepté à
SAC 2011 et décrit une attaque contre la fonction de hachage ECHO et le troisième
article décrit des attaques différentielles de haut degré contre Keccak et Luffa.

Intermediate results on physical analysis of phase 2 candidates
Christina Boura, Gemalto
July 7, 2012

Introduction
In the last few decades, more and more products containing sensible and confidential data embody
cryptographic algorithms in their design. Thus, more and more cryptographic primitives and protocols
are implemented on every possible sort of device. For this reason, in the design of an algorithm, its
physical security must be taken seriously into consideration. Designs that are proven secure against
classical cryptanalytic attacks, may be implemented in a way that leaks secret information, easily
exploitable by an attacker.
The physical security of an algorithm consists in its protection against a number of physical attacks
that can be of invasive or non-invasive, active or passive character. A first important class of such
attacks are the side-channel attacks. Being of passive nature, they consist in exploiting the leakages
of the device linked for example to the power consumption or the electromagnetic radiation while
executing the cryptographic primitive. A second category are the fault attacks. These attacks of more
active character have as goal to disrupt the normal execution of an algorithm and derive the secret
information by comparing the correct and the faulty data.
Hash algorithms are public functions not treating in general any secret information. However, they
can be used as the building block in message authentication codes (MACs) in order to provide integrity
and authenticity of the transmitted messages. Because of this utilisation, a secret key is processed
during the computation and therefore hash functions become equally sensible to physical attacks as the
other cryptographic functions.
The SHA-3 competition announced by NIST in November 2007 [32] led to the design of many novel
constructions. New modes of operation were proposed and MACs other than the classical HMAC
construction were suggested as the dedicated authentication modes for some candidates. As part of the
final evaluation of the candidates, physical security will play an important role in the selection process.
The selected function, must either be resistant to physical attacks when plugged into HMAC or must
possess a resistant alternative MAC mode.
The purpose of this report is to present an overview of the physical security of the SHA-3 candidates.
In a first time, the remaining candidates and their dedicated MAC modes will be described, while in a
second phase the most important published attacks will be discussed.

1

Introduction to physical attacks

In this section, the two largest classes of physical attacks, that is the analysis of a side-channel (data
leaked from the device) and the fault induction, will be introduced.

1.1

Side-channel attacks

When cryptographic algorithms are implemented on a specific processor or device, a number of physical
leakages can be observed during their execution. For example, microprocessors consume time and power
when performing operations. In parallel, they radiate an electromagnetic field and can dissipate heat.
21
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All these leakages can be observed, classified and treated without disturbing the execution of the device.
The attacks exploiting such natural leakages are referred to as side-channel attacks. Some of the most
important classes of such attacks are presented.
1.1.1

Timing Attacks

A timing attack against a public key cryptosystem was the first published side-channel attack [25].
Timing analysis consists in measuring the amount of time it takes to perform a certain number of
operations. When an operation depends on the secret data, the time needed to execute every step can
reveal information about its exact value. For example, when modular multiplication is performed, the
execution time is different if processing a bit whose value is 0 and if processing a bit equal to 1.
1.1.2

Simple Power Analysis

Simple Power Analysis (SPA) is the most basic form of power analysis attacks. It involves observing the
power consumption of the device and interpreting the measurements collected during the cryptographic
operations. The power consumption of a circuit is related to the change of the state of the gates present
on it. The more circuits change their state, the more power is dissipated. The power consumption of a
circuit at a particular time t can then be described as the sum of the power dissipated by all its gates
at this time.
An example can be seen in Figure 1, where the power consumption trace of a device performing AES
is shown. One can clearly distinguish a pattern that is repeated 10 times. This pattern corresponds
thus to one round of AES.

Figure 1: A single AES encryption performed on a smart card
Even if this type of observation does not consist in an attack in itself, a careful examination of
it could probably reveal information about the secret data if any of the operations performed were
key-dependent.
Alternatively, a SPA can also be used to concretely define the area to be analysed by a statistical
attack. A careful analysis of the produced power curve can greatly increase the speed of statistical
attacks by drastically reducing the amount of data to be treated in a second phase.
1.1.3

Statistical Power Analysis

A more powerful form of power analysis is the Statistical Power Analysis. It was introduced by Kocher
et al. in [26] under the form of Differential Power Analysis (DPA) and consists in amplifying the
differences in the power consumption. Another variant of statistical power analysis, called Correlation
Power Analysis was later presented in [14]. In this approach the correlation of the consumed power and
the Hamming weight of the data being manipulated is measured. For both methods, a cryptographic
algorithm is executed several times with a different input a time and the power consumption for every
execution is captured. The collected data is then analysed by using statistical methods and information
concerning the secret key is deduced.

4
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For these methods, a model explaining how the power consumption changes as data is being processed must be chosen. Many such models have been proposed, but the Hamming weight model and
the Hamming Distance Model are probably the most used ones.
Both of them, are based on the assumption that the largest variations of the power consumption
in relation to a data are produced when this data is present on the bus of the microprocessor, as the
bus consumes a larger amount of power compared to the other features of the chip. Every track of
the bus for which a transition from 0 to 1 or from 1 to 0 takes place, consumes the necessary amount
of power to produce this transit. If we consider that every bit change contributes in an additive way
to the consumption and that there is no difference between a 1 7→ 0 and a 0 7→ 1 transition, then the
overall power consumption Y can be expressed via the Hamming Distance Model as
Y = a · HW (P ⊕ X) + b,

where X is the value of the data being manipulated, P is the value of a previous state and HW stands for
the Hamming weight. As all the information being processed is carried across the bus, this relationship
can be exploited when secret data is transferred through it.
If we consider that the bus is set to zero before each value is sent, the even simpler Hamming Weight
Model can be deduced. This model, is simply described as:
Y = a · HW (X) + b.
1.1.4

Differential Power Analysis

Differential power analysis was the first form of statistical power analysis. The first step when performing a DPA is to choose a target operation for the attack. This operation must be of the form f (k, m),
where k is part of the secret key, m is a random public value and f is any function mixing these two
quantities. It can for example be an XOR operation ⊕, a modular addition  or a substitution box S.
In practice, functions with high non-linearity are preferred.
Next, a single output bit b of this function, called selection bit must be chosen. The target operation
is executed N times, with N different random messages Mi , 1 ≤ i ≤ N and a power waveform Wi is
captured for every message. The value of N depends on the target architecture and the target operation
but is generally chosen between 50 and 10000.
The different parts of the key will be attacked separately, by repeating the same procedure for all
the subkeys until the entire value is recovered. To find a subkey of m bits, all its 2m possible values are
considered. The selection bit b will then be used to classify for every guess, the waveforms produced.
For every subkey guess Kj , the waveforms Wi , 1 ≤ i ≤ N will be divided in two sets E0 and E1 :
E0j
E1j

= {Wi : b = 0}

= {Wi : b = 1}.

After the partitioning of the curves, the mean power curve ∆j , 1 ≤ j ≤ 2m for every possible subkey
value is produced by computing
P
P
Wi ∈E1j Wi
Wi ∈E0j Wi
−
.
∆j =
|E0j |
|E1j |
These waveforms are called the DPA waveforms. The DPA waveform with the highest peak will
correspond to the correct subkey value.
1.1.5

Correlation Power Analysis

The correlation power analysis is another form of power analysis attacks. The power consumption is
measured in the same way as before, but the equation for generating differential waveforms is replaced
by the Pearson’s correlation coefficient.
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A whole computer word is now targeted in the place of a single bit. For power curves acquired in
such a way, the attacker will try to predict the Hamming weight HWi (1 ≤ i ≤ N ) of the word being
manipulated at a chosen point in time, by computing:
PN
PN
PN
N i=1 Mi HWi − i=1 Mi i=1 HWi
q
.
ρ= q P
PN
PN
PN
N
N i=1 Mi2 − ( i=1 Pi )2 N i=1 HWi2 − ( i=1 HWi )2

As before, the highest correlation will be generally associated to the right subkey value.
Many extensions of the above presented power attacks exist. In particular, a generalisation called
high order differential power analysis can be extremely powerful against cryptosystems that are protected by some classes of DPA countermeasures. However, the implementation of this type of attacks
is more difficult in practice.

1.2

Fault attacks

Another important class of physical attacks on cryptographic devices are the fault attacks. They consist
in perturbing the normal execution of the algorithm in order to extract information about the secret
value.
Among the various types of faults we differentiate between the transient faults, the permanent faults
and the destructive faults. A destructive fault occurs if an adversary entirely destroys the physical
structure of the chip. The effects produced by such faults are irreversible. A permanent fault can
change an affected variable until the next reset, while the effects of the transient faults disappear after
a certain time.
Many fault induction techniques have been reported since the first successful attack of this sort [12].
Some of them involve short massive variations of power supply, called spikes, used to induce modifications in the device computation or in the memory. Another technique is to modify the temperature of
the chip beyond the limits set by the manufacturer. Heating can for example cause random modification of RAM cells while differences in the read and write temperature thresholds can be exploited for
various attacks. Another fault consists in modifying the external clock’s frequency. In this way, certain
instructions during the execution can be probably omitted. Finally, white light, laser light, X-rays, ion
beams and many other different techniques can be used to inject faults.
1.2.1

Fault Models

The methods of fault injection described above can have different effects on the chip. These effects
depend on the method used while also on the nature of the device.
• Data randomisation: The fault effect is to modify the data in a random and not controllable
way. It is generally supposed that the changes affect an entire computer word, but in some cases
the hypothesis that a single bit is changed can be used. The model should precise whether the
attacker is able to control which word will be modified or not.
• Resetting Data: In this model, the attacker forces the data to the blank state, ie setting it to
00 or its complement, depending on the logical representation.
• Modifying Opcodes: This type of fault consists in the modification of the instruction sequence
that should normally be executed. The most common effect is the jump of an instruction, but
the breaking of loops or the removal of functions are some other possible effects.
1.2.2

Differential Fault Analysis (DFA)

The Differential Fault Analysis (DFA) was a fault attack introduced by Biham and Shamir in [10] and
oriented more towards symmetric encryption schemes. It consists in observing the difference in the
output data produced by an error in the computation to deduce information about the secret key.

6
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Let c be the ciphertext corresponding to the message m and c0 be the faulty ciphertext corresponding
to the same message. An attacker can then analyse the propagation of the Boolean or the arithmetic
differential between c and c0 in order to guess some bits of the secret key. In this type of attack, the
fault is generally inducted in the end of the algorithm.
1.2.3

Collision Fault Analysis (CFA)

In this type of analysis, appeared in several papers [11, 22], collisions produced between a correct and
a faulty execution are exploited. Here, faults are injected at the early stages of the algorithm. The
attacker starts by getting a ciphertext c0 of the message m at which a fault was injected. Then he tries
to find a message m0 that gives the ciphertext c0 without any fault occurring during the computation.
By observing the collision between the two encryptions, the attacker obtains information about the key.

2

Message Authentication codes based on Hash Functions

For real life applications, the integrity and the authenticity of the information transmitted through
an insecure communication channel is of major importance. More precisely, when two parties wish to
exchange information, the receiver must in a first step be able to verify the identity of the sender in
order not to accept information from malicious sources. In a second step he must be able to check
the integrity of the information, so as to be sure that the message has not been altered during the
transmission.
This means that during every communication, a method to detect any attempt to modify the
information sent or to fake its origin must be used. In order to achieve this goal, a code using a secret
key shared by the two parties can be used. A person wishing to exchange information, prepends to
the message to send the authentication tag produced by the data and the secret key. Modifying the
message and producing a legitimate code seems infeasible without the knowledge of the key.
Such a code, is called a Message Authentication Code (MAC). It can be alternatively called cryptographic checksum or tag. There exist MACs based on different cryptographic primitives, such as stream
or block ciphers, though one of the most common ways to construct a MAC is by using a cryptographic
hash function.
A simple method to construct a MAC is to prepend the key K to the message M and compute
M ACK (M ) = H(K||M ). This construction, usually called secret-prefix MAC is safe if the hash function
has a good random behaviour, but can raise problems otherwise. In particular, the length-extension
attack, applicable to the Merkle-Damgård mode, forces MAC constructions to be more elaborated.
The most ordinary method for using a cryptographic hash function in order to build a MAC, is the
HMAC construction [2]. It was proposed by Bellare et al. in CRYPTO ’96. This construction makes
the subject of RFC 2104 and is standardised in FIPS PUB 198.

2.1

HMAC

HMAC is a MAC construction designed in 1996. The main design choices behind its conception, as
described in [2] are to use available hash functions without modifications, to preserve the original hash
function’s performance, to provide a clear analysis of the cryptographic mechanism and to allow easy
replaceability of the underlying hash function if needed.
A HMAC based on the hash function H is defined as follows:
HMAC(K, M ) = H((K ⊕ opad)||H((K ⊕ ipad)||M )).
Here, ipad and opad are two constants having the size of a message block, while K is the key K
padded with 0’s until attempting the block size. Keys longer than the block size are first hashed with
H.
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Figure 2: The HMAC construction.
It is easy to see from Figure 2, that the first block for each call to H is a constant value that depends
only on the secret key K. In some implementations though, in order to gain in performance, the values
Ki = H(K ⊕ ipad) and Ko = H(K ⊕ opad)
are precomputed and stored on the device. The knowledge of Ki and Ko permits to fully complete the
two hash computations whatever the message M and the value of Hin . This is why Ko and Ki are
often the values that one searches to recover during a side-channel attack.

2.2

NMAC

The NMAC construction, where ‘N’ stands for nested, can be seen as the theoretical basis of HMAC
and was, like the former one, presented in [2]. NMAC, uses a modified hash function in its construction,
as the public IV, is replaced by one of its two secret keys K1 , K2 . NMAC is defined as :
NMACK1 ,K2 (M ) = HK1 (HK2 (M )),
and its design is depicted in Figure 3.
It is easy to see that HMAC is equivalent to NMAC with secret keys K1 = H(K ⊕ opad) and
K2 = H(K ⊕ ipad).
M1
K2

X
X?
X
- h



M2

X
X?
X
- h



Mk

X
?
XX
- h



K1

X
X?
X
- h



Figure 3: The NMAC construction

2.3

Other MAC constructions

Apart from the HMAC/NMAC construction, other constructions used for message authentication have
been proposed. We will quote in this section the most important among them.
The Envelope Construction: A MAC construction, that had been originally proposed by Tsudik [30]
much earlier than the HMAC scheme and repaired later by Yasuda [34] after an attack on the original
scheme, is the so-called envelope MAC. It was designed to combine both the secret prefix construction,
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i.e. MACK (M ) = H(K||M ) and the secret suffix construction, i.e. MACK (M ) = H(M ||K). The
repaired version of envelope MAC, called sometimes also the sandwich construction, is simply
MACK (M ) = H(K||M ||K),
where K and M are respectively the padded secret key K and the padded message M . In this way, the
key and the message blocks are treated separately.
K
CV0in

h

Ki

M1

Mk

K

h

h

h

Figure 4: The envelope MAC construction

UMAC: The UMAC construction [9], based on the universal hashing, was designed to be a very
fast and provably secure mode of message authentication. A universal keyed hash function H is firstly
used to hash the message into a fixed length digest that is in the sequel masked by XORing it with a
pseudorandom pad. This pad must be generated by using a pseudorandom function F . If K1 , K2 are
two secret keys shared by the two parties and nonce is a value that changes with each generated tag,
the whole procedure can be defined as follows:
UMACK1 ,K2 (M ) = HK1 (M ) ⊕ FK2 (nonce).
The nonce can either be transmitted together with the message and the tag by the sender to the
receiver, or an agreement concerning the generation of the nonce must be made between the two parties.
Multilane HMAC Another construction, that provides security beyond the birthday limit, but
suffers from poor performance is the L-Lane HMAC [33]. This scheme increases the security level of an
n-bit NMAC against forgery attacks from 2n/2 to 2n , by using L lanes of an MD hash when processing
a message. In every lane, a different n-bit secret key Ki , 1 ≤ i ≤ L is used as the IV of the hash
function in the corresponding lane. A Two–Lane NMAC is shown in Figure 5.
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Figure 5: Two-Lane NMAC

3

Presentation of the 3rd round SHA-3 candidates

In this section, the five finalists of the SHA-3 competition, that is Grøstl, JH, Keccak, BLAKE and
Skein, will be presented.
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Grøstl

Grøstl [18] is a family of iterated hash functions based on a compression function f , which can provide
message digests of any number of bytes from 1 to 64. The variant returning n-bits is denoted by
Grøstl-n. For every variant, the compression function is iterated as follows. First, the message m to be
compressed is padded and cut into `-bit blocks, m1 , . . . , mt . The value of ` is 512 for the candidates
returning up to 256 bits, and 1024 for the others. After this, given an initial value iv= h0 , every message
block is processed sequentially in the following way:
hi = f (hi−1 , mi ), for 1 ≤ i ≤ t.

Figure 6: The Grøstl hash function
Finally, an output transformation Ω is applied to ht .

Figure 7: The output transformation Ω
The compression function f is built out of two large distinct permutations P and Q. It is defined as
f (h, m) = P (h ⊕ m) ⊕ Q(m) ⊕ h,
and its general design is depicted in Figure 8.

Figure 8: The Grøstl’s compression function
Grøstl’s permutations P and Q are iterated permutations, based on the Rijndael block cipher. They
are applied to a 512-bit state for the candidates returning up to 256 bits and to a 1024-bit state for
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the long-digest candidates. Each of these two states can be represented by a matrix of bytes A, with 8
rows and 8 columns for the first version and 8 rows and 16 columns for the second one. In every round
R, a total of four transformations inspired from the AES design are performed in the following order:
R = MixBytes ◦ ShiftBytes ◦ SubBytes ◦ AddRoundConstant.
The AddRoundConstant transformation adds a round-dependent constant to every byte of the state
matrix A. These constants are different for the P and the Q permutations.
The SubBytes transformation consists of a nonlinear substitution applied to every byte separately.
It is identical to the AES SubBytes transformation.
ShiftBytes cyclically shifts the bytes within a row to the left by a number of positions. This
transformation is different for P and Q. In particular, all bytes in row i are moved σi positions to
the left, where σ = [0, 1, 2, 3, 4, 5, 6, 7] for the P transformation of the candidates outputting a small
digest and σ = [0, 1, 2, 3, 4, 5, 6, 11] for the candidates outputting big digests. Similarly, for Q we use
[1, 3, 5, 7, 0, 2, 4, 6] and [1, 3, 5, 11, 0, 2, 4, 6].
The MixBytes transformation transforms every column of the state matrix independently in a linear
way.
The number of rounds is specified to 10 for Grøstl-b with b ≤ 256 and 14 for Grøstl-b with 256 <
b ≤ 512.
A more detailed description of the Grøstl family can be found in [18].
3.1.1

Message authentication with Grøstl

In the submission document [18] it is mentioned that Grøstl can be used, as demanded by NIST in a
message authentication code. Aside from the classical HMAC construction that can naturally be used,
the authors propose a second, more efficient for the case of Grøstl method, the envelope construction [30],
described in Section 2.3.
This construction is proposed as the dedicated MAC mode when using Grøstl.
3.1.2

Side-channel attacks and countermeasures in the submission document

The authors mention that DPA attacks applied to many hash function based MACs and HMACs,
including HMACs based on provably secure block ciphers [19], [20],[28] cannot be directly employed to
the MAC modes of Grøstl.
From the other side, it is mentioned that in order to protect the implementations of Grøstl, previous
work on constant-time implementations and other countermeasures of AES can be applied. In parallel,
the crypto-related instructions in the CPUs produced by Intel could also be used in order to implement
Grøstl in a constant-time manner. In such a way Grøstl should resist to cache and other timing attacks.

3.2

JH

JH [31] is a hash function proposal having a new compression function structure. This compression
function is based on a block cipher with constant key, i.e. a permutation. This permutation is called
Ed , where d is fixed to 8 for all the SHA-3 candidates. The general design of the compression function
is shown in Figure 9.
For the SHA-3 candidates, the 1024-bit chaining value hi−1 is compressed with the 512-bit message
block mi to form the next chaining value hi . In the end of the procedure, the rightmost m bits,
m ∈ {224, 256, 384, 512} of the last chaining value are truncated to give the message digest.
The message and chaining value bits entering Ed are firstly grouped into 4-bit words. Then, a
round function Rd is applied to the formed 2d+2 -bit state 42 times. The grouping of the bits is done
in a way that every Sbox of the first non-linear layer is affected by exactly 2 message bits. After this,
the resulting bits are being de-grouped. In the same manner, due to the procedure of degrouping, the
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Figure 9: The JH compression function
output from every Sbox of the last layer is XORed with exactly two message bits. For details in this
procedure, one can see [31], pages 11-12.
The round function Rd applies to a state of 2d+2 bits , divided into 4-bit words. It consists of three
different layers: an Sbox layer, a linear layer and a permutation layer Pd .
• The Sbox layer corresponds to the parallel application of 2d Sboxes to the state. Two different
Sboxes, S0 and S1 , are used in JH. Both of them, as also their inverses, are of degree 3. The
selection of the Sbox to use is made by the round constant bits, which are not xored to the state
as done in other constructions.
• The linear layer mixes the 2d words two by two. It implements a (4, 2, 3) MDS code over GF (24 ).
If we denote by a = (a0 , a1 , a2 , a3 ), b = (b0 , b1 , b2 , b3 ), c = (c0 , c1 , c2 , c3 ), d = (d0 , d1 , d2 , d3 ) four
4-bit words, the function (c, d) = L(a, b) is computed as follows:
d0

=

d1

=

d2

=

d3

=

c0
c1
c2
c3

b0 ⊕ a1
b1 ⊕ a2

b2 ⊕ a3 ⊕ a0
b3 ⊕ a0

= a 0 ⊕ d1

= a 1 ⊕ d2

= a2 ⊕ d3 ⊕ d0
= a 3 ⊕ d0 .

• The permutation Pd permutes the words of the state.
Two rounds of Rd for d = 4, can be seen in Figure 10.
No analysis for the security of the candidate against physical attacks is given in the submission
document.
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Figure 10: Two rounds of R4

3.3

Keccak

Keccak [5] is a family of hash functions following the sponge construction [6] and based on an inner
permutation, called Keccak-f . The general design of a sponge function can be seen in Figure 11.

Figure 11: The sponge construction
All the members of the Keccak[r, c] family are characterised by two parameters, the bitrate r and
the capacity c. The sum of these two values , c + r determines the width of the Keccak-f permutation.
This width is fixed to 1600 for the SHA-3 candidates, so the corresponding bitrates and capacities for
the candidates outputting n bits, with n ∈ {224, 256, 384, 512} are
• n = 224 : r = 1152, c = 448,
• n = 256 : r = 1088, c = 512,
• n = 384 : r = 832, c = 768,
• n = 512 : r = 576, c = 1024.
The 1600-bit state that Keccak-f transforms can be represented by a 3-dimen- sional binary matrix
a of size 5 × 5 × 64. It can be seen as 64 parallel slices, each one containing 5 rows and 5 columns.
Every bit of the state is thus represented by the element a[x][y][z] of the matrix a , where 0 ≤ x, y ≤ 4
and 0 ≤ z ≤ 63.
The number of rounds in Keccak-f was updated to 24 for the second round of the SHA-3 competition. Every round R consists of a sequence of 5 permutations modifying the state:
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• ι: The transformation ι adds a constant to certain bits of the state.
• θ: The transformation θ is a linear function providing a high level of diffusion. It adds to every
bit a[x][y][z] the bitwise sum of the parities of two columns: that of a[x − 1][·][z] and that of
a[x + 1][·][z − 1].
• ρ: The transformation ρ is there to provide diffusion within each independent lane. All the bits of
a lane i are translated via ρ ai lanes forward, without changing their x and y coordinates. There
are 25 different translation constants ai , one for every lane.
• π: The transformation π permutes the bits within a slice.
• χ: The nonlinear layer χ, is a quadratic permutation which is applied to each row of the 1600-bit
state. 320 identical 5 × 5 Sboxes are applied on parallel to the state in order to provide confusion.
The inverse permutation, denoted by χ−1 , is a permutation of degree 3.
A round R is thus the succession of these five transformations as follows:
R = ι ◦ χ ◦ π ◦ ρ ◦ θ.
3.3.1

Message authentication with Keccak

For the security of the sponge construction, it is crucial that the initial state (root state) is fixed to
zero and cannot be manipulated. For this reason, when using Keccak with a secret input, this one
must be pre-pended to the message, as can be seen in Figure 12.

Figure 12: MAC Generation with Keccak
Keccak can be used as an NMAC. In this case an initial value is needed as a supplementary input.
This value must therefore be pre-pended to the regular input. For the HMAC mode, the inner hash is
obtained by prepending the message with the key and the outer hash prepends the inner MAC with
the key, but is padded this time differently.
Alternatively, if only one call to the sponge function is desired, the authors propose in [6] a generic
MAC construction, where the input to the sponge function is K||IV||M. However, nothing about the
value of the IV is explicitly said.
3.3.2

Protecting Keccak against SCA

In [8], the authors Bertoni et al. make a brief analysis of the Keccak structure and propose some
countermeasures at algorithmic level.
Keccak can be implemented by exclusively using bitwise XOR, AND and NOT operations and
rotations. Because of this structure, a Boolean masking, consisting in splitting the variables in random
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shares and keeping computed variables independent from native variables, can be applied. Keccak
operations, where the AND (and OR) operations occur in combination with an XOR, can profit from
a two sharing masking. This is for example the case for the nonlinear transformation χ :
xi ← xi + (xi+1 + 1)xi+2 .
After the masking χ becomes:
ai
bi

← ai + (ai+1 + 1)ai+2 + ai+1 bi+2 ,
← bi + (bi+1 + 1)bi+2 + bi+1 ai+2 .

In this way, the operation containing a single XOR, a single AND and a single NOT operation in the
standard implementations, grows to 4 XORs, 4 ANDs and 2 NOTs in the masked implementation.
The authors examine in parallel a different approach, this of implementing the conversion algorithms
in hardware. They propose a technique, presented in [27], that offers resistance against side-channel
attacks even in the presence of glitches. For the case of Keccak this results in a three-sharing scheme
for χ:
ai
bi
ci

← bi + (bi+1 + 1)bi+2 + bi+1 ci+2 + ci+1 bi+2 ,

← ci + (ci+1 + 1)ci+2 + ci+1 ai+2 + ai+1 ci+2 ,

← ai + (ai+1 + 1)ai+2 + ai+1 bi+2 + bi+1 ai+2 .

Further, in [7], the authors propose two different architectures, a one-cycle round and a three-cycle
round architecture. The one-cycle round architecture has been then implemented together with the
fast-core one and power analysis has been done on both of them. More precisely, 10000 executions have
been performed on both architectures, where for each execution two calls to the Keccak-f are done.
First, the secret key is absorbed, Keccak-f is executed once and then a random message is absorbed
for the second execution. The results of this experimentation show leakage in the Hamming weight and
the Hamming distance model for the plain core architecture but no correlation for the protected one.

3.4

BLAKE

BLAKE [1] is a family of four hash functions, BLAKE-b with b ∈ {224, 256, 384, 512} being the size of
the outputting digest. The first two versions operate on 32-bit words while the last two on words of
64 bits.
The BLAKE hash functions follow the HAIFA mode of operation, thus their compression functions
are parametrised by a counter and a salt. The internal structure is based on the local wide-pipe
design, i.e. a large primary state is initialised, then updated by message-dependent rounds and finally
compressed to give the next chaining value.
We will in the sequel describe only the compression function of BLAKE-256. The compression
functions of the other members of the BLAKE family are almost similar.
Let h = h0 , . . . , h7 be a chain value, m = m0 , . . . , m15 a message block, s = s0 , . . . , s3 a salt,
t = t0 , t1 a counter and c0 , . . . , c15 some constants. Then, the 16-word state of BLAKE is initialised as
follows:




h0
h1
h2
h3
v0 v1 v2 v3
 h4

 v4 v5 v6 v7 
h5
h6
h7




 s0 ⊕ c0 s1 ⊕ c1 s2 ⊕ c2 s3 ⊕ c3  →  v8 v9 v10 v11 
t0 ⊕ c4 t0 ⊕ c5 t1 ⊕ c6 t1 ⊕ c7
v12 v13 v14 v15

Fourteen iterations of a round transformation are then applied to the initialised state. A round
consists of eight applications of a function Gi , 1 ≤ i ≤ 8. The design of Gi has been borrowed from
the stream cipher ChaCha. First, G1 , . . . , G4 are applied in parallel to the columns of the state and
afterwards, G5 , . . . , G8 are applied in parallel to the diagonals of the state.
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The function Gi (a, b, c, d) is described by the following set of operations.
←

a

d ←

c ←
b ←
←

a

d ←

c ←
b ←

a + b + (mσr (2i) ⊕ cσr (2i+1) )
(d ⊕ a) ≫ 16
c+d

(b ⊕ c) ≫ 12

a + b + (mσr (2i+1) ⊕ cσr (2i) )
(d ⊕ a) ≫ 8
c+d

(b ⊕ c) ≫ 7

Gi is illustrated in Figure 13.

Figure 13: BLAKE’s Gi function
Finally, the new chaining value h0i , i = 0, . . . , 7 is extracted from the state, the incoming chaining
value and the salt as follows:
h0i ← hi ⊕ si ⊕ vi ⊕ vi+8 .
The number of rounds performed in BLAKE-384 and BLAKE-512 is 16 instead of 14.
3.4.1

Message Authentication with BLAKE

Two main modes for message authentication using BLAKE are given in the submission document. The
first one is the standard HMAC construction. In this case, the salt should be set to zero. For a key k
and a message m, HMAC based on BLAKE-n computes:
HMACk (m) = BLAKE-n(k ⊕ opad||BLAKE-n(k ⊕ ipad||m)).
Alternatively, another MAC construction to use with BLAKE is proposed. This is the UMAC
construction [9], a faster but more complex MAC construction. It is based on the “PRF(hash, nonce)”
approach, where the value “hash” is a universal hash of the message authenticated.
For using UMAC with BLAKE, firstly HMAC based on BLAKE should be used. For this, HMAC(hash)
with s =nonce should be computed:
HMACk (hash) = BLAKE-n(k ⊕ opad||BLAKE-n(k ⊕ ipad||hash,nonce),nonce)).
A nonce of 64 bits is suggested.
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Side-Channel Analysis in the submission document

The authors mention that all operations in the BLAKE functions are independent of the input and thus
it is possible to implement them in constant time, in order to avoid timing and power analysis attacks.
Further, it is noticed that BLAKE base its design on the ChaCha core function that was designed
resistant to all kind of side-channel attacks.

3.5

Skein

Skein [16] is a hash function family based on the tweakable block cipher Threefish. Three different
internal state sizes are available: 256, 512 and 1024 bits. The key size of the block cipher is equal to
the block size and the tweak value is 128 bits for all the three versions.
Threefish uses only three mathematical operations: exclusive-or (XOR), modular addition and constant rotations on 64-bit words. It’s basic function, called MIX, can be seen in Figure 14.

Figure 14: The MIX function
Different combinations of the state and the hash size can be permitted. If a digest of 256 bits is
needed, Threefish with an internal state of 256 bits as also Threefish with a state of 512 bits can be used.
The corresponding hash functions are then denoted by Skein-256-256 and by Skein-256-512 respectively.
For a 512-bit hash a 512-bit while also a 1024-bit state are proposed, giving rise to Skein-512-512 and
Skein-512-1024 respectively. However, during the last SHA-3 conference in Washington, the Skein team
suggested to only use a 512-bit state for outputting a 512-bit hash.
Both Threefish-256 and Threefish-512 are composed of 72 rounds of basic operations, while 80 rounds
are needed for Threefish-1024. The number of rounds will be represented by Nr . Every round consists
of 2 (resp. 4 and 8) parallel applications of the MIX function, followed by a permutation of the 2 (resp.
4 and 8) words of the state. A subkey is injected every four rounds. This construction is shown in
Figure 15.
All operations are done on 64-bit words. Both the internal state S and the key are composed of
Nw words, where as already mentioned above Nw = 4 for Threefish-256, Nw = 8 for Threefish-512 and
Nw = 16 for Threefish-1024.
Let t0 and t1 define the two words of the tweak value and let k0 , . . . , kNw −1 be the Nw −1 key-words.
The key schedule starts then by defining two additional words
kNw := C240 ⊕

NM
w −1
i=0

ki and t2 := t0 ⊕ t1 ,

where C240 is a constant. The s-th subkey is now defined as follows:
ks,i := k(s+i) mod (Nw +1)
for i = 0, . . . , Nw − 4
ks,i := k(s+i) mod (Nw +1) + ts mod 3
for i = Nw − 3
ks,i := k(s+i) mod (Nw +1) + t(s+1) mod 3
for i = Nw − 2
ks,i := k(s+i) mod (Nw +1) + s
for i = Nw − 1,
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Figure 15: Four rounds of Threefish-512.
where the additions are made modulo 264 .
For 0 ≤ d ≤ Nr − 1 the words Si , 0 ≤ i ≤ Nw − 1 of the internal state are modified as follows:
• If d ≡ 0 mod 4 add a subkey by setting Si ← Si + kb d c,i mod 264
4

• For 0 ≤ i < Nw /2 set (S2i , S2i+1 ) ← MIX(S2i , S2i+1 )
• Permute the state words S0 , . . . , SNw −1 .
The ciphertext words are given by
ci := (Si + kb Nr c,i ) mod 264 for i = 0, . . . , Nw − 1,
4

where Si are the words of the last internal state.
The compression function of Skein is defined as follows:
Hi = EHi−1 ,Ti (Mi ) ⊕ Mi ,
where EK,T (P ) is the Threefish cipher, Hi−1 is the previous chaining value, Ti the tweak and Mi the
message block.
The chaining mode used to hash messages of arbitrary lengths is the Unique Block Iteration (UBI)
chaining mode. It can be seen in Figure 16. UBI prossesses the message in blocks using a unique tweak
value for each block, which is treated as a 128-bit value.
If we denote by Nb the block and key size in bytes, UBI(G, M, Ts ) has the following three values as
input:
• A value G of Nb bytes.
• A message M of arbitrary length.
• A tweak value Ts of 16 bytes.
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Figure 16: Skein in normal hashing mode
The output function Output(G, N0 ) takes as input a chaining value G and the number of output
bits required, N0 . It produces N0 bits of output. For example, for a simple hash computation, if M is
the Nb -byte message to be hashed and C the configuration string , the computation of the hash is

3.5.1

G0

:=

UBI(0, C, Tcfg 2120 )

G1

:=

UBI(G0 , M, Tmsg 2120 )

H

:=

Output(G1 , N0 ).

Skein-MAC

In the submission document [16] it is mentioned that Skein can be naturally used in HMAC mode,
but this application is not suggested by the authors because of the inefficiency for short messages.
Alternatively, a method, seen in Figure 17, is proposed in order to easily turn Skein into a MAC.

Figure 17: Skein-MAC
This method simply consists in starting with 0, process the key, and then the configuration block.
3.5.2

Physical Security Analysis

No side-channel or fault analysis is provided in the submission document. The only relevant comment
made in the document concerns the design choice to not use table lookups in order to avoid timing/cache
attacks.

4

Physical Analysis of the SHA-3 candidates

Regarding the SHA-3 competition, NIST required that all the submitted functions possess a secure
HMAC or other MAC mode. In parallel, it was precised that physical security issues will be taken
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into consideration for the final decision. For all these reasons, analysing the resistance against physical
attacks of the remaining candidates becomes an important matter.
From the beginning of the competition some articles treating this subject have been reported. All the
works that have appeared consist mainly in the physical analysis of the candidates from the side-channel
point of view, while no fault attack is yet reported.
Gauravaram and Okeya present in [20] a theoretical security analysis of the resistance of many MAC
modes against side-channel attacks. In a first part, the resistance of some alternative to NMAC/HMAC
MAC modes are discussed, while in a second part the NMAC/HMAC versions of some new hash and
compression function modes are analysed. Besides, in [17], a very effective template attack on HMACSHA-1 is described. Even if this attack does not directly concern a SHA-3 candidate, many interesting
ideas described in this paper could be probably applied to some functions of the contest. In another [4]
work, Benoı̂t and Peyrin present a side-channel analysis of six 2rd round candidates and exhibit selection
functions for each of the analysed algorithms. This work is continued by Zohner et al. in [37] for all the
finalists except BLAKE, that was though already studied in the former article. Finally, Proof presented
in [29] some issues about the side-channel resistance of the SHA-3 candidates.
In this section, a summary of the most important works concerning this subject will be given.

4.1

Side-channel analysis of some Hash Based MACs

A theoretical analysis of the resistance against side-channel attacks of some alternative MAC modes,
while also of the HMAC versions of some newly proposed hash and compression functions is given
in [20]. As most of the newly proposed constructions do not suffer any more from problems such as the
length extension issues common to the MD family, the new hash designers abandon the heavy HMAC
construction for new MAC modes. In this way, many of the SHA-3 submitters propose as a MAC mode
for their candidate other constructions than HMAC. In parallel, as novel operating modes have been
proposed for many of the candidates, this approach presents a special interest.
DPA analysis on two different categories of MACs is performed. First, some provably secure MAC
alternatives to NMAC/HMAC are analysed. These MAC schemes, generally based on alternative hash
frameworks to the MD structure, include BNMAC and its single-key variants [35], MAC based on the
EMD transform [3], a keyed version of Merkle-Damgård with permutation (MDP)-KMDP [24], MultiLane NMAC [33] and One-keyed NMAC (O-NMAC). As no specific compression function is specified
to use with these modes, their security is analysed using twelve secure PGV schemes.
On the other hand, analysis is done on the HMAC settings of three novel compression functions:
MDC-2, Grindahl [23] and MAME [36]. Finally, the security of the wide-pipe hash instantiated with
twelve PGV schemes is studied.
For each of these two categories, the existence of target operations for DPA attacks and the possibility
of entirely or partially recovering the secret key is discussed, while no practical verification of the
theoretical results is provided.
The results of this analysis concerning the first category are the following: BNMAC and KMDP
MAC schemes are even weaker than HMAC from the side-channel cryptanalysis point of view. On
the contrary, the security of the other examined schemes present a similar to HMAC security. In what
concerns the second category of MACs, DPA attacks do not seem to threaten the analysed constructions.

4.2

Electromagnetical template attacks in HMAC

A special class of side-channel attacks, called template attacks (TA) were introduced by Chari et al. [15]
in CHES 2002. Classical side-channel attacks rely on the collection and statistical analysis of a large set
of samples. However, in some attack scenarios or when dealing with careful implementations, it is often
practically infeasible to obtain more than few exploitable samples. It these cases, standard side-channel
attacks fail. In contrast to this, template attacks are designed to extract all possible information from
every individual sample and thus a single sample of the side-channel leakage can be used to brake the
targeted implementation. The only requirement for mounting such a type of attack, is to possess an
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identical programmable device with the one to be attacked. The device is then used to mount an offline
precomputation phase, in order to model every observed sample as a combination of an intrinsic signal
generated by the operation and the noise.
While in traditional side-channel attacks, the set of samples collected is used to reduce noise by
averaging, a precise multivariate characterisation of the noise is used in the case of template attacks.
A noise probability distribution is drawn and the right hypothesis is found by using the maximum
likelihood approach.
A template attack was applied by Fouque et al. [17] in 2009 to HMAC-SHA-1. This highly practical
attack, permits to fully recover the 128-bit secret key by precomputing 232 34 compression functions
and by executing HMAC only once during the online phase. The authors mention in particular that
similar attacks could probably be applied to HMACs based on other hash algorithms. Because of the
strength of this attack we will briefly present it here, but we encourage the reader to look at the original
paper [17] for the details.
The main assumption made in this paper is that there exists a leakage of the number of bits flipped
when a value is loaded from the memory to the register. In the case of SHA-1 the authors attack an
implementation used in a SSL library designed for embedded processors. In this case, the leakage is
available in practice if one targets the ldw (load word) instruction of the code. It is nevertheless a
leakage that can easily be found in many other implementations and systems.
A crucial remark for the success of the attack is that the key of the HMAC is used as a message
in the hash function. In the case of SHA-1 the message is processed word by word, as opposed to the
IV that is introduced all at once. Secondly, the key is introduced in two different phases of the HMAC
computation and thus the collected information is sufficient in order to mount a practical attack.
We will start by a quick description of the compression function of SHA-1. SHA-1’s compression
function applies to a 160-bit internal state, divided in five 32-bit words (Ai , Bi , Ci , Di , Ei ). It gets as
input an initial value for the registers A−1 , B−1 , C−1 , D−1 , E−1 and a 512-bit message divided in 16
words M0 , . . . , M15 . After this, the message is expanded in 80 words, W0 , . . . , W79 , with Wi = Mi
for i = 0, . . . , 15. Every such word is used in one of the 80 rounds of the algorithm. The registers
(Ai , Bi , Ci , Di , Ei ) are initialised by (A−1 ||B−1 ||C−1 ||D−1 ||E−1 ) and updated in the following way :
(Ai ≪ 5)  Wi  Ei  Ki  fi (Bi , Ci , Di ),

Ai+1

=

Bi+1

= Ai ,

Ci+1

= Bi ≪ 30,

Di+1

= Ci

Ei+1

= Di .

The output of the compression function is the vector (A1  A79 , B1  B79 , C1  C79 , D1  D79 , E1 
E79 ).
In order to recover M0 , which in the HMAC setting is the first word of the 4-word key, one can
observe that M0 is present during the first rounds in the computation of A1 and then by rotation in
B2 , C3 , D4 and E5 . Each time this value is manipulated, there will be a leakage that will depend
only on the value of M0 . By modelling this leakage for all the 232 values of M0 and keeping the good
candidates, the right candidate can be retrieved.
The complexity of this message recovery attack is 232 γ n , where n is the number of 32-bit words in
the secret key, and γ is the number of candidates retrieved for every key word.
By studying an implementation of SHA-1 on the NIOS processor, the authors targeted the lwd
instruction. This instruction does not perform any computation, thus the electromagnetical signal
produced is attended to be quite clean and permits to recover the number of flipped bits. If B is loaded
into a register whose previous value was A, we can identify the transition A → B by measuring the
Hamming weight of A ⊕ B.
In the particular implementation used, six measures can be done in each step of the compression
function, thus, thanks to the structure of HMAC, twelve measures per key word can be retrieved. The
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authors computed that in this concept, a 32-bit value contains 3.54 bits of entropy and thus, as only a
small number of candidates is retained for every key word, the attack is feasible.
The full attack can therefore be decomposed in two stages; a profiling stage, where 33 measures of
load instructions with all possible Hamming distances are done and an operational stage which consists
in a Template Attack on the lwd instructions.
The authors notice that the same attack should work against any hash function based on a Feistel
ladder. In a more general plan, it should be interesting to analyse the remaining SHA-3 candidates
through the spectrum of template attacks.

4.3

Side-channel analysis of some 2nd round candidates

An interesting analysis of some second round candidates was presented in CHES 2010 by Olivier Benoı̂t
and Thomas Peyrin [4]. Among the six analysed candidates, there were three AES-based functions,
namely ECHO, Grøstl and SHAvite-3, and three candidates based on other design philosophies, that is
BLAKE, CubeHash and HAMSI. Even if out of these six candidates, only two of them, i.e. Grøstl and
BLAKE were moved to the third round of the competition, this analysis still rests extremely interesting
as it does not focus on the precise algorithms. The goal of the analysis relies mostly on identifying
which cryptographic bricks used in each function are most resistant to side-channel analysis when used
in a MAC setting as selection functions.
The paper is divided in two parts. In the first one, a theoretical analysis on the efficiency of a
selection function regarding correlation is done. Different primitives such as Sboxes, modular addition
and XOR are analysed and theoretical conclusions on the resistance of these specific primitives are
presented. In the second part, the authors try to establish the best selection function for every of
the six examined candidates. Afterwards, a platform is set up in order to experimentally perform a
correlation attack on an electromagnetic side-channel. In every case the secret key of the HMAC setting
is tried to be retrieved in order to validate the theoretical results of the first part.
Regardless of the compression function h(CV, M ) considered for a function, the incoming chaining
value CV will be inevitably mixed sooner or later with the message block M . This usually happens in
the very first stage. Because of this, the selection functions are usually chosen to have the form
w = f (cv, m),
where cv and m are subsets of CV and M respectively. These values are commonly of small size, i.e.
some bits, depending on the focused construction. A good candidate for such a selection function can
for example be a substitution table (Sbox), if such a building block is used in the algorithm. This is
the case for all the AES-based candidates, where the AES Sbox is an important brick in the design.
For candidates that not use substitution tables in their design, a selection function can for example be
the XOR operation or the modular addition. This is in particular the case of the ARX candidates, as
for instance BLAKE and SKEIN.
All the possible selection functions were analysed in the first part of the paper by looking at the
correlation results in the classical Hamming-weight model. In such a way, the most efficient ones are
retrieved.
We present here briefly the tools used during this analysis. For a more detailed presentation, the
reader can refer to Section 2.2 of the original paper [4].
In many cases, we are interested to estimate the theoretical correlation c(j, r) between the data
set xi for a key guess j and the data set yi for the real key r. In the Hamming weight model ,
xi = HW (f (j, mi )) and yi = HW (f (r, mi )), with i = 0, . . . , 2N − 1, where N is the number of bits
of the selection function’s input message m. We denote by x̄ (respectively ȳ) the average value of the
data set xi . Then the correlation is given by
P
(xi − x̄)(yi − ȳ)
pP
.
c(j, r) = pP
(xi − x̄)2
(yi − ȳ)2
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Obviously, for the right guess j = r, c(r, j) = 1.
This coefficient was calculated for the AES selection function Sbox(k, m), for the XOR selection
function m ⊕ k, for the modular addition m  k while also for the Hamsi Sbox whose use as a selection
function is a little bit more specific. c(j, r) was then used to evaluate the efficiency E(f ) for every
selection function f . E(f ) is related to the correlation contrast between the correct key guess (correlation =1) and the strongest wrong key guess. The highest this contrast, the more efficient the selection
function will be to perform a side-channel analysis.
The results of these analysis were the following:
E(AES Sbox) > E(modular addition) > E(Hamsi Sbox) > E(XOR).
In the second part of the paper, experimental correlation attacks are executed on a Xilinx Spartan
3 FPGA in order to verify the results of the first theoretical part. For this scope, a software which
computes a 16 bytes output R from a 16 bytes input M and a fixed 16 bytes key K was created. The
byte numbers 0 to 15 are the outputs of the following four selection functions:
Ri
Ri
Ri
Ri

= K i ⊕ Mi
with i ∈ [0, 3]
= (Ki  Mi )mod256
with i ∈ [4, 7]
= SboxAES (Ki ⊕ Mi )
with i ∈ [8, 11]
= SboxHamsi (Ki (j + 1)||Mi (j + 1)||Ki (j)||Mi (j)) ⊕ Mi ) with i ∈ [12, 15].

The electromagnetical signal during 100.000 executions of a transfer loop that reads Ri and writes
the value to another array for i ∈ [0, 15] is recorded. A correlation analysis is then done in order to
retrieve the 16 bytes of the secret key.
After this analysis, the correct key values were found for the AES Sbox and the modular addition.
The other two selection functions were much less efficient and the corresponding key bytes could not
be fully retrieved even by increasing the number of collected curves.
In the very last part of the paper, six candidates are analysed in detail and a selection function for
an efficient side-channel attack is proposed for every one of them. The three AES candidates were as
expected vulnerable to this attack. Nevertheless, even if these candidates seem to be the easier to attack,
they are also the easier to protect as they can naturally benefit from the secure AES implementations.
The attack on BLAKE and CubeHash also seemed to be feasible in practice as a modular addition
selection function can be used. These two functions could benefit from the countermeasures for the
ARX constructions, but in this case an important decrease of the performance could be observed because
of the permanent switch between Boolean and arithmetic masking. Finally, the hash function Hamsi
seemed to be the most resistant candidate to this type of attack.

5

Side-Channel Analysis of Grøstl and Skein

In the last part of this survey, we will present and analyse a recent work on the side-channel resistance
of two SHA-3 candidates, presented by Boura, Lévêque and Vigilant [13]. This work, accepted in the
2nd International Workshop on Trustworthy Embedded Devices, TrustED 2012, studies the practical
resistance of Grøstl and Skein against side-channel attacks and provides effective countermeasures for
both functions.
For both Grøstl and Skein an alternative MAC construction is proposed by the designers. The
authors provided a theoretical analysis of these alternative modes, i.e. the envelope MAC for Grøstl
and the Skein-MAC for Skein. The results of this preliminary analysis showed that in terms of a practical
side-channel attack exactly the same steps should be followed with when attacking the corresponding
HMACs. For this reason and in order to keep a comparison possible, it was chosen to implement only
the HMAC version for both candidates.
Thus, the authors implemented Grøstl-256, Skein-512-256 and their respective HMAC on a 32-bit
ARM architecture smart card, running at 8 MHz. In both cases, the reference implementation proposed
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by the designers was employed. The aim of this paper was to provide a comparison in terms of physical
security between two out of the five SHA-3 finalists and mainly to propose the first countermeasures
able to efficiently protect these two candidates against first-order side-channel attacks.

5.1

Side-channel analysis of Grøstl and countermeasures

In a first step of their analysis, the authors identified which operations are sensitive against a statistical
power attack and must therefore be protected. Three such simple operations were determined. The
first one was the XOR between hi−1 and mi . In the HMAC setting, hi−1 will contain Ki when the
first message block is processed. The second one was the first SubBytes operation. These first two
operations were equally identified in [4].
A third possible target that the authors identified is the XOR between hi−1 , Q(mi ) and P (hi−1 ⊕mi )
to compute the next chaining value hi . However, the possibility to attack this operation depends on
the way it is implemented. Three possible ways of implementing it exists and out of them only the next
implementation is SPA-sensitive:
tmp
hi

= Q(mi ) ⊕ hi−1

= P (hi−1 ⊕ mi ) ⊕ tmp.

Figure 18: SPA of the two attack areas in HMAC-Grøstl: message entry and SubBytes operation

Figure 19: CPA on HMAC-Grøstl SubBytes operation (four first bytes of targeted value)
After this first theoretical phase, a side-channel attack with 5000 curves was mounted on the unprotected version of the HMAC. A special point was that both sensitive operations identified for Grøstl,
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i.e. the initial XOR and the first Sbox layer, can be captured in the same power trace with a good
signal resolution. From an attacker’s point of view, it means that only one set of curves is needed. This
can be seen in Figure 18, where both attack locations can be identified.
Clear leakages were observed for both operations and all the key bytes could be successfully recovered. The Figure 19 shows the results obtained for a successful CPA against the SubBytes operation.
In the sequel, very simple countermeasures that mask the sensitive data for all rounds of Grøstl were
proposed. These countermeasures apply for both HMAC and envelope MAC settings and are described
in the next paragraph.
h
R
u

h
m

P

R

m

P0

Q

Q

v

P

u
R
P0

v
R

Figure 20: Side-by-side comparison of standard and secured Grøstl
In order to protect the XOR, a Boolean mask R of 512 bits must be generated once. This mask
is XORed to the chaining value, and the feed-forward naturally re-injects it at the beginning of every
compression function. This mask R, called global, should be deleted by simply re-XORing it to the
state just before the final truncation. Its propagation can be seen in Figure 20, together with the
unprotected hash computation. On the other hand, in order to go through the Sbox layer, the global
mask must be removed at the beginning of every permutation P . Another type of protection is now
needed to mask the Sbox computation and the rest of the permutation. For this, is was chosen to mask
the lookup table corresponding to the Sbox with a classical method very often implied for the AES.
For this method, an input mask u and an output mask v are generated, and the masked Sbox S 0 is
computed in terms of S, u and v as
S 0 (x ⊕ u) = S(x) ⊕ v.
The Sbox S 0 can then be constructed and stored in RAM, together with u and v, for the remaining
computations.
This new mask, called local, should be applied to the state before the global mask is deleted. In
this way, no sensitive value appears unmasked at any moment of the computation. In Figure 20, P 0
symbolises the permutation P in which the above countermeasures are implemented.

D1.2 + D2.1 — Intermediate analysis of phase 2 candidates

25

Figure 21: CPA on secure HMAC-Grøstl SubBytes operation (first four bytes of targeted value)
The authors verified that the previously observed leakage disappears when trying to attack the
secured implementation, as shown in Figure 21.

5.2

Side-channel analysis of Skein

An analysis of Skein-512-256 when implemented as a MAC was equally provided in this work. As also
mentioned in [37], the easiest operation to attack in terms of statistical power analysis is the modular
addition between the message and the first subkey. In the HMAC setting, if m0 , . . . , m7 , are the eight
64-bit words of the first message block and K0 , . . . , K7 denote the eight words of equal length of the
first subkey, this operation is simply
Ki  mi , for i = 0, . . . , 7.

Figure 22: SPA of the attack area in HMAC-Skein: message entry
A CPA attack on the HMAC-Skein was then mounted, targeting these eight additions and trying to
completely recover the secret value word by word. The results of this experimentation were finally much
more surprising than expected as only five out of the eight subkey bytes were successfully recovered.
The authors noticed that the reason for this unexpected behaviour could come from the way a modular
addition of two 64-bit values is treated on a 32-bit architecture, but no further explanation could be
given.
As masking ARX-based functions (i.e. functions based on Additions, Rotations and XORs) requires
conversions between Boolean and arithmetic values that can be very expensive, a trade-off between
security and performance should be found. It was decided to protect only the first four rounds of the
computation in order to keep the protected implementation reasonably fast. Even if it is believed that
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four rounds provide a quite good diffusion of the secret, the number of rounds to protect should be
discussed depending on the application.
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Figure 23: Comparison of standard and secured Skein (without and with the tweak)
The method for switching between Boolean and arithmetic masking that was chosen was the one
proposed by Goubin in [21]. The details of this particular choice can be found in the original article [13].
As the permutation used for Skein is such that the odd and the even indexes are not mixed together,
is was proposed to use the same arithmetic mask Ro for the words with an odd index, and the same
arithmetic mask Re for the even ones. This remark interestingly reduces the number of calls to the
random number generator, as well as the amount of RAM required for storing the mask values.
Furthermore, another tweak to gain more speed is proposed. As known, the most expensive conversion in the securization is the arithmetic to Boolean conversion. In the authors implementation the
performance ratio between the two conversions is roughly 16. In the straightforward approach, as the
first key injection is a modular addition, it feels natural to use two arithmetic masks. This implementation, depicted in Figure 23, requires two arithmetic to Boolean conversions for every MIX computation,
i.e. 16 for each round. In order to avoid this high number of arithmetic to Boolean conversions, it is
proposed to apply the following tweak just before entering the first layer of MIX operations.
Let Ro be the arithmetic mask protecting the subkey insertion of the words with odd index. Before
the MIX operation, an arithmetic to Boolean conversion is performed for the odd branch of all the
MIX operations. In this way, the left branch of every MIX operation will be protected by an arithmetic
mask, while the right part will be protected by a Boolean one. Then, the following operations will be
performed for all the 32 MIX operations of the first four rounds.
A Boolean to arithmetic conversion will be applied to the right branch of the MIX before the modular
addition and a Boolean to arithmetic one will be done to the left branch before the XOR, as this can
be seen in Figure 23. With this method, only one arithmetic to Boolean conversion is performed inside
every MIX. This means that with this optimisation, 8 arithmetic to Boolean conversions are needed
before applying the first round transformation, and 32 are needed inside the first four rounds, rather
than 64 that were needed before. A performance gain of around 30% on the total HMAC computation
was observed.
The CPA analysis mounted in the sequel on the protected version only shows a high peak that
corresponds to the null subkey, i.e. the correlation with the message.
In order to compare the two SHA-3 finalists, the time required for the computation of each of
the HMACs before and after the application of the countermeasures, on a single block message was
measured. These results can be seen in Table 1.
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Timings at 8MHz
reference code

secured code
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Extra RAM
static

HMAC-Grøstl

453 ms

486 ms (+7.2%) +325 bytes

HMAC-Skein

77.7 ms

155 ms (+100%)

0

Extra code

stack
0

+688 bytes

+32 bytes +3484 bytes

Table 1: Secured code overhead for timing, RAM consumption and code size when hashing one block
of message
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[27] S. Nikova, V. Rijmen, and M. Schläffer . Secure Hardware Implementation of Nonlinear
Functions in the Presence of Glitches. In ISISC 2008, volume 5461 of Lecture Notes in Computer
Science, pages 218–234. Springer, 2008.
[28] K. Okeya. Side Channel Attacks Against HMACs Based on Block-Cipher Based Hash Functions.
In ACISP 2006, volume 4058 of Lecture Notes in Computer Science, pages 432–443. Springer, 2006.
[29] E. Proof. Side Channel Attacks Against HMACs Based on Block-Cipher Based Hash Functions.
In ACISP 2006.
[30] G. Tsudik . Message Authentication with One-Way Hash functions. In INFOCOM 1992 Proceedings, pages 2055–2059. Springer, 1992.
[31] H. Wu. The hash function JH. Submission to NIST (Round 3), 2011.

D1.2 + D2.1 — Intermediate analysis of phase 2 candidates

29

[32] National Institute of Standards and Technologies. Announcing Request for Candidate Algorithm Nominations for a New Cryptographic Hash Algorithm (SHA-3) Family, November 2007.
[33] K. Yasuda. Multilane HMAC-Security Beyond the Birthday Limit. In Indocrypt 2007, volume
4859 of Lecture Notes in Computer Science, pages 18–32. Springer, 2007.
[34] K. Yasuda. ”Sandwich” Is Indeed Secure: How to Authenticate a Message with Just One Hashing.
. In ACISP 2007, volume 4586 of Lecture Notes in Computer Science, pages 355–369. Springer, 2007.
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Abstract. The hash function JH [20] is one of the five finalists of the NIST SHA-3 hash competition. It has been recently tweaked for the final by increasing its number of rounds from 35.5 to 42.
The previously best known results on JH were semi-free-start near-collisions up to 22 rounds using
multi-inbound rebound attacks. In this paper we provide a new differential path on 32 rounds.
Using this path, we are able to build various semi-free-start internal-state near-collisions and the
maximum number of rounds that we achieved is up to 37 rounds on 986 bits. Moreover, we build
distinguishers in the full 42-round internal permutation. These are, to our knowledge, the first
results faster than generic attack on the full internal permutation of JH42, the finalist version.
These distinguishers also apply to the compression function.
Keywords. hash function, rebound attack, JH, cryptanalysis, SHA-3

1

Introduction

A cryptographic hash function is a one way mathematical function that takes a message of arbitrary
length as input and produces an output of fixed length, which is commonly called a fingerprint or
message digest. Hash functions are fundamental components of many cryptographic applications such
as digital signatures, authentication, key derivation, random number generation, etc. So, in terms of
security any hash function should be preimage, second-preimage and collision resistant.
Most of the recent hash functions use either compression functions or internal permutations as
building blocks in their design. In addition to the main properties mentioned above, some ideal properties
should also be satisfied for the building blocks. This means that the algorithm should not have any
structural weaknesses and should not be distinguishable from a random oracle. The absence of these
properties on building blocks may not impact the security claims of the hash function immediately but
it helps to point out the potential flaws in the design.
Since many of the hash standards [17,14] have been broken in recent years, the National Institute
of Standards and Technology (NIST) announced a competition to replace the current standard SHA-2
with a new algorithm SHA-3. The hash function JH [20], designed by Hongjun Wu, is one of the five
finalists of this competition. It is a very simple design and efficient in both software and hardware. JH
supports four different hash sizes: 224, 256, 384 and 512-bit. It has been tweaked from the second round
to the final round by increasing its number of rounds from 35.5 to 42. The new version is called JH42.
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Related Work: We recall here the previously best known results on JH. A marginal preimage attack
on the 512-bits hash function with a complexity in time and memory of 2507 was presented in [1]. Several
multi-inbound rebound attacks were presented in [16], providing in particular a semi-free-start collision
for 16 rounds with a complexity of 2190 in time and 2104 in memory and a semi-free-start near-collision
for 22 rounds of compression function with a complexity of 2168 in time and 2143 in memory. In [12,
Sec.4.1], improved complexities for these rebound attacks were provided: 297 in time and memory for
the 16 round semi-free-start collision and 296 in time and memory for the 22 rounds semi-free-start
near-collision for compression function.
Our Contributions: In this paper we apply, as in [16], a multi-inbound rebound attack, using 6
inbounds that cover rounds from 0 to 32. We first find partial solutions for the differential part of the
path by using the ideas from [13]. Due to increased number of rounds compared with the previous
attacks, the differential path will have several highly active peaks, instead of one as in [16]. This means
that, while in the previous attacks finding the whole solution for the path could be easily done without
contradicting any of the already fixed values from the inbounds, now finding the complete solution
is the most expensive part. We propose here an algorithm that allows us to find whole solutions for
rounds from 4 to 26 with an average complexity of 264 . By repeating the algorithm, the attack can be
started from round 0 and extended up to 37 rounds for building semi-free-start near-collisions on the
internal state, since we have enough degrees of freedom. Based on the same differential characteristic,
we also present distinguishers for 42 rounds of the internal permutation which is the first distinguisher
on internal permutation faster than generic attack to the best of our knowledge. We summarize our
main results in Table 1.
Table 1. Comparison of best attack results on JH (sfs: semi-free-start)
target

rounds

time
comp.

memory
comp.

attack type

generic
comp.

sect.

hash function
hash function

16
16

2190
296.1

2104
296.1

sfs collision
sfs collision

2256
2256

[16]
[12]

comp.
comp.
comp.
comp.
comp.
comp.

19 − 22
19 − 22
26
32
36
37

2168
295.6
2112
2304
2352
2352

2143.7
295.6
257.6
257.6
257.6
257.6

sfs
sfs
sfs
sfs
sfs
sfs

2236
2236
2341.45
2437.13
2437.13
2396.7

42
42

2304
2352

257.6
257.6

[16]
[12]
§3
§3
§3
§3

distinguisher
distinguisher

function
function
function
function
function
function

internal perm.
internal perm.

near-collision
near-collision
near-collision
near-collision
near-collision
near-collision

2705
2762

§4
§4

This paper is organized as follows: In Section 2, we give a brief description of the JH hash function,
its properties and an overview of the rebound attack. In Section 3, we first describe the main idea of our
attack and then give the semi-free internal near-collision results on the tweaked version JH42. Based on
this results, we describe a distinguisher in Section 4 for the full internal permutation, that also applies
to the full compression function. Finally, we conclude the paper and summarize our results in Section 5.

2
2.1

Preliminaries
The JH42 Hash Function

The hash function JH is an iterative hash function that accepts message blocks of 512 bits and produces
a hash value of 224, 256, 384 and 512 bits. The message is padded to be a multiple of 512 bits. The
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H i−1
Mi

Ed

Mi
Hi
Fig. 1. The compression function Fd that transforms 2d+2 bits treated as 2d words of four bits.
bit ‘1’ is appended to the end of the message, followed by 384 − 1 + (−l mod 512) zero bits. Finally, a
128-bit block is appended which is the length of the message, l, represented in big endian form. Note
that this scheme guarantees that at least 512 additional bits are padded.
In each iteration, the compression function Fd , given in Figure 1, is used to update the 2d+2 bits of
the state Hi−1 as follows:
Hi = Fd (Hi−1 , Mi )
where Hi−1 is the previous chaining value and Mi is the current message block. The compression function
Fd is defined as follows:
d+1

Fd (Hi−1 , Mi ) = Ed (Hi−1 ⊕ (Mi ||02

d+1

)) ⊕ (02

||Mi )

Here, Ed is a permutation and is composed of an initial grouping of bits followed by 6(d−1) rounds, plus
a final degrouping of bits. The grouping operation arranges bits in a way that the input to each S-Box
has two bits from the message part and two bits from the chaining value. In each round, the input is
divided into 2d words and then each word passes through an S-Box. JH uses two 4-bit-to-4-bit S-Boxes
(S0 and S1) and every round constant bit selects which S-Boxes are used. Then two consecutive words
pass through the linear transformation L, which is based on a [4, 2, 3] Maximum Distance Separable
(MDS) code over GF (24 ). Finally all words are permuted by the permutation Pd . After the degrouping
operation each bit returns to its original position.
The initial hash value H0 is set depending on the message digest size. The first two bytes of H−1
are set as the message digest size, and the rest of the bytes of H−1 are set as zero. Then, H0 =
Fd (H−1 , 0). Finally, the message digest is generated by truncating HN where N is the number of blocks
in the padded message, i.e, the last X bits of HN are given as the message digest of JH-X where X
= 224, 256, 384 and 512.
The official submitted version of JH42 has d = 8 and so the number of rounds is 42 and the size
of the internal state is 1024 bits. Then, from now on, we will only consider E8 . For a more detailed
information we refer to the specification of JH [20].
2.2

Properties of the Linear Transformation L

Since the linear transformation L implements a [4, 2, 3] MDS code, any difference in one of the words
of the input (output) will result in a difference in two words of the output (input). For a fixed L
transformation, if one tries all possible 216 pairs, the number of pairs satisfying the condition 2 →
1 or 1 → 2 is 3840, which gives a probability of 3840/65536 ≈ 2−4.09 . Note that, if the words are
arranged in a way that they will be both active this probability increases to 3840/57600 ≈ 2−3.91 . For
the latter case, if both words remain active (2 → 2), the probability is 49920/57600 ≈ 2−0.21 .
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Observations on the Compression Function

The grouping of bits at the beginning of the compression function assures that the input of every first
layer S-Box is xor-ed with two message bits. Similarly, the output of each S-Box is xor-ed with two
message bits. Therefore, for a random non-zero 4-bit difference, the probability that this difference is
related to a message is 3/15 ≈ 2−2.32 .
The bit-slice implementation of Fd uses d − 1 different round functions. The main difference between
these round functions is the permutation function. In each round permutation, the odd bits are swapped
by 2r mod (d − 1) where r is the round number. Therefore, for the same input passing through multiple
rounds, the output is identical to the output of the original round function for the α · (d − 1)-th round
where α is any integer.
2.4

The Rebound Attack

The rebound attack was introduced by Mendel et al. [10]. The two main steps of the attack are called
inbound phase and outbound phase. In the inbound phase, the available degrees of freedom are used
to connect the middle rounds by using the match-in-the-middle technique and in the outbound phase
connected truncated differentials are computed in both forward and backward direction.
This attack has been first used for the cryptanalysis of reduced versions of Whirlpool and Grøstl, and
then extended to obtain distinguishers for the full Whirlpool compression function [6]. Later, linearized
match-in-the-middle and start-from-the-middle techniques are introduced by Mendel et al. [9] to improve
the rebound attack. Moreover, a sparse truncated differential path and state is used in the attack on
LANE by Matusiewicz et al. [8] rather than using a full active state in the matching part of the attack.
Then, these techniques were used to improve the results on AES-based algorithms in the following
papers: [2,3,5,11,15,18,19].

3

Semi-free-start internal near-collisions

In this section, we first present an outline for the rebound attack on reduced round versions of JH for
all hash sizes. We use a differential characteristic that covers 32 rounds, and apply the start-from-themiddle technique by using six inbound phases with partially active states. We first describe how to solve
the multi-inbound phase for the active bytes. Contrary to previous attacks on JH, we now have more
fixed values from the inbound phases. So, in order to find a complete solution, we need to merge these
fixed values without contradicting any of them. Therefore, we describe next how to match the passive
bytes. Finally, we analyze the outbound part.
3.1

Matching the Active Bytes

Multi-inbound Phase: The multi-inbound phase of the attack covers 32 rounds and is composed of
two parts. In the first part, we apply the start-from-the-middle-technique six times for rounds 0 − 4,
4 − 10, 10 − 16, 16 − 20, 20 − 26 and 26 − 32. In the second part, we connect the resulting active bytes
(hence the corresponding state values) by a match-in-the-middle step. The number of active S-Boxes in
each of the sets is:
4 ← 8 ← 16 → 8 → 4

(1)

4 ← 8 ← 16 ← 32 ← 64 → 32 → 16

(2)

4 ← 8 ← 16 → 8 → 4

(4)

16 ← 32 ← 64 → 32 → 16 → 8 → 4

4 ← 8 ← 16 ← 32 ← 64 → 32 → 16

16 ← 32 ← 64 → 32 → 16 → 8 → 4
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Fig. 2. Differential characteristic for 32 rounds of JH Compression Function (bit-slice representation)
Here, the arrows represent the direction of the computations for the inbound phases and for a detailed
sketch we refer to Figure 2. We start from the middle and then propagate outwards by computing the
cross-product3 of the sets and using the filtering conditions. For each inbound we try all possible 216
pairs in Step 0. The number of sets, the bit length of the middle values (size) of each list, and the
number of filtering conditions on words followed by the number of pairs in each set are given in Table 2.
The complexities given in the Table 2 are not optimized yet, we will describe the improved complexities
later in Section 3.1.
Merging Inbound Phases: The remaining pairs at inbound i are stored on list Li . Connecting the
six lists is performed in three steps as follows:
1. Whenever a pair is obtained from set 2, we check whether it exists in L3 or not. If it does, another
check is done for L1 . Since we have 223.44 and 283.96 elements in lists 1 and 3 respectively, 283.96 pairs
passing the second inbound phase, and 32-bit and 128-bit conditions for the matches, the expected
number of remaining pairs is 223.44 · 2−32 · (283.96 · 2−128 · 283.96 ) = 231.36 . We store these these pairs
in list A.
3

cross-product is an operation on two arrays that results in another array whose elements are obtained by
combining each element in the first array with every element in the second array.
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Sets

Filtering
Conditions

Pairs
Complexity
Remaining Backwards Forwards

Inbound 1

0
1
2
3
4

8
16
32
64
64

8
4
2
1
1

1
2
2
4
4a

211.91
216
224.18
232.72
223.44

−
223.91
232.09
248.46

216
−
−
−

Inbound 2

0
1
2
3
4
5

8
16
32
64
128
256

32
16
8
4
2
1

1
2
2
4
4
4

211.91
216
224.18
232.72
249.80
283.96

−
223.91
−
248.46
265.54
299.70

Inbound 3

0
1
2
3
4
5

8
16
32
64
128
256

32
16
8
4
2
1

1
2
2
4
4
4

211.91
216
224.18
232.72
249.80
283.96

216
−
232.09
−
−
−

Inbound 4

0
1
2
3

8
16
32
64

8
4
2
1

1
2
2
4

211.91
216
224.18
232.72

−
223.91
232.09
−
−
−

Inbound 5

Step

a

Size

0
1
2
3
4
5

8
16
32
64
128
256

32
16
8
4
2
1

1
2
2
4
4
4

211.91
216
224.18
232.72
249.80
283.96

−
223.91
−
248.26
265.54
299.70

Inbound 6

Table 2. Overview of inbound phases of the attack on 32 rounds of JH

0
1
2
3
4
5

8
16
32
64
128
256

32
16
8
4
2
1

1
2
2
4
4
4

211.91
216
224.18
232.72
249.80
283.96

−
223.91
232.0
−
−
−

−
223.91
232.09
248.46

216
−
−
248.46
265.54
299.70
216
−
−
−

216
−
232.09
−
−
−
216
−
−
248.46
265.54
299.70

Check whether the pairs satisfy the desired input difference

2. Similarly, whenever a pair is obtained from set 5, we check whether it exists in L6 or not. If it does,
another check is done for L4 . Since we have 232.72 and 283.96 elements in lists 4 and 6 respectively,
280 pairs passing the fifth inbound phase, and 32-bit and 128-bit conditions for the matches, the
expected number of remaining pairs is 232.72 · 2−32 · (283.96 · 2−128 · 283.96 ) = 240.64 . We store these
pairs in list B.
3. Last step is merging these sets A and B. We have 231.36 elements in A and 240.64 elements in B and 32
bits of condition. Therefore the total expected number of remaining pairs is 231.36 ·2−32 ·240.64 = 240 .
Improving the complexity of finding a solution for the differential part: We have described
how to obtain the existing 240 solutions for the differential part. We are going to describe here a better
way of doing the inbounds, as proposed in [12, Sec.4.1]. This new technique allows us to reduce the
previous complexity from 299.70 in time and 283.96 in memory to 269.6 in time and 267.6 in memory. As
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in our further analysis we will just use one solution (and not 240 ) for the differential part, we will adapt
the values being able to finally reduce the complexity of this part of the attack to 259.6 in time and 257.6
in memory. This memory is the memory bottleneck of all the analysis presented in this paper.
1. We consider the six inbounds as described in the previous section, with the difference that, for
inbounds 2, 3, 5 and 6 we will not perform the last step, but instead we obtain for each inbound
i ∈ {2, 3, 5, 6} two lists LA,i and LB,i as a result, each of size 249.80 associated to half of the
corresponding differential path. As mentioned before, we are only looking to find one solution for
the whole differential path. Then, instead of the 249.80 existing solutions for each list, we can consider
244.8 elements on each list.
2. First, we merge lists LA,2 and LA,3 . We have 16-bit conditions on values and 16-bit conditions on
differences. We obtain a new list LA,23 of size 244.8+44.8−32 = 257.6 . We do the same with LB,2 and
LB,3 to obtain LB,23 . Note that this list does not need to be stored, as we can perform the following
step whenever an element is found.
3. In order to find a whole solution for the differential part of inbounds 2 and 3, one pair of elements
from LA,23 and from LB,23 still needs to satisfy the following conditions: 32 bits from the parts
LA,2 and LB,3 , 32 bits from LB,2 and LA,3 , 3.91 × 4 from the step 5 of inbound 2 that we have
not yet verified and 3.91 × 4 from step 5 of inbound 3 that is not yet verified either. Therefore, we
have 95.28-bit conditions in total to merge LA,23 and LB,23 . For each element in LB,23 we can check
with constant cost if the corresponding element appears in LA,23 (it can be done by a lookup in a
table, representing the differential transitions of L and next by a lookup in the list LA,23 to see if
the wanted elements appear. See [13,12] and Figure 3 for more details). When we find a good pair,
we store it in the list L23 that has a size of about 219.92 elements satisfying the differential part of
rounds from 4 to 16. The cost of this step is then 257.6+1 in time and 259.6 in memory.
4. Do the same with inbounds 5 and 6, to obtain list L56 of size 219.92 , with a cost of 257.6+1 in time
and 257.6 in memory.
5. Merge the solutions obtained in the first inbound with the ones in L23 , obtaining a new set L123 of
size 219.92+23.44−32 = 211.36 .
6. Merge the solutions obtained from step 4 with list L56 obtaining a new one, L456 of size 219.92+32.72−32 =
220.64 .
7. Finally, merging L123 and L456 gives 211.36+20.64−32 = 1 partial solution for the differential part of
the path from round 0 to round 32.
The complexity of obtaining one partial solution for rounds from 0 to 32 is dominated by Steps 2 − 4
of the algorithm. As a result, the complexity of matching the active bytes becomes 259.6 in time and
257.6 in memory.
3.2

Matching The Passive Bytes

In Figure 4, colored boxes denote the S-boxes whose values have already been fixed from the inbound
phases. Note that, we have not treated the passive bits yet (i.e., found the remaining values that would
complete the path). We will propose a way of finding 232 solutions that verify the path from rounds 4 to
26 with time complexity 296 and memory complexity 251.58 . This can be done in three steps as follows:
1. (Rounds 10 to 14): The sets of groups of 8 bits denoted by a, b, c, d, e, f in round 14 are independent
of each other in this part of the path. In round 10, 32 bits are already fixed for each of these sets
(groups of 4 bits denoted by A, B, C, D, E, F ). By using all possible values of the remaining 96
passive bits (32 bits not fixed from A, B, C, D, E, F plus 64 from the remaining state at round 10),
we can easily compute a list of 296 elements with cost 296 that satisfy the 32 bit conditions for each
of the groups.
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Fig. 3. Improving the complexity of finding a solution for the differential part for rounds 4 − 16: Red boxes (above) denote the sets LA,2 (filled)
and LB,2 , blue boxes (below) denote the sets LA,3 and LB,3 (filled).
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2. (Rounds 14 to 20): In round 20, we have 256 bits (green S-boxes ) whose values are fixed from
the solutions of the second inbound phase. We can divide the state in round 19 (until the state in
round 14) in 4 independent parts (m, n, o, p). In Figure 4, the fixed bits coming from round 20 are
denoted by green lines and the ones of the first inbound phase are denoted in blue “ ”. Note that
the three parts m, n, o are identical, while p is different since there are some differences and some
additional fixed values in it.
We fix the parts m and n to some values that satisfy all the conditions of the fixed bits in rounds
19 and 14. This can be done as follows: Similar to what we have done in step 1, we can divide the
state of rounds 16 − 19 (for each part separately) into four groups (x, y, z, u) such that they are
independent of each other when computing forwards.
In round 16, each group has 16 bits whose values have already been fixed and 48 bits of freedom.
We see that each group affects only one fourth of the green lines (16 bits in total) in round 19.
Therefore, there exist 248−16 = 232 possibilities for each group x, y, z, u but we just need one. This
one can then be found with a cost of about 216
3. (Merging) Each of the sets La , . . . , Lf has 296 possible values from step 1, and fixing m and n fixes
64 bits for each of them in round 14. This gives us in average 296−64 = 232 possible values for each
set in the half of the state associated to o and p in round 14.
For the part p we use the same idea explained in step 2. Group x is completely fixed due to the
differential characteristic, and only the groups y, z, u have freedom, so there exists (232 )3 = 296
possibilities. For each possibility, we compute the part of state in round 14 associated to p. We have
32 bits of condition for each of lists, and in average 232 values are associated to each list. Thus, for
each of the computed values, we will have only one remaining element that will determine the values
at positions a − f in the part o.
Now, we have 296 possible o values. The probability that a fixed value verifies the conditions of o in
round 19 is (2−4 )16 = 2−64 . Therefore, we obtain 296−64 = 232 solutions that verify the whole path
from round 4 to round 26 with a complexity in time of 296 .

Note that we do not need to store the lists La , . . . , Lf of elements from round 14 each of size 296 but
we can instead store for each of them two lists of size 248 corresponding to the upper and down halves of
the corresponding groups in state 13. Then, when fixing a value of m and n we can check with a cost of
232 which will be the list of 232 values for o and p that we obtained in step 3. Finally, we have obtained
232 complete solutions for the path from 4 to 26 with a cost of 296 in time, and 6 · 2 · 248 ≈ 251.58 in
memory.
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Fig. 4. Matching the passive bytes (bit-slice representation)
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Semi-free-start near-collisions up to 32 rounds: Up to now, we have found solutions for the
passive bytes from rounds 4 − 26. If we want a solution for the path from round 0 to round 26, we will
have to repeat the previous procedure of matching the passive bytes 216 times (as the probability of
passing from round 0 to 4 is 2−48 and we have 232 pairs). Then, we can find a solution for rounds 0 − 26
with complexity 2112 in time. In order to extend this result to 32 rounds, we have to repeat the previous
procedure 2192 times (since we have 64 and 128 bits of condition from rounds 26 and 27 respectively).
Therefore, the complexity for finding a complete solutions for rounds from 0 to 32 is 2112 · 2192 = 2304
in time.
Note that, we still have enough degrees of freedom. In step 1, we started with 768 bits (128 × 6 from
the groups a − f ) in round 14 and matched 192 bits (32 × 6 for A − F ) in round 10. In Step 2, we have 48
bits in round 16 coming from the fourth inbound phase and we matched another 240 bits from the fifth
inbound phase in round 19. So in total we have 768 − 192 − 48 − 240 = 288 bits of degrees of freedom
remaining.
3.3

Outbound Phase:

The outbound phase of the attack is composed of 5 rounds in the forward direction. A detailed schema
of this trail is shown in Figure 5 in appendix, and for the pairs that satisfy the inbound phase, we expect
to see the following differential trail in the outbound phase:
Inbound Phase → 4 → 8 → 16 → 8 → 4 → 8
Semi-free-start near-collisions up to 37 rounds: For 32 rounds of the JH compression function,
we obtain a semi-free-start near-collision for 1002 bits. We can simply increase the number of rounds by
proceeding forwards in the outbound phase. Note that, we have an additional probability of 2−32 × 2−16
coming from the eight filtering conditions in round 34 and the four filtering conditions in round 35. Thus,
the complexity of the active part of the attack remains the same: 259.6 in time and 257.6 in memory. This
is the case as one solution for the differential part is enough for the attack, as it will have different values
at the bits with conditions in the outbound part when the passive part is modified. The complexity of
the passive part becomes 2304 · 248 = 2352 in time and 251.58 in memory.
The details can be seen in Table 3. We also take into account the colliding bits that we obtain at the
output of the compression function after the final degrouping with the differences from the message.
Table 3. Comparison of complexity of the generic attack for near-collisions and our results

a

#Rounds

# Colliding
bits

Generic Attack
Complexity

Our Results

23
24 − 26

892
762

2230.51
299.18

259.6
259.6

26
27
32
33
34
35
36
37
38

960
896
1002
986
954
986
1002
986
928

2341.45
2236.06
2437.12
2396.77
2329.97
2396.77
2437.12
2396.77
2284.45

2112
2112
2304
2304
2304
2336
2352
2352
2352

a

Obtained directly from the solutions of the active part, without need of matching the passive bits
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Distinguishers on JH

Indifferentiability is considered to be a desirable property of any secure hash function design. Moreover,
for many of the designs, the indifferentiability proofs for the mode of operation are based on the assumption that the underlying permutation (function) is ideal (i.e., random permutation). This is the
case of the indifferentiability proof of JH [1], that supposes that Ed is a random permutation.
In this section, we present a distinguisher for E8 showing that it is distinguishable form a random
permutation. Using the differential path that we presented in the previous section, we can build the
distinguishers on the full 42 rounds of the internal permutation E8 with no additional complexity. As a
result of our distinguisher, the proof from [1] does not apply to JH as the assumption of E8 behaving
like random does not hold. Next, we explain how these distinguishers on the internal permutation can
be easily extended to distinguishers on the compression function.
There exists also a known trivial distinguisher on the construction of the compression function of
JH: If the chaining value has a difference that can be cancelled by the message block, then the output
will have a difference directly related to the one coming from the message block. This implies that
both the message and the chaining values have differences. Contrary to the trivial one, our compression
function distinguisher exploits the properties of the internal permutation and only needs differences in
the message or in the chaining value.
4.1

Distinguishers on the reduced round internal permutation

Let us remark here briefly that if we find solutions for rounds 4 to 20, and then let them spread freely
backward (difference in 64 bits) and forward (difference in 256 bits), we can obtain a distinguisher for
26 rounds with a much lower complexity: 259.6 in time and 257.6 in memory (the cost of the differential
part). As in this paper the aim is reaching a higher number of rounds, we do not go further into the
details.
4.2

Distinguishers on the full internal permutation

In the previous sections we showed that a solution for 37 rounds can be obtained with a time complexity
of 2352 in time and 257.6 in memory. In Figure 5 from the appendix, we see how these active words diffuse
to the state after 42 rounds with probability one. Therefore, before the degrouping operation we have
64 active and 192 passive words in the state. The number of active and passive bits still remain the
same after the degrouping operation. It is important to remark that the positions of the active bits are
fixed, also after the degrouping operation.
We can then build a distinguisher that will distinguish the 42-round permutation E8 from a random
permutation using this path. This distinguisher aims at finding a pair of input states (A, A0 ) such that
E8 (A) ⊕ E8 (A0 ) collide in the 768 bits mentioned above. Let A ⊕ A0 = ∆1 correspond to the input
difference of the differential path, then |∆1 | = 8 bits. Similarly, let B = E8 (A) and B 0 = E8 (A0 ), then
the output difference is B ⊕ B 0 = ∆2 where |∆2 | = 256.
In the case of a random function, we calculate the complexity of such a distinguisher as follows: We
fix the values of the passive bits in the input; but not the ones of the active bits. Then, we have 2|∆1 |
possibilities for the values from the active bits. We compute the output of E8 for each one of these
|∆1 | 
values and store them in a list. From this list we can obtain 2 2 pairs with the given input difference
pattern. The probability of satisfying the desired output difference pattern is 2|∆2 |−1024 for each pair,
so we repeat the procedure with a new value for the input passive bits until we find a solution. The
time complexity of finding such an input pair will be:
2|∆1 |
= 2761 .
2(|∆1 |−1) · (2|∆1 | − 1) · 2|∆2 |−1024
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Instead, in our case the complexity of finding such an input pair is the complexity of finding a solution
for the path, that is 2352 in time and 257.6 in memory.
Another distinguisher of E8 can be built if we consider the scenario where the differential path for
rounds 0 − 4 does not need to be verified, i.e., |∆1 | = 64. In this case, we consider that from round 4 to
0 we obtain the differences that propagate with probability one. Therefore, the matching of the passive
part does not need to be repeated 2208 times but only 2160 (as we do not need 248 extra repetitions for
verifying rounds 0 to 4). The complexity of this distinguisher will then be 2304 , and provides a pair of
inputs A and A0 that produce an output with 768 colliding bits as the ones represented in Figure 5 from
264
705
, while in our
appendix. The complexity of such a generic distinguisher would be (264 −1)·2
63−768 = 2
304
57.6
case is 2
in time and 2
in memory.
4.3

Distinguishers on the full compression function

We should emphasize that our distinguishers on E8 can be easily converted to a distinguisher on the
full compression function of JH42. We only need to xor this message difference to the output of E8 as
specified.
For our first distinguisher, the input difference is already arranged such that we only have difference
in the message. These active bits coming from the message coincide with the active bits in the output
at the xor operation. As a result, we have the same 768 passive bits. The same applies for our second
distinguisher when we have differences only in the chaining value.

5

Conclusion

In this paper, we have presented semi-free-start internal near-collisions up to 37 rounds by using rebound
attack techniques. We first obtained a 960-bit semi-free-start near-collision for 26 rounds of the JH
compression function with a time complexity of 2112 and a memory complexity of 257.6 . We then extended
this to 986-bit semi-free-start near-collision for 37 rounds by repeating the algorithm. Time complexity
of the attack is increased to 2352 and the memory complexity remains the same. We also presented semifree-start near-collision results for intermediate rounds 26 − 37 in Table 3. Our findings are summarized
in Table 1.
Even more, we have presented distinguishers on the full 42 rounds of the internal permutation E8
of the tweaked SHA-3 finalist JH. The best distinguisher has a time complexity of 2304 in time and
257.6 in memory and provides solutions for the differential path on the 42 rounds. Obtaining such a
pair of inputs producing a same truncated differential in the output for a random function would cost
2705 in time. Our internal permutation distinguishers can easily be extended to compression function
distinguishers with the same complexity.
Although our results do not present a threat to the security of the JH hash function, they invalidate
the JH indifferentiability proof presented in [1].

References
1. Rishiraj Bhattacharyya, Avradip Mandal, and Mridul Nandi. Security Analysis of the Mode of JH Hash
Function. In Hong and Iwata [4], pages 168–191.
2. Mike Burmester, Gene Tsudik, Spyros S. Magliveras, and Ivana Ilic, editors. Information Security - 13th
International Conference, ISC 2010, Boca Raton, FL, USA, October 25-28, 2010, Revised Selected Papers,
volume 6531 of Lecture Notes in Computer Science. Springer, 2011.
3. Henri Gilbert and Thomas Peyrin. Super-sbox cryptanalysis: Improved attacks for aes-like permutations.
In Hong and Iwata [4], pages 365–383.
4. Seokhie Hong and Tetsu Iwata, editors. Fast Software Encryption, 17th International Workshop, FSE 2010,
Seoul, Korea, February 7-10, 2010, Revised Selected Papers, volume 6147 of Lecture Notes in Computer
Science. Springer, 2010.

Appeared in D.H. Lee and X. Wang (Ed.): ASIACRYPT 2011, LNCS 7073, pp. 252–269.
c Springer-Verlag Berlin Heidelberg 2011

D1.2 + D2.1 — Intermediate analysis of phase 2 candidates

43

5. Kota Ideguchi, Elmar Tischhauser, and Bart Preneel. Improved collision attacks on the reduced-round grøstl
hash function. In Burmester et al. [2], pages 1–16.
6. Mario Lamberger, Florian Mendel, Christian Rechberger, Vincent Rijmen, and Martin Schläffer. Rebound
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Abstract. ECHO-256 is a second-round candidate of the SHA-3 competition. It is an AES-based
hash function that has attracted a lot of interest and analysis. Up to now, the best known attacks
were a distinguisher on the full internal permutation and a collision on four rounds of its compression function. The latter was the best known analysis on the compression function as well as
the one on the largest number of rounds so far. In this paper, we extend the compression function
results to get a distinguisher on 7 out of 8 rounds using rebound techniques. We also present the
first 5-round collision attack on the ECHO-256 hash function.
Keywords: hash function, cryptanalysis, rebound attack, collision attack, distinguisher

1

Introduction

ECHO-256 [1] is the 256-bit version of one of the second-round candidates of the SHA-3 competition. It
is an AES-based hash function that has been the subject of many studies. Currently, the best known
analysis of ECHO-256 are a distinguisher on the full 8-round internal permutation proposed in [13] and
improved in [10]. Furthermore, a 4-round collision attack of the compression function has been presented
in [4]. A previous analysis due to Schläffer in [14] has been shown to be incorrect in [4], but it introduced
an alternative description of the ECHO round-function, which has then been reused in several analyses,
including this paper. The best results of this paper are a collision attack on the hash function reduced to
5 rounds and a distinguisher of the compression function on 7 rounds. Additionally, we cover two more
attacks in the Appendix. The complexities of previous results and our proposed attacks are reported in
Table 1.

Table 1: Best known cryptanalysis results on ECHO-256.

Rounds
8
8

Time
2

182

2

151
52

Memory Generic
2

37

2

67

2

16

Type

Reference

2

256

Internal Permutation Distinguisher

[13]

2

256

Internal Permutation Distinguisher

[10]

2

256

Compression Function Collision

[4]

4

2

5

2112

285.3

2128

Hash Function Collision

Section 3

6

2

193

2

128

2

256

Compression Function Collision

Section 4

2

193

2

128

2

240

Compression Function Distinguisher

Section 4
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Apart from the improved attacks on ECHO-256, this paper also covers a number of new techniques.
The merging process of multiple inbound phases has been improved to find solutions also for the hash
function, where much less freedom is available in the chaining input. For the hash function collision
attack on 5 rounds, we use subspace differences which collide with a high probability at the output of
the hash function. Additionally, we use multiple phases also in the outbound part to reduce the overall
complexity of the attacks. For the 7-round compression function distinguisher, we use the new techniques
and algorithms introduced in [10, 11].
Outline. The paper is organized as follows. In Section 2, we describe the 256-bit version of the
ECHO hash function and detail an alternative view that has already been used in several analysis [4, 14].
In particular, we emphasize the SuperMixColumns and SuperSBox transformations that ease the analysis.
In Section 3, we provide a collision attack on this hash function reduced to 5 rounds and a distinguisher
of the 7-round compression function in Section 4.
In the extended version of this paper [5], we describe a chosen-salt collision attack on the 6-round
compression function and a chosen-salt distinguisher for the compression function reduced to 7 rounds.
We also improve the result from [4] into a collision attack on the 4-round ECHO-256 hash function.

2

ECHO-256 description

ECHO is an iterated hash function and the
 compression function of ECHO updates an internal state
described by a 16 × 16 matrix of GF 28 elements, which can also be viewed as a 4 × 4 matrix of
16 AES states. Transformations on this large 2048-bit state are very similar to the one of the AES,
the main difference being the equivalent S-Box called BigSubWords, which consists in two AES rounds.
The diffusion of the AES states in ECHO is ensured by two big transformations: BigShiftRows and
BigMixColumns (Figure 1).
2 rounds AES

BigSB

AES MixColumns

0
1
2
3

0
1

BigSR

BigMC

2
3

Figure 1: One round of the ECHO permutation. Each of the 16 cells is an AES state.

At the end of the permutation, the BigFinal operation adds the current state to the initial one (feedforward) and, in the case of ECHO-256, adds its four columns together to produce the new chaining value.
In this paper, we only focus on ECHO-256 and refer to the original publication [1] for more details on
both ECHO-256 and ECHO-512 versions. Note that the keys used in the two AES rounds are an internal
counter and the salt, respectively: they are mainly introduced to break the existing symmetries of the
AES unkeyed permutation [7]. Since we are not using any property relying on symmetry and adding
constants does not change differences, we omit these steps in the following.
Two versions of the hash function ECHO have been submitted to the SHA-3 contest: ECHO-256 and
ECHO-512, which share the same state size and round function, but inject messages of size 1536 or 1024
bits respectively in the compression function. Note that the message is padded by adding a single 1
followed by zeros to fill up the last message block. The last 18 bytes of the last message block always
contain the 2-byte hash output size, followed by the 16-byte message length. Focusing on ECHO-256 and
denoting f its compression function, Hi the i-th output chaining value, Mi = Mi0 || Mi1 || Mi2 the i-th
message block composed of three chunks of 512 bits each Mij and S = [C0 C1 C2 C3 ] the four 512-bit
ECHO-columns constituting state S, we have (H0 = IV ):
C0 ← Hi−1 ,

C1 ← Mi0 ,

C2 ← Mi1 ,

C3 ← Mi2 .
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AES. We recall that one round, among the ten ones, of the AES-128 permutation is the succession
of four transformations: SubBytes (SB), ShiftRows (SR), MixColumns (MC) and AddRoundKey (AK).
We refer to the original publication [15] for further details.
Notations. We consider each state in the ECHO internal permutation, namely after each elementary
transformations. We start with S0 , where the IV and the message are combined and end the first round
after eight transformations in S8 . To refer to the AES-state at row i and column j of a particular ECHOstate Sn , we use the notation Sn [i, j]. Additionally, we introduce column-slice to refer to a thin column
of size 16 × 1 of the ECHO state. The process of merging two lists L1 and L2 into a new list L is denoted
L = L1 ⊲⊳ L2 . In the event that the merging should be done under some relation t, we use the operator
⊲⊳|t| , where |t| represents the size of the constraint to be verified in bits. Finally, in an AES-state, we
consider four diagonals (from 0 to 3): diagonal j ∈ [0, 3] will be the four elements (i, i + j (mod 4)),
with i ∈ [0, 3].
2.1

Alternative description

For an easier description of some of the following attacks, we use an equivalent description of one round
of the ECHO permutation. First, we swap the BigShiftRows transformation with the MixColumns transformation of the second AES round. Second, we swap SubBytes with ShiftRows of the first AES round.
Swapping these operations does not change the computational result of ECHO and similar alternative
descriptions have already been used in the analysis of AES. Hence, one round of ECHO results in the
two transformations SuperSBox (SB-MC-SB) and SuperMixColumns (MC-BMC), which are separated just
by byte-shuffling operation. The SuperSBox has first been analyzed by Daemen and Rijmen in [2] to
study two rounds of AES and has been independently used by Lamberger et al. in [6] and Gilbert and
Peyrin in [12] to analyze AES-based hash functions. The SuperMixColumns has been first introduced by
Schläffer in [14] and reused in [4]. We refer to those articles for further details as well.

3

Attack on the 5-round ECHO-256 Hash Function

In this section, we use a sparse truncated differential path and the properties of SuperMixColumns to
get a collision attack on 5 rounds of the ECHO-256 hash function. The resulting complexity is 2112 with
memory requirements of 285.3 . We first describe the truncated differential path (a truncated differential
path only considers whether a byte of the state is active or not) and show how to find conforming input
pairs. Due to the sparse truncated differential path, we are able to apply a rebound attack with multiple
inbound phases to ECHO. Since at most one fourth of each ECHO state is active, we have enough freedom
for two inbound phases and are also able to fully control the chaining input of the hash function.
3.1

The Truncated Differential Path

In the attack, we use two message blocks where the first block does not contain differences. For the second
message block, we use the truncated differential path given in Figure 2. We use colors (red, yellow, green,
blue, cyan) to describe different phases of the attack and to denote their resulting solutions. Active bytes
are denoted by black color, and active AES states contain at least one active byte. Hence, the sequence
of active AES states for each round of ECHO is as follows:
r

r

r

r

r

1
2
3
4
5
5 −→
16 −→
4 −→
1 −→
4 −→
16.

Note that in this path, we keep the number of active bytes low, except for the beginning and end.
Therefore, we have enough freedom to find many solutions. We do not allow differences in the chaining
input (blue) and in the padding (cyan). The last 16 bytes of the padding contain the message length
and the two bytes above contain size of the hash function output. Note that the AES states containing
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the chaining values (blue) and padding (cyan) do not get mixed with other AES states until the first
BigMixColumns transformation. Since the lower half of the state (row 2 and 3) is truncated to compute
the final hash value, we force all differences to be in the lower half of the message: the feed-forward will
then preserve that property.
3.2

Colliding Subspace Differences

In the following, we show that the resulting output differences after 5 rounds lie in a vector space of
reduced dimension. This can be used to construct a distinguisher for 5 rounds of the ECHO-256 hash
function. However, due to the low dimension of the output vector space, we can even extend this subspace
distinguisher to get a collision attack on 5 rounds of the ECHO-256 hash function.
First, we need to determine the dimension of the vector space at the output of the hash function.
In general, the dimension of the output vector space is defined by the number of active bytes prior to
the linear transformations in the last round (16 active bytes after the last SubBytes), combined with
the number of active bytes at the input due to the feed-forward (0 active bytes in our case). This
would results in a vector space dimension of (16 + 0) × 8 = 128. However, a weakness in the combined
transformations SuperMixColumns, BigFinal and the output truncation reduces the vector space to a
dimension of 64 at the output of the hash function for the truncated differential path in Figure 2.
We can move the BigFinal function prior to SuperMixColumns, since BigFinal is a linear transformation
and the same linear transformation MSMC is applied to all columns in SuperMixColumns. Then, we get
4 active bytes at the same position in each AES state of the 4 resulting column-slices. To each active
column-slice C16 , we first apply the SuperMixColumns multiplication with MSMC and then, a matrix
multiplication using Mtrunc = [I8 | 08 ] which truncates the lower 8 rows. Since only 4 bytes are active in
C16 , these transformations can be combined into a transformation using a reduced 4 × 8 matrix Mcomb
applied to the reduced input C4 , which contains only the 4 active bytes of C16 :
Mtrunc · MSMC · C16 = Mcomb · C4 ,
The multiplication with zero differences of C16 removes 12 columns of MSMC while the truncation
removes 8 rows of MSMC . For example, considering the first active column-slice leads to:

T
4 6 2 2 6 5 3 3
h
iT
h
iT
2
3
1
1
4
6
2
2
Mtrunc · MSMC · a 0 0 0 b 0 0 0 c 0 0 0 d 0 0 0
= 2 3 1 1 2 3 1 1 · a b c d
|

6 5 3 3 2 3 1 1

{z

Mcomb

}

Analyzing the resulting matrix Mcomb for all four active column-slices shows that in each case, the
rank of Mcomb is two, and not four. This reduces the dimension of the vector space in each active
column-slice from 32 to 16. Since we have four active columns, the total dimension of the vector space
at the output of the hash function is 64. Furthermore, column i ∈ {0, 1, 2, 3} of the output hash value
depends only on columns 4i of state S38 . It follows that the output difference in the first column i = 0
of the output hash value depends only on the four active differences in columns 0, 4, 8 and 12 of state
S38 , which we denote by a, b, c and d. To get a collision in the first column of the hash function output,
we get the following linear system of equations:
iT
h
iT h
= 00000000 .
Mcomb · a b c d
Since we cannot control the differences a, b, c and d in the following attack, we need to find a solution
for this system of equations by brute-force. However, the brute-force complexity is less than expected
due to the reduced rank of the given matrix. Since the rank is two, 216 solutions exist and a random
difference results in a collision with a probability of 2−16 instead of 2−32 for the first output column.
Since the rank of all four output column matrices is two, we get a collision at the output of the hash
function with a probability of 2−16×4 = 2−64 for the given truncated differential path.
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Figure 2: The truncated differential path to get a collision for 5 rounds of ECHO-256. Black bytes are active, blue and cyan bytes are determined by the
chaining input and padding, red bytes are values computed in the red inbound phase, yellow bytes in the yellow inbound phase and green bytes in the
outbound phase.
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High-Level Outline of the Attack

To find input pairs according to the truncated differential path given in Figure 2, we use a rebound
attack [9] with multiple inbound phases [6, 8]. The main advantage of multiple inbound phases is that
we can first find pairs for each inbound phase independently and then, connect (or merge) the results.
Furthermore, we also use multiple outbound phases and separate the merging process into three different
parts which can be solved mostly independently:
1. First Inbound between S16 and S24 : find 296 partial pairs (yellow and black bytes) with a
complexity of 296 in time and 264 memory.
2. First Outbound between S24 and S31 : filter the previous solutions to get 1 partial pair (green,
yellow and black bytes) with a complexity of 296 in time and 264 memory.
3. Second Inbound between S7 and S14 : find 232 partial pairs (red and black) for each of the first
three BigColumns and 264 partial pairs for the last BigColumn of state S7 with a total complexity of
264 in time and memory.
4. First Part in Merging the Inbound Phases: combine the 2160 solutions of the previous phases
according to the 128-bit SuperMixColumns condition given in [4]. We get 232 partial pairs (black,
red, yellow and green bytes between state S7 and S31 ) with complexity 296 in time and 264 memory.
5. Merge Chaining Input: repeat from Step 1 for 216 times to get 248 solutions for the previous
phases. Compute 2112 chaining values (blue) using 2112 random first message blocks. Merge these
solutions according to the overlapping 20 bytes (red with blue/cyan) in state S7 to get 248 × 2112 ×
2−160 = 1 partial pair with complexity 2112 in time and 248 memory.
6. Second Part in Merging the Inbound Phases: find one partial solution for the first two
columns of state S7 according to the 128-bit condition at SuperMixColumns between S14 and S16
with complexity 264 in time and memory.
7. Third Part in Merging the Inbound Phases: find one solution for all remaining bytes (last two
columns of state S7 ) by fulfilling the resulting 192-bit condition using a generalized birthday attack
with 4 lists. The complexity is 264 in time and memory to find one solution, and 285.3 in time and
memory to find 264 solutions [16].
8. Second Outbound Phase to get Collisions: in a final outbound phase, the resulting differences
at the output of the hash function collide with a probability of 2−64 and we get one collision among
the 264 solutions of the previous step.
The total time complexity of the attack is 2112 and determined by Step 5; the memory complexity is
285.3 and determined by Step 7.
3.4

Details of the Attack

In this section, we describe the each phase of the collision attack on 5 rounds of ECHO-256 in detail.
Note that some phases are also reused in the attacks on the compression function of Section 4.
First Inbound between S16 and S24 . We first search for internal state pairs conforming to the
truncated differential path in round 3 (yellow and black bytes). We start the attack by choosing differences for the active bytes in state S16 such that the truncated differential path of SuperMixColumns
between state S14 and S16 is fulfilled (Section 2.1). We compute this difference forward to state S17
through the linear layers.
We continue with randomly chosen differences of state S24 and compute backwards to state S20 , the
output of the SuperSBoxes. Since we have 64 active S-boxes in this state, the probability of a differential
is about 2−1×64 . Hence, we need 264 starting differences but get 264 solutions for the inbound phase
in round 3 (see [9]). We determine the right pairs for each of the 16 SuperSBox between state S17 and
S20 independently. Using the Differential Distribution Table of the SuperSBoxes, we can find one right
pair with average complexity one. In total, we compute 296 solutions for this inbound phase with time
complexity 296 and memory complexity of at most 264 . For each of these pairs, differences and values
of all yellow and black bytes in round 3 are determined.
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Second Outbound between S24 and S31 . In the outbound phase, we ensure the propagation in
round 4 of the truncated differential path by propagating the right pairs of the previous inbound phase
forwards to state S31 . With a probability of 2−96 , we get four active bytes after MixColumns in state
S31 (green) conforming to the truncated path. Hence, among the 296 right pairs of the inbound phase
between S16 and S24 we expect to find one such right pair.
The total complexity to find this partial pair between S16 and S31 is then 296 . Note that for this
pair, the values and differences of the yellow, green and black bytes between states S16 and S31 can
be determined. Furthermore, note that for any choice of the remaining bytes, the truncated differential
path between state S31 and state S40 is fulfilled.
Second Inbound between S7 and S14 . Here, we search for many pairs of internal states conforming
to the truncated differential path between states S7 and S14 . Note that we can independently search for
pairs of each BigColumn of state S7 , since the four BigColumns stay independent until they are mixed
by the following BigMixColumns transformation between states S15 and S16 . For each BigColumn, four
SuperSBoxes are active and we need at least 216 starting differentials for each one to find the first right
pair.
The difference in S14 is already fixed due to the yellow inbound phase but we can still choose at least
232 differences for each active AES state in S7 . Using the rebound technique, we can find one pair on
average for each starting difference in the inbound phase. Then, we independently iterate through all
232 starting differences for the first, second and third column and through all 264 starting differences for
the fourth column of state S7 . We get 232 right pairs for each of the first three columns and 264 pairs
for the fourth column. The complexity to find all these pairs is 264 in time and memory.
For each resulting right pair, the values and differences of the red and black bytes between states S7
and S14 can be computed. Furthermore, the truncated differential path in backward direction, except
for two cyan bytes in the first states, is fulfilled. In the next phase, we partially merge the right pairs of
the yellow and red inbound phase. But first, we recall the conditions for this merge.
First Part in Merging the Inbound Phases. For each pair of the previous two phases, the values
of the red, yellow and black bytes of state S14 and S16 are fixed. These two states are separated by the
linear SuperMixColumns transformation: taking the first column-slice as an example, we get
MSMC · [A0 x0 x1 x2 A1 x3 x4 x5 A2 x6 x7 x8 A3 x9 x10 x11 ]T

= [B0 B1 B2 B3 y0 y1 y2 y3 y4 y5 y6 y7 y8 y9 y10 y11 ]T ,

where MSMC is the SuperMixColumns transformation matrix, Ai the input bytes determined by the red
inbound phase and Bi the output bytes determined by the yellow inbound phase. All bytes xi and yi
are free to choose. As shown by Jean and Fouque [4], we only get a solution with probability 2−8 for
each column-slice due to the low rank of the MSMC matrix. In [4] (Appendix A), the 8-bit condition
for that particular column-slice that ensures the system to have solutions has been derived and is given
as follows:
2 · A0 + 3 · A1 + A2 + A3 = 14 · B0 + 11 · B1 + 13 · B2 + 9 · B3 .
(1)

Similar 8-bit conditions exist for all 16 column-slices. In total, each right pair of the two (independent)
inbound phases results in a 128-bit condition on the whole SuperMixColumns transformation between
states S14 and S16 .
Remember that we have constructed one pair for the yellow inbound phase and in total, 232 × 232 ×
32
2 × 264 = 2160 pairs for the red inbound phase. Among these 2160 pairs, we expect to find 232 right
pairs which also satisfy the 128-bit condition of the SuperMixColumns between states S14 and S16 . In
the following, we show how to find all these 232 pairs with a complexity of 296 .
First, we combine the 232 × 232 = 264 pairs determined by the two first BigColumns of state S7 in a
list L1 and the 232 × 264 = 296 pairs determined by the last two BigColumns of state S7 in a list L2 . Note
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that the pairs in these two lists are independent. Then, we separate Equation (1) into terms determined
by L1 and terms determined by L2 :
2 · A0 + 3 · A1 = A2 + A3 + 14 · B0 + 11 · B1 + 13 · B2 + 9 · B3 .

(2)

We apply the left-hand side to the elements of L1 and the right-hand side to elements of L2 and sort
L1 according to the bytes to be matched.
Then, we can simply merge (join) these lists to find those pairs which satisfy the 128-bit condition
imposed by the SuperMixColumns and store these results in list L12 = L1 ⊲⊳128 L2 . This way, we get
264 ×296 ×2−128 = 232 right pairs with a total complexity of 296 . We note that the memory requirements
can be reduced to 264 if we do not store the elements of L2 but compute them online. The resulting 232
solutions are partial right pairs for the black, red, yellow and green bytes between state S7 and S31 .

AB

AB

AB

AB

Merge Chaining Input. Next, we need to merge the 232 results of the previous phases with the
chaining input (blue) and the bytes fixed by the padding (cyan). The chaining input and padding
overlap with the red inbound phase in state S7 on 5 × 4 = 20 bytes. This results in a 160-bit condition
on the overlapping blue/cyan/red bytes. To find a pair verifying this condition, we first generate 2112
random first message blocks, compute the blue bytes of state S7 and store the results in a list L3 .
Additionally, we repeat 216 times from the yellow inbound phase but with other starting points4 in
state S24 . This way, we get 216 × 232 = 248 right pairs for the combined yellow and red inbound phases,
which also satisfy the 128-bit condition of SuperMixColumns between states S14 and S16 . The complexity
is 216 × 296 = 2112 . We store the resulting 248 pairs in list L12 .
Next, we merge the lists according to the overlapping 160-bits (L12 ⊲⊳160 L3 ) and get 248 × 2112 ×
2−160 = 1 right pair. If we compute the 2112 message blocks of list L3 online, the time complexity of this
merging step is 2112 with memory requirements of 248 . For the resulting pair, all differences between
states S4 and S33 and all colored byte values (blue, cyan, red, yellow, green and black) between states
S0 and S31 can be determined.

Figure 3: States used to merge the two inbound phases with the chaining values. The merge inbound phase
consists of three parts. Brown bytes show values already determined (first part) and gray values are chosen
at random (second part). Green, blue, yellow and red bytes show independent values used in the generalized
birthday attack (third part) and cyan bytes represent values with the target conditions.

Second Part in Merging Inbound Phases. To completely merge the two inbound phases, we need
to find according values for the white bytes. We use Figure 3 to illustrate the second and third part of
the merge inbound phase. In this figure, we only consider values and therefore, do not show active bytes
(black). Furthermore, all brown and cyan bytes have already been chosen in one of the previous steps.
In the second part of the merge inbound phase, we only choose values for the gray and light-gray bytes.
All other colored bytes show steps of the following merging phase.
4

Until now, we have chosen only 296 out of 2128 differences for this state.
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We first choose random values for all remaining bytes of the two first columns in state S7 (gray
and light-gray) and independently compute the columns forward to state S14 . Note that we need to try
22×8+1 values for AES state S7 [2, 1] to also match the 2-byte (cyan) and 1-bit padding at the input in
AES state S0 [2, 3]. Then, all gray, light-gray, cyan and brown bytes have already been determined either
by an inbound phase, chaining value, padding or just by choosing random values for the remaining free
bytes of the two first columns of S7 . However, all white, red, green, yellow and blue bytes are still free
to choose.
By considering the linear SuperMixColumns transformation, we observe that in each column-slice, 14
out of 32 input/output bytes are already fixed and 2 bytes are still free to choose. Hence, we expect
to get 216 solutions for this linear system of equations. Unfortunately, also for the given position of
already determined 14 bytes, the linear system of equations does not have a full rank. Again, we can
determine the resulting system using the matrix MSMC of SuperMixColumns. As an example, for the
first column-slice, the system is given as follows:
MSMC · [A0 L0 L1 L2 A1 L′0 L′1 L′2 A2 x6 x7 x8 A3 x9 x10 x11 ]T

= [B0 B1 B2 B3 y0 y1 y2 y3 y4 y5 y6 y7 y8 y9 y10 y11 ]T .

The free variables in this system are x6 , . . . , x11 (green). The values A0 , A1 , A2 , A3 , B0 , B1 , B2 , B3
(brown) have been determined by the first or second inbound phase and the values L0 , L1 , L2 (lightgray) and L′0 , L′1 , L′2 (gray) are determined by the choice of arbitrary values in state S7 . We proceed as
before and determine the linear system of equations which needs to have a solution:


3
2
1
1

1
3
2
1

1
1
3
2

3
2
1
1

1
3
2
1



1
1
3
2

h
iT
iT h
= c0 c1 c2 c3 .
· x6 x7 x8 x9 x10 x11

(3)

The resulting linear 8-bit equation to get a solution for this system can be separated into terms
depending on values of Li and on L′i , and we get f1 (Li ) + f2 (L′i ) + f3 (ai , bi ) = 0, where f1 , f2 and f3
are linear functions. For all other 16 column-slices and fixed positions of gray bytes, we get matrices of
rank three as well. In total, we get 16 8-bit conditions and the probability to find a solution for a given
choice of gray and light-gray values in states S14 and S16 is 2−128 . However, we can find a solution to
these linear equations using the birthday effect and a meet-in-the-middle attack with a complexity of
264 in time and memory.
We start by choosing 264 values for each of the first (gray) and second (light-gray) BigColumns in
state S7 . We compute these values independently forward to state S14 and store them in two lists L
and L′ . We also separate all equations of the 128-bit condition into parts depending only on values of
L and L′ . We apply the resulting functions f1 , f2 , f3 to the elements of lists Li and L′i , and merge two
lists L ⊲⊳128 L′ using the birthday effect.
Third part in Merging Inbound Phases. We continue with a generalized birthday match to find
values for all remaining bytes of the state (blue, red, green, yellow, cyan and white of Figure 3). For each
column in state S14 , we independently choose 264 values for the green, blue, yellow and red columns, and
compute them independently backward to S8 . We need to match the values of the cyan bytes of state
S7 , which results in a condition on 24 bytes or 192 bits. Since we have four independent lists with 264
values in state S8 , we can use the generalized birthday attack [16] to find one solution with a complexity
of 2192/3 = 264 in time and memory.
In more detail, we need to match values after the BigMixColumns transformation in the backward
direction. Hence, we first multiply each byte of the four independent lists by the four multipliers of the
InvMixColumns transformation. Then, we get 24 equations containing only XOR conditions on bytes between the target value and elements of the four independent lists, which can be solved using a generalized
birthday attack.
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To improve the average complexity of this generalized birthday attack, we can start with larger lists
for the green, blue, yellow and red columns in state S14 . Since we need to match a 192-bit condition, we
can get 23 · x × 2−192 = 2x solutions with a time and memory complexity of max{264 , 2x } (see [16] for
more details). Note that we can even find solutions with an average complexity of 1 using lists of size
296 . Each solutions of the generalized birthday match results in a valid pair conforming to the whole
5-round truncated differential path.
Second Outbound Phase to get Collisions. For the collision attack on 5 rounds, we start the
generalized birthday attack of the previous phase with lists of size 285.3 . This results in 23 · 85.3 × 2−192 =
264 solutions with a time and memory complexity of 285.3 , or with an average complexity of 221.3 per
solution. These solutions are propagated outwards in a second, independent outbound phase. Since the
differences at the output collide with a probability of 2−64 , we expect to find one pair which collides
at the output of the hash function. The time complexity is determined by merging the chaining input
and the memory requirements by the generalized birthday attack. To summarize, the complexity to
find a collision for 5 rounds of the ECHO-256 hash function is given by about 2112 compression function
evaluations with memory requirements of 285.3 .

4

Distinguisher on the 7-round ECHO-256 Compression Function

In this section, we detail our distinguisher on 7 rounds in the known-salt model. First, we show how
to obtain partial solutions that verify the path from the state S6 to S23 with an average complexity of
264 in time, as we obtain 264 solutions with a cost of 2128 . These partial solutions determine also the
values of the blue bytes (in Figure 4). Next, we show how to do the same for the yellow part of the path
from S30 to S47 . Finally, we explain how to merge these partial solutions for finding one that verifies
the whole path.
4.1

Finding pairs between S6 and S23

We explain here how to find 264 solutions for the blue part with a cost of 2128 in time and 264 in memory.
This is done with a stop-in-the-middle algorithm similar to the one presented in [11] for improving the
time complexity of the ECHO-256 distinguisher. This algorithm has to be adapted to this particular
situation, where all the active states belong to the same BigColumn.
We start by fixing the difference in S8 to a chosen value, so that the transition between S6 and S8
is verified. We fix the difference in the active diagonals of the two AES-states S23 [0, 0] and S23 [3, 1] to
a chosen value.
From state S8 to S13 , we have four different SuperSBox groups involved in the active part. From
states S16 to S22 , we have 4 × 4 SuperSBox groups involved (4 per active AES state). Those 16 groups,
as well as the 4 previous ones, are completely independent from S16 to S22 (respectively from S8 to
S13 ). From the known difference in S8 , we build four lists of values and differences in S13 : each list
corresponds to one of the four SuperSBox groups. Each list is of size 232 because once we know the input
difference, we try all the possible 232 possible values and then we can compute the values and differences
in S13 (as we said, the four groups are independent in this part of the path). In the sequel, those lists
are denoted L0A , L1A , L2A and L3A .
There are 64 bits of differences not yet fixed in S23 . Each active diagonal only affects the AES
state where it is in, so we can independently consider 232 possible differences for one diagonal and 232
differences for the other. We can now build the 16 lists corresponding to the 16 SuperSBox groups as we
did before, but considering that: the 8 lists corresponding to 8 groups of the two AES states S16 [0, 0]
and S16 [3, 0], as they have their differences in S22 already fixed, have a size of 232 (corresponding to the
possible values for each group). These are the lists Li0,0 and Li3,0 , with i ∈ [0, 3] that represents the ith
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Figure 4: Differential path for the seven-round distinguisher.
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independently. Next, we go through the 264 possible differences of the two first diagonals (diagonals 0
and 1) of the active AES state in S15 . For each one of these 264 possible differences:
– The associated differences in the two same diagonals in the four active AES states of S16 can be
computed. Consequently, we can check in the previously computed ordered lists Lij,0 with j ∈ [0, 3]
and i ∈ [0, 1] where we find this difference5 . For j ∈ {0, 3}, on average, we obtain one match on each
one of the lists L00,0 , L10,0 , L03,0 and L13,0 . For j ∈ {1, 2}, we obtain 232 matches, one for each of the
232 possible differences in the associated diagonals in S23 . That is 232 matches for L01,0 and L11,0 ,
where a pair of values formed by one element of each list is only valid if they were generated from
32
the same difference in S23 . Consequently, we can construct the list L0,1
where we store
1,0 of size 2
the values and differences of those two diagonals in the AES state S16 [1, 0] as well as the difference
in S23 from which they were generated. Repeating the process for L02,0 and L12,0 , we construct the
0,1
0,1
32
list L0,1
2,0 of size 2 . We can merge the lists L1,0 , L2,0 and the four fixed values for differences and
0
values obtained from the matches in the lists L0,0 , L10,0 , L03,0 and L13,0 , corresponding to the AES
states S16 [0, 0] and S16 [3, 0]. This generates the list L0,1 of size 264 . Each element of this list contains
the values and differences of the two diagonals 0 and 1 of the four active AES states in S16 . As we
have all the values for the two first diagonals in the four AES states, for each one of these elements,
we compute the values in the two first diagonals of the active state in S15 by applying the inverse
of BigMixColumns. We order them according to these values.
– Next, we go through the 264 possible differences of the two next diagonals (diagonals 2 and 3) of
the active AES state in S15 . For each one of these 264 possible differences:
• All the differences in the AES state S13 [0, 0] are determined. We check in the lists L0A , L1A ,
L2A and L3A if we find a match for the differences. We expect to find one in each list and this
determines the values for the whole state S15 [0, 0] (as the elements in these lists are formed
by differences and values). This means that the value of the active AES state in S15 is also
completely determined. This way, we can check in the previously generated list L0,1 if the
correct value for the two diagonals 0 and 1 appears. We expect to find it once.
• As we have just found a valid element from L0,1 , it determines the differences in the AES states
S23 [1, 0] and S23 [2, 0] that were not fixed yet. Now, we need to check if, for those differences
in S23 , the corresponding elements in the four lists Li1,0 , Li2,0 for i ∈ [2, 3] that match with
the differences fixed in the diagonals 2 and 3 of S15 6 , satisfy the values in S15 that were also
determined by the lists LiA . This occurs with probability 2−64 .
All in all, the time complexity of this algorithm is 264 · (264 + 264 ) = 2129 with a memory requirement
of 264 . The resulting expected number of valid pairs is 264 · 264 · 264 · 2−64 · 2−64 = 264 .
4.2

Finding pairs between S30 and S47

In quite the same way as the previous section, we can find solutions for the yellow part with an average
cost of 264 . To do so, we take into account the fact that the MixColumns and BigMixColumns transformations commute. So, if we exchange their positions between states S39 and S40 , we only have one
active AES state in S39 . We fix the differences in S47 and in two AES states, say S32 [0, 0] and S32 [1, 1],
and we still have 232 possible differences for each of the two remaining active AES states in S32 . Then,
the lists LiA are generated from the end and contain values and differences from S40 . Similarly, the lists
Lij,j contain values and differences from S38 . We can apply the same algorithm as before and obtain 264
solutions with a cost of 2128 in time and 264 in memory.
5
6

i is either 0 or 1 because we are just considering the two first diagonals.
We expect one match per list.
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Merging solutions

In this section, we explain how to get a solution for the whole path. As explained in our Section 4.1,
we can find 264 solutions for the blue part, that have the same difference for the active AES states of
columns 0 and 1 in S23 . We obtain 264 solutions from a fixed value for the differences in S8 and the AES
states S23 [0, 0] and S23 [3, 1]. Repeating this process for the 232 possible differences in S8 , we obtain in
total 296 solutions for the blue part with the same differences in the columns 0 and 1 in S23 . The cost
of this step is 2160 in time and 296 in memory.
The same way, using the algorithm explained in Section 4.2, we can also find 296 solutions for the
yellow part, that have the same difference value for the AES active states of columns 0 and 1 in S32
(we fix the difference value of this two columns in S32 , and we try all the 232 possible values for the
difference in S47 ). The cost of this step is also 2160 in time and 296 in memory.
Now, from the partial solutions obtained in the previous steps, we want to find a solution that verifies
the whole differential path. For this, we want to merge the solutions from S23 with the solutions from
S32 . We know that the differences of the columns 0,1 of S24 and S31 are fixed. Hence, from S24 to S31 ,
there are four AES states for which we know the input difference and the output difference, as they are
fixed7 . We can then apply a variant of the SuperSBox [3, 6] technique in these four AES states: it fixes
the possible values for the active diagonals of those states.
The differences in the other four AES states in S24 that are fixed are associated to other differences
that are not fixed 8 . There are 264 possible differences, each one associated to 232 solutions for S32 -S47
given by the solutions that we found in the second step. For each one of these 264 possible differences,
one possible value is associated by the SuperSBox. When computing backwards these values to state
S24 , as we have also the values for the other four AES states of the columns 0 and 1 that are also fixed
(in the third step), we can compute the values for these two columns in S23 , and we need 32 × 2 bit
conditions to be verified on the values. So for each one of the 264 possible differences in S31 , we obtain
296−64 = 232 that verify the conditions on S23 . In total, we have 264+32 = 296 possible partial matches.
For each of the 264 possible differences in S31 , its associated 232 possible partial matches also need
to verify the 128-bit condition in S30 -S32 at the SuperMixColumns layer [4] and the remaining 2 × 32
bit conditions on the values of S23 . Since for each of the 264 differences we have 232 possible associated
values in S32 , the probability of finding a good pair is 296−128−64+32 = 2−64 .
If we repeat this merging procedure 264 times, namely for 232 differences in the columns 0 and 1 of
S23 and for 232 differences in the columns 0 and 1 of S32 , we should find a solution. We then repeat
the procedure for the cross product of the 232 solutions for each side. As we do not want to compute
them each time that we use them, as it would increase the time complexity, we can just store the
264+32+32 = 2128 solutions for the first part and use the corresponding ones when needed, while the
second part is computed in sequence. The complexity would be: 2192 + 2192 + 296+64 in time and 2128
in memory. So far, we have found a partial solution for the differential part for rounds from S6 to S48 .
We still have the passive bytes to determine and the condition to pass from S50 to S51 to verify. This
can be done exactly as in the second and third part of the merge inbound phase of Section 3.4 with no
additional cost.
Moreover, since we can find x solutions with complexity max{x, 296 } in time and 296 memory for
the (independent) merge inbound phase, we can get x < 2193 solutions with time complexity 2193 +
max{x, 296 } ∼ 2193 and 2128 memory. We need only 296 of these solutions to pass the probabilistic
propagation in the last round from S50 to S51 . Hence, we can find a complete solution for the whole
path with a cost of about 2193 in time and 2128 in memory. Furthermore, with a probability of 2−128 ,
the input and output differences in S0 and S48 collide in the feed-forward and BigFinal transformation.
Therefore, we can also generate free-start collisions for 6 rounds of the compression function with a time
complexity of 2193 + 2128 ∼ 2193 and 2128 memory.
7
8

S24 [0, 0], S24 [0, 1], S24 [1, 1], S24 [3, 0] correspond to S31 [0, 0], S31 [0, 1], S31 [1, 0], S31 [3, 1], respectively.
S24 [1, 0], S24 [2, 0], S24 [2, 1], S24 [3, 1] correspond to S31 [1, 3], S31 [2, 2], S31 [2, 3], S31 [3, 2].
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Conclusions

In this work, we have presented new results on the second-round candidate of the SHA-3 competition
ECHO-256 that improve considerably the previous published cryptanalysis. Our analysis are based on
multi-inbound rebound attacks and are summarized in Table 1. The main results are a 5-round collision
of the hash function and a 7-round distinguisher of its compression function. All of our results take
into account the condition observed in [4], which is needed to merge the results of multiple inbound
phases, and satisfy it. The 7-round distinguisher on the compression function uses the stop-in-the-middle
algorithms proposed in [10].
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Abstract. In this paper, we identify higher-order differential and zero-sum properties in the full
Keccak-f permutation, in the Luffa v1 hash function and in components of the Luffa v2 algorithm.
These structural properties rely on a new bound on the degree of iterated permutations with a nonlinear layer composed of parallel applications of a number of balanced Sboxes. These techniques yield
zero-sum partitions of size 21575 for the full Keccak-f permutation and several observations on the
Luffa hash family. We first show that Luffa v1 applied to one-block messages is a function of 255 variables with degree at most 251. This observation leads to the construction of a higher-order differential
distinguisher for the full Luffa v1 hash function, similar to the one presented by Watanabe et al. on a
reduced version. We show that similar techniques can be used to find all-zero higher-order differentials
in the Luffa v2 compression function, but the additional blank round destroys this property in the hash
function.

Keywords. Hash functions, degree, higher-order differentials, zero-sums, SHA-3.

1

Introduction

The algebraic degrees of some hash function proposals and of their building blocks have been studied
for analyzing their security. In particular, the fact that some inner primitive in a hash function has
a relatively low degree can often be used to construct higher-order differential distinguishers, or
zero-sum structures. This direction has been investigated in [1,13,3] for three SHA-3 candidates,
Luffa, Hamsi and Keccak. Here, we show how to deduce a new bound for the degree of iterated
permutations for a special category of SP-networks. This category includes functions that have
for non-linear layer, a number of smaller balanced Sboxes. This class of functions is though quite
general: it includes functions with a large number of small Sboxes (e.g. Sboxes operating on 3
or 4 bits), but it also includes any nonlinear permutation which can be decomposed as several
independent Sboxes, even of large size. Our new bound shows in particular that, when it is iterated,
the degree of the function grows in a much smoother way than expected when it approaches the
number of variables.
For instance, this new bound enables us to find zero-sum partitions for the full inner permutations of the hash functions Keccak [2] and for the Luffa v1 hash function [5]. Furthermore,
by applying a technique similar to that used in [13], and by combining it with the results given
by the new bound, we show that the degree of the Luffa v2 compression function [6] is slightly
lower than expected. This also enables us to find distinguishers for the Qj permutations and for
the compression function of Luffa v2. These results do not seem to affect the security of Luffa v2,
but are another confirmation of the fact that the internal components of Luffa do not behave as
ideal random functions.
⋆

Partially supported by the French Agence Nationale de la Recherche through the SAPHIR2 project under Contract
ANR-08-VERS-014.
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The rest of the paper is organized as follows. In Section 2, a new bound on the degree of iterated
permutations is presented when the nonlinear layer consists of several parallel applications of smaller
balanced Sboxes. Section 3 recalls how a low algebraic degree can be exploited for mounting higherorder differential distinguishers and zero-sum distinguishers. An application to the full Keccak-f
permutation is presented in Section 4, while applications to the Luffa hash family are described in
Section 5.

2

A new bound on the degree of some iterated permutations

In the whole paper, the addition in Fn2 , i.e. the bitwise exclusive-or will be denoted by +, while ⊕
will be used for denoting the direct sum of subspaces of Fn2 .
A Boolean function f of n variables is a function from Fn2 into F2 . It can be expressed as a
polynomial, called algebraic normal form. The degree of f , denoted by deg(f ), is the degree of its
algebraic normal form. Moreover, the degree of a vectorial function F from Fn2 into Fm
2 is defined
as the highest degree of its coordinates. The Hamming weight of a Boolean function, f , is denoted
by wt(f ). It corresponds to the number of x such that f (x) = 1. Any function F from Fn2 into Fm
2
n−m preimages under F .
is said to be balanced if each element in Fm
has
exactly
2
2
In this paper, we are interested in estimating the degree of a composed function G◦F . Obviously,
we can bound the degree of the composition G ◦ F by deg(G ◦ F ) ≤ deg(G)deg(F ). Though, this
trivial bound is often very little representative of the true degree of the permutation, in particular
if we are trying to estimate the degree after a high number of rounds. A first improvement of the
trivial bound was provided by Canteaut and Videau [7] when the values occurring in the Walsh
spectrum of F are divisible by a high power of 2, i.e. if the values wt(ϕb ◦ F + ϕa ) for all a ∈ Fn2
and b ∈ Fm
2 are divisible by a high power of 2, where ϕa denotes the linear function x 7→ a · x.
Theorem 1. [7] Let F be a function from Fn2 into Fn2 such that all values
wt(ϕb ◦ F + ϕa ), a, b ∈ Fn2 , b 6= 0
are divisible by 2ℓ , for some integer ℓ. Then, for any G : Fn2 → Fn2 , we have
deg(G ◦ F ) ≤ n − 1 − ℓ + deg(G).
In particular, this result applies to the functions composed of a nonlinear layer followed by a
linear permutation, where the nonlinear layer is defined by the concatenation of m smaller balanced
Sboxes S1 , . . . , Sm , defined over Fn2 0 , n0 ≥ 2. Indeed, since all elements wt(ϕb ◦ Si + ϕa ) for all
smaller functions S1 , . . . , Sm are divisible by 2, then we deduce that, for the whole permutation,
wt(ϕb ◦ F + ϕa ) is divisible by 22m−1 . We will show here how this bound can be further improved
in this particular case. The result mainly comes from the following observation.
Proposition 1. Let F be a balanced function from Fn2 into Fm
2 , and let k be an integer with 1 ≤
k ≤ m. Then, all products of k coordinates of F have the Hamming weight 2n−k .
In particular, if k < n, the product of any k coordinates of F has degree at most (n − 1).
Proof. Let (f1 , . . . , fm ) denote the coordinates of F . Let I be any subset of {1, . . . , m} of size k, and
let FI be the function from Fn2 into Fk2 whose coordinates are the fi , i ∈ I. Since FI is balanced, the
multiset {FI (x), x ∈ Fn2 } consists of all elements in Fk2 , each one with multiplicity 2n−k . Therefore,
there exist exactly 2n−k values of x such that FI (x) is the all-one vector, or equivalently such that
Q
⋄
i∈I fi = 1.
From the last part of Proposition 1, we deduce the following theorem.
2
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Theorem 2. Let F be a function from Fn2 into Fn2 corresponding to the concatenation of m smaller
Sboxes, S1 , . . . , Sm , defined over Fn2 0 . Let δk be the maximal degree of the product of any k coordinates of anyone of these smaller Sboxes. Then, for any function G from Fn2 into Fℓ2 , we have
n − deg(G)
,
γ

deg(G ◦ F ) ≤ n −

(1)

where

n0 − i
.
1≤i≤n0 −1 n0 − δi
Most notably, if all Sboxes are balanced, we have
γ=

max

n − deg(G)
.
n0 − 1

deg(G ◦ F ) ≤ n −

Moreover, if n0 ≥ 3 and all Sboxes are balanced functions of degree at most n0 − 2, we have
n − deg(G)
,
n0 − 2

deg(G ◦ F ) ≤ n −

Proof. Let us denote by π the product of d output coordinates of F . Some of the coordinates
involved in π may belong to the same Sbox. Then, for any i, 1 ≤ i ≤ n0 , we denote by xi the
integer corresponding to the number of Sboxes for which exactly i coordinates are involved in π.
Obviously, we have
n0
X
δi xi
deg(π) ≤ max
(x1 ,...,xn0 )

i=1

where the maximum is taken over all vectors (x1 , . . . , xn0 ) satisfying
n0
X

ixi = d and

n0
X
i=1

i=1

xi ≤ m .

Then, we have
γ deg(π) − d ≤ γ

n0
X
i=1

δi xi −

n0
X

≤ (γ − 1)n0 xn0 +
≤ (γ − 1)n0

n0
X

xi
i=1
nX
0 −1

≤ (γ − 1)n −
≤ (γ − 1)n ,

ixi

i=1

i=1

nX
0 −1

(γδi − i)xi

i=1
nX
0 −1

−

i=1

((γ − 1)n0 − γδi + i)xi

((γ − 1)n0 − γδi + i)xi

where the last inequality comes from the fact that all coefficients in the sum are positive. Actually,
we have
(γ − 1)n0 − γδi + i = γ(n0 − δi ) − (n0 − i) ≥ 0
by definition of γ. Thus, since γ deg(π) − d ≤ (γ − 1)n, we deduce that
γ (n − deg(π)) ≥ n − d .
3
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Now, we first show that, if all Sboxes are balanced, then γ ≤ n0 − 1. Indeed, for any 1 ≤ i ≤ n0 − 1,
we have
n0 − 1
n0 − i
≤
,
n0 − δi
1
since we know from Proposition 1 that the degree of the product of (n0 − 1) coordinates of a
balanced n0 × n0 Sbox cannot be equal to n0 , and thus δi ≤ n0 − 1. Also, we can prove that, if the
degrees of all Sboxes satisfy deg S < n0 − 1, then γ ≤ n0 − 2. Indeed, for i = 1, we have
n0 − 1
n0 − 1
n0 − i
≤ n0 − 2
=
≤
n0 − δi
n0 − δ1
2
since n0 ≥ 3. Similarly, for any i, 2 ≤ i < n0 , we have δi ≤ n0 − 1, impling that
n0 − i
≤ n0 − i ≤ n0 − 2 .
n0 − δi
⋄
It is worth noticing that Bound (1) and the trivial bound are in some sense symetric. Indeed,
we have


n − deg(G ◦ F )
δi
n0 − i −1
deg(G ◦ F )
.
≤ max
and
≥ max
1≤i<n0 i
1≤i<n0 n0 − δi
deg G
n − deg G
In other words, when representing deg(G ◦ F ) as a function of deg G, the trivial bound states that
the degree of G ◦ F is upper-bounded by a line through the origin with coefficient deg F . When
representing the ”degree deficiency” (n−deg(G◦F )) as a function of (n−deg G), (1) states that the
degree deficiency of G ◦ F is lower-bounded by a line through the origin with coefficient γ −1 . This
can be observed on Figure 1 where the parameters correspond to the inverse of Keccak permutation.
1600
1400
1200
1000

trivial bound
bound from [8]
new bound

deg(G ◦ F )800
600
400
200
0
0

200

400

600

800

1000

1200

1400

1600

deg G
Fig. 1. Evolution of the degree of G ◦ F where F is a 1600-variable function composed of 320 cubic permutations
over F52 corresponding to the inverse of Keccak χ function.

3
3.1

Distinguishing properties related to the algebraic degree
Higher-order derivatives

The algebraic degree of a permutation F provides some particular distinguishers, which correspond
to the values of any derivative of F with respect to a subspace of Fn2 with dimension (deg(F ) + 1).
This result comes from the following property of higher-order derivatives of a function.
4
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n
Definition 1. [12] Let F be a function from Fn2 into Fm
2 . For any a ∈ F2 the derivative of F with
respect to a is the function Da F (x) = F (x + a) + F (x). For any k-dimensional subspace V of Fn2
and for any basis of V , {a1 , . . . , ak }, the k-th order derivative of F with respect to V is the function
defined by
X
DV F (x) = Da1 Da2 . . . Dak F (x) =
F (x + v), ∀x ∈ Fn2 .
v∈V

It is well-known that the degree of any first-order derivative of a function is strictly less than the degree of the function. This simple remark, which is exploited in higher-order differential attacks [10],
implies that for every subspace V of dimension (deg F + 1),
DV F (x) =

X

F (x + v) = 0,

v∈V

3.2

for every x ∈ Fn2 .

Zero-sum structures

The existence of zero-sum structures is a distinguishing property which has been recently investigated by Aumasson and Meier [1], Knudsen and Rijmen [11] and by Boura and Canteaut [3].
Definition 2. Let F be a function from Fn2 into Fm
2 . A zero-sum for F of size K is a subset
n
{x1 , . . . , xK } ⊂ F2 of elements which sum to zero and for which the corresponding images by F
also sum to zero, i.e.,
K
K
X
X
F (xi ) = 0 .
xi =
i=1

i=1

It has been shown in [3] that any function from Fn2 into Fm
2 has zero-sums of size less than or
equal to 5. However, when F is a permutation over Fn2 , a much stronger property, named zero-sum
partition, can be investigated.
Definition 3. Let P be a permutation from Fn2 into Fn2 . A zero-sum partition for P of size K = 2k
is a collection of 2n−k disjoint zero-sums Xi = {xi,1 , . . . , xi,2k } ⊂ Fn2 i.e.,
n−k
2[

i=1

k

k

Xi =

Fn2

and

2
X
j=1

xi,j =

2
X
j=1

P (xi,j ) = 0, ∀1 ≤ i ≤ 2n−k .

Here, we focus on the search for zero-sum partitions coming from structural properties of the
permutation P , when P is an iterated permutation of the form
P = Rr ◦ . . . ◦ R1 ,
where all Ri are simpler permutations over Fn2 , named the round permutations. The fact that the
permutation used in a hash function does not depend on any secret parameter allows to exploit the
previous property starting from the middle, i.e., from an intermediate internal state. This property
was used by Aumasson and Meier [1] and also by Knudsen and Rijmen in the case of a known-key
property of a block cipher [11]. The only information needed for finding such zero-sums on the
iterated permutation using this first approach is an upper bound on the algebraic degrees of both
the round transformation and its inverse.
More precisely, we consider P = Rr ◦. . . ◦R1 , and we choose some integer t, 1 ≤ t ≤ r. We define
the following functions involved in the decomposition of P : Fr−t consists of the last (r − t) round
transformations, i.e., Fr−t = Rr ◦ . . . ◦ Rt+1 and Gt consists of the inverse of the first t round
5
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transformations, i.e., Gt = R1−1 ◦ . . . ◦ Rt−1 . Then, as detailed in [1] and in [3], we can find many
zero-sum partitions for P of size 2d+1 where d = max(deg(Fr−t ), deg(Gt )).
Besides the degree of the round transformation, it has been shown in [3] that some properties
of the linear layer in the round transformation may also be exploited for constructing zero-sum
partitions, in particular when the nonlinear layer of the round transformation consists of parallel
applications of smaller functions defined over Fn2 0 . In the following, we denote by Bi , 0 ≤ i < m,
the n0 -dimensional subspaces corresponding to the inputs of these smaller Sboxes, i.e.,
Bi = hen0 i , . . . , en0 i+n0 −1 i
where e0 , . . . , en−1 denotes the canonical basis of Fn2 and where the positions of the n bits in the
internal state are numbered such that the n0 -bit Sboxes apply on n0 consecutive input variables.
Then, it was shown in [3] that it is possible to extend a number of zero-sum partitions that have
been found for t rounds, to t + 1 rounds, without increasing the complexity.
Proposition 2. [3] Let d1 and d2 be such that deg(Fr−t−1 ) ≤ d1 and deg(Gt ) ≤ d2 . Let us decompose the round transformation after t rounds into Rt+1 = A2 ◦ χ ◦ A1 where both A1 and A2 have
n0
degree 1 and χ corresponds to the concatenation
of m

 smaller permutations defined over F2 . Let
I be any subset of {0, . . . , m − 1} of size (d + 1)/n0 , let
M
V =
Bi
i∈I

and W be its complement. Then, the sets
Xa = {(Gt ◦ A−1
1 )(a + z), z ∈ V }, a ∈ W


form a zero-sum partition of Fn2 of size 2k , with k = n0 d+1
n0 , for the r-round permutation P .

It is worth noticing that the zero-sum partitions deduced from this proposition correspond
to a structural property which can be described by means of some close formula. This implies
for instance that they can be used for proving that some given permutations do not satisfy the
expected property, and this may only require the evaluation of the permutation on a few sets Xi .
In this sense, they differ from the zero-sum partitions found by a generic algorithm since all generic
algorithms known so far require the evaluation of the permutation at almost all points (see [3] for
a discussion on generic algorithms for finding zero-sums and zero-sum partitions).

4
4.1

Application to the Keccak-f permutation
The Keccak-f permutation

Keccak [2] is one of the fourteen hash functions selected for the second round of the SHA-3
competition. Its mode of operation is the sponge construction. The inner primitive in Keccak is
a permutation, composed of several iterations of very similar round transformations. Within the
Keccak-family, the SHA-3 candidate operates on a 1600-bit state, which is represented by a 3dimensional binary matrix of size 5 × 5 × 64. Then, the state can be seen as 64 parallel slices, each
one containing 5 rows and 5 columns. The permutation in Keccak is denoted by Keccak-f [b],
where b is the size of the state. So, for the SHA-3 candidate, b = 1600.
The number of rounds in Keccak-f [1600] was 18 in the original submission, and it has been
updated to 24 for the second round. Every round R consists of a sequence of 5 permutations
modifying the state:
R = ι ◦ χ ◦ π ◦ ρ ◦ θ.
6
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The functions θ, ρ, π, ι are transformations of degree 1 providing diffusion in all directions of the
3-dimensional state. Then, keeping the same notation as in the previous section, we have A1 =
π ◦ ρ ◦ θ, which is linear and A2 = ι, which corresponds to the addition of a constant value.
Therefore, the linear part of A = A1 ◦ A2 corresponds to L = π ◦ ρ ◦ θ. The nonlinear layer, χ, is
a quadratic permutation which is applied to each row of the 1600-bit state. In other words, 320
parallel applications of χ0 are implemented in order to provide confusion. The inverse permutation,
denoted by χ−1 , is a permutation of degree 3.
4.2

Zero-sum partitions for the full Keccak-f permutation

We apply here Theorem 2 to the Keccak-f round permutation, which is denoted by R. For any
F,
n − deg(F )
deg(F ◦ R) = deg(F ◦ χ) ≤ n −
3
and
n − deg(F )
deg(F ◦ R−1 ) = deg((F ◦ L−1 ) ◦ χ−1 ) ≤ n −
3
by using that the inverse of χ has degree 3. By combining this bound with the trivial bound, we
get the bound presented in Table 1 on the degree of several iterations of the round permutation
of Keccak-f and of its inverse. With this new bound, we can use the technique presented in
Table 1. Upper bounds on the degree of several rounds of Keccak-f and of its inverse (the results in bold are
obtained with the new bound, while the other ones correspond to the trivial bound).

# rounds
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

forward
bound on deg(Rr )
2
4
8
16
32
64
128
256
512
1024
1408
1536
1578
1592
1597
1599

# rounds
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

backward
bound on deg(R−r ) bound on deg(R−r ) using [8]
3
3
9
9
27
27
81
81
243
243
729
729
1309
1164
1503
1382
1567
1491
1589
1545
1596
1572
1598
1586
1599
1593
1599
1596
1599
1598
1599
1599

Proposition 2 for finding zero-sum partitions for the full Keccak-f permutation. Namely, we
consider the intermediate states after the linear layer L = π ◦ ρ ◦ θ in the 11-th round. Let us
corresponding to a collection of 318 rows (out of the 320), implying
choose any subspace V in F1600
2
dim V = 1590. Then, the sets
Xa = {(G10 ◦ L−1 )(a + z), z ∈ V }, a ∈ F1600
,
2
where G10 denotes the inverse of the first 10 rounds, form a zero-sum partition of size 21590 for the
full Keccak-f permutation. This comes directly from Proposition 2 and from the fact that the
7
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inverse of the first 10 rounds of the permutation have degree at most 1589 < dim V , and that the
last 13 rounds have degree at most 1578 < dim V.
Recently, Duan and Lai [8] have observed that the inverse of χ has the following remarkable
property: the product of any 2 components of χ−1 has degree at most 3 (instead of 4 which is the
bound obtained with Proposition 1). Then, we deduce that the value of the coefficient γ for χ−1
involved in Theorem 2 is γ = 2 since δ2 = 3. By using this particular property of χ−1 , the previous
result can be improved as follows: for any F ,
deg(F ◦ R−1 ) = deg((F ◦ L−1 ) ◦ χ−1 ) ≤ n −

n − deg(F )
.
2

This leads to the new bound on several iterations of R−1 as presented in the last column of Table 1.
Now, by choosing the intermediate states after the linear layer on the 12-th round of Keccak-f in
any subspace V corresponding to a collection of 315 rows, we obtain a zero-sum partition for the
full 24-round Keccak-f permutation of size 21575 . This comes from the fact that the inverse of the
first 11 rounds have degree at most 1572 < dim V and that the last 12 rounds have degree at most
1536 < dim V .

5
5.1

Application to the hash function Luffa
The Luffa hash function

The Luffa hash function [5,6] is also a Round-2 candidate of the NIST SHA-3 competition. Its mode
of operation is based on a variant of the sponge design. The internal state in Luffa consists of w
256-bit words where w equals 3, 4 and 5 for the output lengths 256, 384 and 512 bits respectively. At
each iteration, a 256-bit message block is processed by applying a linear message injection function
MI. Then, a permutation is applied to the output as follows: the state is split into w 256-bit words
and w parallel 256-bit permutations Qj are applied to each word independently.

Fig. 2. The Luffa construction

The internal state of each permutation Qj is now divided in 8 words of 32 bits, denoted by
a0 , . . . , a7 . Each permutation consists of an input tweak applied only once at the beginning of
each permutation and 8 rounds of a round transformation Step. The Step function consists of
a nonlinear transformation called SubCrumb, a linear transformation MixWord and an addition of
constants AddConstant. The nonlinear part SubCrumb consists of 64 parallel applications of a 4 × 4
cubic permutation.
Finally, a finalization step is applied. It consists of several iterations of a blank round with
fixed message 0x0...00 followed by a linear output function OF. In Luffa v1, a blank round with
message block 0x0...00 is applied at the beginning of the finalization, only if the number of padded
8
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Fig. 3. The Step function

message blocks is strictly greater than one. In Luffa v2 such a blank round is always applied, in
order to prevent higher-order differential attacks.
The SubCrumb Permutation. The input of every Sbox has four bits, every one coming from a
different word ak : S substitutes the ℓ-th bits of a0 , a1 , a2 , a3 (or a4 , a5 , a6 , a7 ) by a 4 × 4 Sbox of
degree 3. The Sbox used in the original submission, Luffa v1, was
S1 [16] = {7, 13, 11, 10, 12, 4, 8, 3, 5, 15, 6, 0, 9, 1, 2, 14} ,
but the terms of degree 3 in the first three coordinates of this Sbox are similar. This property has
been exploited in [13] for showing that the degree of Qj does not grow as expected. In particular,
Qj reduced to 5 rounds out of 8 has degree at most 130, and the sum of the first two coordinates
of Qj after 6 rounds has degree at most 214. In order to avoid these unsuitable properties, the
designers have modified the Sbox according to the strategy detailed in [4]. The new Sbox used in
Luffa v2, is then
S2 [16] = {13, 14, 0, 1, 5, 10, 7, 6, 11, 3, 9, 12, 15, 8, 2, 4} ,
and the algebraic normal forms of its outputs are
y 0 = 1 + x0 + x1 + x1 x2 + x0 x3 + x1 x3 + x0 x1 x3 + x0 x2 x3
y 1 = x0 + x3 + x0 x1 + x1 x2 + x0 x3 + x1 x3 + x0 x1 x3 + x0 x2 x3
y 2 = 1 + x1 + x3 + x0 x2 + x1 x2 + x1 x3 + x2 x3 + x0 x1 x2 + x0 x1 x3
y 3 = 1 + x1 + x2 + x0 x3 + x0 x2 + x1 x2 + x1 x3 + x2 x3 + x0 x1 x2 + x0 x1 x3
Then the substitution by S is given by
b3,ℓ ||b2,ℓ ||b1,ℓ ||b0,ℓ = S[a3,ℓ ||a2,ℓ ||a1,ℓ ||a0,ℓ ],

b7,ℓ ||b6,ℓ ||b5,ℓ ||b4,ℓ = S[a7,ℓ ||a6,ℓ ||a5,ℓ ||a4,ℓ ],

0 ≤ ℓ < 32,

0 ≤ ℓ < 32.

in Luffa v1. In Luffa v2, the order of the last four input words is modified when entering the Sbox
in order to break the symmetries exploited in [13]:
b3,ℓ ||b2,ℓ ||b1,ℓ ||b0,ℓ = S[a3,ℓ ||a2,ℓ ||a1,ℓ ||a0,ℓ ],

b4,ℓ ||b7,ℓ ||b6,ℓ ||b5,ℓ = S[a4,ℓ ||a7,ℓ ||a6,ℓ ||a5,ℓ ],
9

0 ≤ ℓ < 32,

0 ≤ ℓ < 32.
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The MixWord Permutation. MixWord is a linear permutation of two words. If z0 , . . . , z7 are the 8
words of the state after the application of Step we have that
(z0 , z4 ) = MixWord(b0 , b4 ),
(z1 , z5 ) = MixWord(b1 , b5 ),
(z2 , z6 ) = MixWord(b2 , b6 ),
(z3 , z7 ) = MixWord(b3 , b7 ).
5.2

Algebraic degree of the Qj permutation and its inverse

We now show that the approach used in [13] still applies to some extent to the Luffa v2 nonlinear
function, and that this approach can be combined with Theorem 2 in order to find a new upper
bound on the degree of several iterations of the Step function.
The remarkable property comes from the fact that the sum of the four coordinates of S2 has
degree 2 only: indeed, we deduce from the algebraic normal forms of the coordinates of S2 that
d = y 0 + y 1 + y 2 + y 3 = 1 + x1 + x2 + x0 x1 + x0 x3 .
 
Let ari = ari,ℓ

denote the output words of r rounds of Step, and let dr0,ℓ (resp. dr4,ℓ ) denote

0≤ℓ<32
ar1,ℓ + ar2,ℓ

the sum ar0,ℓ +
+ ar3,ℓ (resp. ar4,ℓ + ar5,ℓ + ar6,ℓ + ar7,ℓ ). Now, let us consider the sum of any
two distinct monomials of degree 3 in 4 variables. Any such two monomials share two variables.
Then, if we denote by d the sum of all four variables, we obtain that
xi xj xk + xi xj xk′ = xi xj xk + xi xj (xi + xj + xk + d)
= xi xj xk + xi xj + xi xj + xi xj xk + xi xj d
= xi xj d .
It follows that, since all coordinates of the Sboxes S2 contain an even number of distinct monomials
of degree 3, the degrees of their outputs (and then the degree of the output of (r + 1) rounds) satisfy
r
r
deg ar+1
i,ℓ ≤ 2 max deg aj,ℓ + deg d0,ℓ ∀0 ≤ i ≤ 3 .
0≤j≤3

(2)

Moreover, this property holds for any ordering of the inputs and outputs of the Sbox, implying
r
r
deg ar+1
i,ℓ ≤ 2 max deg aj,ℓ + deg d4,ℓ ∀4 ≤ i ≤ 7 .
4≤j≤7

Now, since the linear layer consists of the same function applied to all pairs of words (bk , bk+4 ) for
0 ≤ k ≤ 3 separately, we deduce that
r+1
r+1
r+1
r+1
dr+1
0,ℓ = a0,ℓ + a1,ℓ + a2,ℓ + a3,ℓ

=

3
X

MixWord0,ℓ (bi , bi+4 )

i=0

= MixWord0,ℓ

3
X
i=0

and
dr+1
4,ℓ

3
X

bi ,

3
X

bi+4

i=0

3
X

bi+4
bi ,
= MixWord1,ℓ
i=0
10 i=0

!

!

.
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r+1
Therefore, the degrees of dr+1
0,ℓ and of d4,ℓ correspond to the degrees of the sum of the four coordinates of the Sboxes, implying
r
deg dr+1
i,ℓ ≤ 2 max deg aj,ℓ , i ∈ {0, 4} .

(3)

i≤j≤i+3

Both recurrence relations (2) and (3) lead to the bounds presented in Table 2 on the degrees of
several iterations of Step for the new nonlinear layer (i.e. for the new Sbox S2 and the ordering of
the input variables).

Table 2. Upper bounds on the algebraic degree of the output of r iterations of Step for Luffa v2 (and comparison
with the results obtained in [13] for Luffa v1).
r
1
2
3
4
5
6

Luffa v2
Luffa v1
deg ari,ℓ deg dri,ℓ deg ari,ℓ deg dri,ℓ
3
2
3
2
8
6
8
5
22
16
20
13
60
44
51
33
164
120
130
84
214

Now, for r ≥ 6, we apply Theorem 2, exploiting the fact that Step is the composition of a linear
layer and of several parallel applications of a smaller balanced Sbox of degree 3 defined over F42 .
Then, for any G, we have
deg(G ◦ Step) ≤

512 + deg(G)
,
3

implying
max deg(ari,ℓ )
i,ℓ

≤

r−1
)
512 + maxi,ℓ deg(ai,ℓ

3

and

max deg(dri,ℓ )
i,ℓ

≤

r−1
)
512 + maxi,ℓ deg(di,ℓ

3

.

These new bounds are given in Table 3.
Table 3. Upper bounds on the algebraic degree of the output of r iterations of Step for Luffa v1 and Luffa v2.
r
1
2
3
4
5
6
7
8

Luffa v2
Luffa v1
deg xri,ℓ deg dri,ℓ deg xri,ℓ deg dri,ℓ
3
2
3
2
8
6
8
5
22
16
20
13
60
44
51
33
164
120
130
84
225
210
214
198
245
240
242
236
252
250
251
249
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It is worth noticing that the same upper bounds hold for the degree of r iterations of the inverse
of Step in Luffa v2 since the algebraic normal form of the inverse of S2 is
y 0 = x0 + x2 + x3 + x2 x3
y 1 = 1 + x3 + x0 x1 + x0 x2 + x0 x3 + x2 x3 + x0 x2 x3 + x1 x2 x3
y 2 = x1 + x2 + x3 + x0 x1 + x1 x2 + x0 x3 + x1 x3 + x0 x1 x3 + x0 x1 x2 + x0 x2 x3 + x1 x2 x3
y 3 = x1 + x2 + x3 + x0 x2 + x2 x3 + x0 x1 x2 + x0 x1 x3 .
Then, the sum of the four coordinates of S2−1 is equal to
1 + x0 + x2 + x1 x2 + x1 x3 + x2 x3
and has degree 2 only. Moreover, all four coordinates of S2−1 have an even number of monomials
of degree 3. Then, the previously described technique for upper-bounding the degree of several
iterations of the round function applies similarly when computing the inverse.
5.3

Higher-order differentials for the compression function of Luffa v2

The compression function in Luffa v2 takes as input a 256w-bit chaining value and a 256-bit message
block and it outputs a new 256w-bit chaining value, where w equals 3, 4 and 5 when the output
length is 256, 384 and 512. Then, we have proved that this function has degree at most 252, while
it is expected from its construction to have degree 255.
A first consequence is the existence of all-zero higher-order differentials for the full compression
function of Luffa v2, similar to those found in [13] for Luffa v1 reduced to 7 steps. Let us choose a
position ℓ0 among the 32 possible positions in a word, 0 ≤ ℓ0 < 32, and let us consider any coset
of the linear subspace V of the set of all possible message blocks defined as
V = hei,ℓ , 0 ≤ i ≤ 7, ℓ 6= ℓ0 i ,
where ei,ℓ denotes the 256-bit word of Hamming weight 1 having a one at position ℓ in word i. Then,
V has dimension 248. For any fixed chaining value, the message injection function M I stabilizes
the subspaces hei,ℓ , 0 ≤ i ≤ 7i, implying that the input of each Qj is a coset of V . Now, the tweak
function at the beginning of each Qj rotates the least significant four words by a number of bits
depending on j. Its output then corresponds to a coset of a subspace V ′ , which is the direct sum
of 4-dimensional subspaces of the form hei,ℓ , 0 ≤ i ≤ 3i or hei,ℓ , 4 ≤ i ≤ 7i. Since the first nonlinear
layer applies to those 4-dimensional subspaces separately, it stabilizes the structure of V ′ . Therefore,
the output of the first iteration of Step in each Qj varies in a coset of a subspace of dimension 248.
Then, the outputs of the compression function, i.e., after 8 iterations of Step, sum to zero when the
message block varies in any coset of V , since dim V = 248 > 246 > deg(Step7 ). This observation
holds for any size of the hash value. It should be noted that, by nature, this algebraic property is
very different from the properties exploited in previously known distinguishers on the compression
function of Luffa v2 (e.g. [9]).
5.4

Zero-sum partitions for the Qj permutations

We consider the subspace V generated by the first 23 bits in a given word, that is
V = hei0 ,0 , ei0 ,1 , . . . , ei0 ,22 i ,
for some 0 ≤ i0 ≤ 7. Then, we can show that the sets

−1 4
Xa = {Tweak−1
◦
Step
(a + z), z ∈ V }, a ∈ F256
.
2
j
12
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form a zero-sum partition of size 223 for each Qj .
We first consider any coset of V as input of 4 rounds of Step. Then, the 23 active bits in V
correspond to the inputs of 23 different Sboxes and thus the first round of Step is a function of
degree 1 in these 23 input bits. As 3 iterations of Step have degree at most 22, we deduce that
X
Qj (x) = 0 .
x∈Xa

We now focus on the backward computation. We first take the image of V under the inverse of the
linear application MixWord. As all the variables are in the same word ai0 , after the application of the
inverse of the linear layer, all words are constant except the words of index i0 and (i0 + 4). But the
bits of the words ai0 and ai0 +4 all go to different Sboxes, implying that the first round backwards is
linear. As we have proven that the inverse of 3 iterations of Step has degree at most 22, we deduce
that
X
x=0.
x∈Xa


32

There exist 23 × 8 = 227.7 such zero-sum partitions for each Qj corresponding to all possible
choices for V , i.e., for all possible choices for i0 and for the 23 positions within the word of index i0 .
5.5

Higher-order differentials for the full Luffa v1 hash function

It is shown in [13] that, when hashing messages of length at most 256 bits, the reduced version of
Luffa v1 hash function, with 7 out of 8 steps in each Qj , does not behave as a random function.
Actually, if the message block varies in some particular subspace of dimension 216, then some linear
combination of the output words of this reduced version of Luffa v1 sums to zero. This property
comes from the fact that Luffa v1 does not perform any blank round for one-block messages, and
that, after 6 rounds of Step, some linear combinations of the output words have degree at most 214.
Even if the advantage that this property could give to an attacker is unclear, this unsuitable property
has led the designers to modify the function for the second round of the SHA-3 competition. In
particular, a blank round is performed for any message length in Luffa v2.
It turns out that this was probably a prudent decision, as the new upper bound on the degree
of Qj for Luffa v1 given in Table 3 now shows that a similar distinguisher can be exhibited for the
full Luffa v1, since the degree of the two words obtained by
(y0 + y1 + y2 + y3 , y4 + y5 + y6 + y7 )
after 7 iterations of Step is at most 236. We then get a similar distinguisher based on the fact that
the corresponding linear combinations of the bits of the hash values sum to zero when the message
block varies in some particular subspace of dimension 240.
More interestingly, we have shown that the full Luffa v1 hash function, when applied to oneblock messages, has degree at most 251 in the 255 bits of the message.
5.6

Degree of the full Luffa v2 hash function with chosen IVs

The previous observation does not hold for Luffa v2 since a blank round is performed for any
message length. However, if we would consider the 256w bits of the initial value of Luffa v2 as an
additional input which can freely be chosen, then we can still make some theoretical observations
for the hash function applied to one-block messages. Recall that w equals 3, 4 and 5 for a message
digest of 256, 384 and 512 bits respectively.
13
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In this setting, Luffa v2 is a function from (256(w + 1) − 1) bits to 128(w − 1) bits, where
the input bits correspond to the bits of the initial value and of the message block. But, Luffa v2
is composed of a linear message injection function, followed by a function G from 256w bits to
128(w − 1) bits. Therefore, the degree of the (256(w + 1) − 1)-bit function Luffa v2 is equal to the
degree of G and cannot exceed 256w. Moreover, we can show that the degree of this function is
even smaller than 256w due to the particular design of the inner permutation.
This new upper bound on the degree of Luffa v2 comes from the fact that G can be decomposed
as the inner permutation P , i.e., the parallel applications of w independent nonlinear permutations
Qj of n0 = 256 variables with degree less than (n0 − 2), followed by some rounds of the finalization
function Final. Moreover, the first 256 bits of the message digest are extracted after a single
application of Final. Then, using that the finalization function consists of 8 iterations of Step and
has then degree at most 252, Theorem 2 implies that
256w − deg(Final)
254
256w − 252
≤ 256w −
254
< 256w − (w − 1) .

deg(Final ◦ P ) ≤ 256w −

For the (128(w − 1))-bit version of Luffa v2, we get that the first 256 output bits of Luffa v2
have degree at most (256w − w). This property must be compared to the probability that this
256(w+1)−1
bits. Such a function can
property holds for a randomly chosen function from F2
to F256
2
be written as a polynomial with coefficients in F2256 and the number of its monomials of degree
greater than (256w − w + 1) is
256+w−1
X 256(w + 1) − 1
.
i
i=0

Therefore, the probability that a randomly chosen function with the same parameters as Luffa v2837
256 has degree at most 765 is 2−2 .
For the 384-bit version (resp. for the 512-bit version), i.e., for w = 4 (resp. w = 5), we get
that Luffa v2 has 1280 variables (resp. 1536 variables) and degree at most 1020 (resp. 1275). The
probability that this property holds for a randomly chosen function with the same parameters is
1010
933
2−2 (resp. 2−2 ).

6

Conclusions

We have found a new bound for the degree of iterated permutations. This improved bound has
firstly led to zero-sum distinguishers for the full Keccak-f permutation. Even if the security of
the hash function is not affected, our results contradict the so-called hermetic sponge strategy.
Additionally, a number of structural properties related to the existence of all-zero higher-order
differentials and of zero-sum partitions have been presented for the Luffa hash family.
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